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Consider the following claims:

1. The drought caused the famine.
2. Drowsy driving causes crashes.
3. How much I water my plant influences how tall it
grows.
4. How much novocaine a patient receives affects how much
pain they

will feel during dental surgery.

The metaphysics of causation asks questions about what it takes for
claims
like these to be true—what kind of relation the claims
are about, and in
virtue of what these relations obtain.

Although both 1 and 2 are broadly causal claims, some think that they
are
not claims about the same kind of causal relation. These
causal relations
may be differentiated by their relata. Claim 1
relates tokens. It talks about
a particular drought
and famine, not droughts and famines in general. On
the other
hand, claim 2 relates types—it is not talking about any
particular
instance of drowsy driving, but rather drowsy driving
 in general. A
prominent view is that there are different
 kinds of causal relation
corresponding to these different kinds of
 relata. (See, for instance, Sober
1985 and Eells 1991.)

Contrast 1 and 2 with claims like 3 and 4. In claim 3, the causal verb
“influences” is not flanked by token happenings, nor types
of happenings.
Instead, it is flanked by what we can call variable
 expressions. Variable
expressions are interrogative clauses like
“how much I weigh”, “what the
scale reads”,
 “when the game ends”, and “whether I catch the
bus”. We
can call the denotation of variable expressions
 variables. Just as we
distinguish between token happenings
 and types of happenings, we may
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distinguish between token variables
and type variables. For instance, how
much I weigh is a token
variable whose value depends upon my weight.
How much Barack Obama
 weighs is a different token variable whose
value depends upon
 Obama’s weight. We may say that how much I
exercise affects how
 much I weigh. And we may say that how much
Obama exercises affects how
 much Obama weighs. These are two
different claims are about causal
 relations between token variables.
Alternatively, we could claim that
 how much one exercises affects how
much one weighs. On its face, this
 is not a claim about any particular
variable. Instead, it is talking
 about how exercise affects weight in
general. It asserts a
relationship between two types of variables. Likewise,
4
 doesn’t make a claim about the relationship between any
 particular
individual’s novocaine and sensation. Instead, it
 says something about
how novocaine affects sensation in
general.

We will be careful to distinguish these four different kinds of causal
claims. Unfortunately, there is no standard terminology to mark the
distinction between causal claims likes like 1 & 2 and causal
claims like 3
& 4. So let us introduce new conventions. To mark
 their contrast with
variables, call causal relata like droughts,
 famines, and car crashes
(whether type or token)
 “constants”. Then, let us call the relation which
holds
 between constants causation. A causal claim that relates
 token
constants will be called a claim about token causation.
(This is sometimes
called singular causation, or actual
causation.) A causal claim that relates
types of constants will
 be called a claim about type causation. (This is
sometimes
 called general causation.) On the other hand, the relation
which holds between variables (whether type or token) will be called
influence. A causal claim that relates token variables will
be called a claim
about token influence. (Hitchcock 2007a,
uses token causal structure for a
network of relations of
token influence.) A causal claim that relates types
of variables will
be called a claim about type influence.
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  Tokens Types  Tokens Types

Constants Token Causation Type Causation
Variables Token Influence Type Influence

For each of these putative causal relations, we can raise metaphysical
questions: What are their relata? What is their arity? In virtue of
what do
those relata stand in the relevant causal relation? And how
does this kind
of causal relation relate to the others? Of course,
 there is disagreement
about whether each—or any—of these
 relations exists. Russell (1912: 1)
famously denied that there are any
 causal relations at all, quipping that
causation is “a relic of
a bygone age, surviving, like the monarchy, only
because it is
erroneously supposed to do no harm” (see also Norton 2003).
Others may deny that there is a relation of general causation or
influence
at all, contending that claims like 2 and 3 are simply
generalizations about
token causal relations (see
§2.1
below). There will also be disagreement
about whether these relations
are reducible, and, if so, what they can be
reduced
 to—probabilities,
 regularities,
 counterfactuals,
 processes,
dispositions,
mechanisms,
agency,
or what-have-you. This entry will not
attempt to survey the range of
 potential answers to these questions.
Instead, it will focus on more
general questions about the causal relata, the
arity of the causal
 relation, prominent or controversial instances of these
causal relations, how the different relations are themselves related,
and so
on.

1. Token Causation
1.1 Relata

1.1.1 Events
1.1.2 Facts
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1.1.4 Fineness of Grain and Causal Differences

1.2 Relation
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1. Token Causation

1.1 Relata

Claims like 1 describe a relation which holds between token
 causes and
effects—but what are token causes and effects? What
are the relata of the
token causal relations described by claims like
1? One popular view is that
token causes and effects are
 events (Davidson 1963, 1967; Kim 1973;
Lewis 1986b—see
the entry on
events).
Others hold that token causes and
effects are facts (Bennett 1988;
 Mellor 1995—see the entry on
 facts).
Within the causal modeling approach (see the entry on
causal models),
it is
often assumed that causes and effects are the values of
 variables
(Hitchcock 2001a; Woodward 2003; Halpern & Pearl
 2005; Hall 2007;
Halpern 2016a). One also finds support for other
relata like conditions (J.
L. Mackie 1965), event
 allomorphs (Dretske 1977), tropes (Campbell
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1990),
states of affairs (Armstrong 1997; Dowe 2000: ch. 7),
 situations
(Menzies 1989a), and aspects (Paul 2000).
Allegiances are complicated by
disagreements over what events, facts,
and these other creatures are. For
instance, for both Bennett and
Mellor, facts are just states-of-affairs which
obtain, bringing their
 position in line with Armstrong’s. And, amongst
those who agree
 that the causal relata are events, there is considerable
disagreement
about what exactly events are.

1.1.1 Events

Let’s begin with events. Some have proposed that events are just
regions
of spacetime (Lemmon 1966; Quine 1985). That is: they propose
 that
events are individuated by the time and place of their
occurrence. This is a
very coarse-grained view of events. According to
it, no two distinct events
can occur at the same place and time. To
 see why some think this
individuates events too coarsely,
 consider the example form Davidson
(1969): A metal ball is spun on a
hotplate. As it rotates, the ball heats up.
It heats up and rotates
within precisely the same region of spacetime. So,
if we individuate
events in terms of the time and place of their occurrence,
then we
must say that the ball’s heating up and its rotation are one and
the
same event. But it can seem that the ball’s heating up and
its rotation differ
causally. The ball’s heating up caused the
 surroundings to warm, but it
does not appear that the ball’s
rotation caused the surroundings to warm.
Similarly, the ball’s
being spun caused it to rotate, but didn’t cause it to
heat up.
And the hotplate caused the ball to heat up, but didn’t cause it
to
rotate. Moved by examples like these, Davidson (1969) suggests
individuating events by their causes and effects. That is, Davidson
proposes that x and y are the same event iff, for
 every event z, both z
caused x iff
 z caused y and x caused z iff
 y caused z. The left-to-right
direction of this
 biconditional follows from the Indiscernability of
Identicals, so the
right-to-left is the substantive direction; it tells us that we

J. Dmitri Gallow
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should
not draw any more distinctions between events than are needed to
account for differences in causation. This imposes a constraint on how
a
theory of events must relate to a theory of causation, but on its
 own, it
does not tell us what events are, nor how finely they are
 individuated.
After all, without some additional claims about which
events are causally
related, Davidson’s thesis is entirely
 consistent with the claim that the
ball’s rotation and its
heating are identical.

Kim (1976) provides a more detailed fine-grained theory of events.
According to him, events are individuated by the properties or
 relations
they involve, the objects which exemplify those properties
 or relations,
and the times during which they exemplify those
properties or relations.
For instance, the event of the ball rotating
is the triple of the property of
rotation, the object of the ball, and
the time interval during which the ball
rotates: ⟨is rotating,
the ball, t1–t2⟩.
And the event of the ball heating is the
triple of the property of
 heating, the object of the ball, and the time
interval during which
the ball heats: ⟨is heating, the ball,
t1–t2⟩. These two
triples involve different properties, so they are different
events.

Lewis (1986b) gives a different fine-grained theory of events. On
Lewis’s
view, events are properties of a spacetime region. For
 Lewis, properties
are intensions, or classes of possible individuals.
 So, on Lewis’s view,
events are classes of spacetime regions at
possible worlds. What it is for
an event to occur at a world,
 w, is for the event to contain a spacetime
region from
w. Lewis is also able to distinguish the ball’s
rotation from its
heating; though these events occupy the same region
of spacetime at the
actual world, they do not necessarily co-occur. It
is possible for the ball to
heat without rotating, and it is possible
 for the ball to rotate without
heating. So the class of spacetime
regions in which the ball rotates is not
the same as the class of
spacetime regions in which the ball heats, and if
Lewis identifies the
former class with the event of the ball rotating, and the
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latter with
the event of the ball heating, then he may distinguish these two
events.

1.1.2 Facts

One reason to be unhappy with the view that token causes and effects
are
events is that it appears that absences or
 omissions can be involved in
causal relations. For instance,
Anna’s failure to water her plant may cause
it to die. Here, we
 have an absence as a token cause. Likewise, Anna’s
vacation may
 have caused her to not water the plant. Here, we have an
absence as a
token effect. But it does not seem that absences or omissions
are
 events. They are nothings, non-occurrences, and are hence not
identical to any occurrent events. This motivates taking token causes
and
effects to be facts, rather than events. Even if there is
no event which is
Anna’s failing to water her plant, it is
nonetheless a fact that Anna didn’t
water her plant.

Some are not moved by this consideration because they deny that
absences
can be token causes and effects. For instance, Armstrong
claims

This position doesn’t necessarily preclude one from admitting
 that
absences can stand in some cause-like relation; for instance,
Dowe (2000,
2001) develops an account of ersatz causation (causation*)
which relates
absences, even though he denies that causation proper
 ever relates
absences. Others are unmoved because they think that
absences are events.
For instance, a Kimian could take Anna’s
failure to water her plant to be
her exemplification of a negative
 property (the property of not watering

Omissions and so forth are not part of the real driving force in
nature. Every causal situation develops as it does as a result of the
presence of positive factors alone. (1999: 17, see also Thomson
2003,
Beebee 2004a, and Moore 2009)

J. Dmitri Gallow
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her plant) throughout some time
interval. Alternatively, Hart and Honoré
propose that

For example, suppose that, instead of watering the plant, Anna took a
stroll. Then we could take “Anna’s failure to water her
 plant” to be a
contrastive way of describing Anna’s
stroll; we could then allow that the
event of Anna’s stroll
caused the plant to die.

1.1.3 Variable Values

In contrast to the extensive literature on events and facts, there has
been
comparatively less discussion of the metaphysics of variables and
variable
values. When the issue is discussed, many find it congenial
 to reduce
variable values in some way or other to one of the other
kinds of entities
which have been proposed as token causal relata. In
 many applications,
binary variables (variables which take on two
potential values, usually 0
and 1) are used for whether a certain
event occurs. Then, questions about
what it takes for the
 variable to take on a value can be translated into
questions about
 what it takes for the relevant event to occur. Hitchcock
(2012)
suggests that the values of variables be taken to be Lewsian event
alterations. (For Lewis [2000], an alteration of an
event, e, is a modally
fragile event—an event which
 would not occur, were it ever-so-slightly
different—which is not
 too different from e itself. Some alterations of e
will be ways for e to occur, and some will be ways for
e to fail to occur,
but they are all alterations of
e.) An unabridged draft of Hall (2007, see
reference for
 link) proposes that a variable is a family of pairwise
incompatible
propositions, where each proposition is

negative statements like “he did not pull the signal” are
 ways of
describing the world, just as affirmative statements are, but
 they
describe it by contrast not by comparison as
affirmative statements
do. (1959 [1985: 38])
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On this understanding, a variable’s actual value just
 corresponds to the
true proposition in the family. If we assume that
 facts are just true
propositions, we get a view on which the token
causal relata are just facts
(of a particular kind).

In general, it seems that we can take any pre-existing view about
 token
causes and effects and translate it into a view about variable
values. For
instance, take a Kimian view of events, on which, for any
property F, any
individual a, and any time or time
interval t, ⟨F, a, t⟩ is
an event. Then, we
could have a view on which each value of a given
variable corresponds to
one of these Kimian triples. What’s
 distinctive about variable values as
causal relata, then, isn’t
 the individual values, but rather, how they are
packaged together into
a single variable. For instance, taking the Kimian
view as our point
of departure, we could have a variable, call it who steals
the
 bike, whose potential values include ⟨steals the bike,
 Susan, t⟩ and
⟨steals the bike, Alex,
t⟩. Or we could have a variable, call it what Susan
steals, whose potential values include ⟨steals the bike,
Susan, t⟩ and ⟨steals
the canoe, Susan,
t⟩. And there’s a third variable, call it what
Susan does to
the bike, whose potential values include
 ⟨steals the bike, Susan, t⟩ and
⟨buys the
bike, Susan, t⟩. Now, there’s an additional
metaphysical question
faced by those who think that the token causal
relata are variable values—
a question not faced by
Kim—which is: are the variable values who steals
the bike
= ⟨steals the bike, Susan, t⟩, what Susan
steals = ⟨steals the bike,
Susan, t⟩, and
what Susan does to the bike = ⟨steals the bike, Susan,
t⟩ all
the same causal relatum, or are they different?
(For more on these kinds of
questions, see
§3.1
below.)

Here is an argument (adapted from Dretske 1977) that the variable
values
what Susan steals = ⟨steals the bike, Susan,
t⟩ and what Susan does to the

about the state of a particular physical system or region of space at
or during a particular time or time-interval.

J. Dmitri Gallow
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bike =
⟨steals the bike, Susan, t⟩ should be treated
differently. Suppose that
the store has water-tight security, so that,
if Susan steals anything at all—
be it the bike, the canoe, or
what-have-you—she will be arrested. Then,
consider the sentences
 5 and 6 (read them with additional stress on the
emphasized
words):

5. Susan’s stealing the bike caused her to be
arrested.
6. Susan’s stealing the bike caused her to be
arrested.

As Dretske notes, while 5 sounds false, 6 sounds true. Dretske uses
this to
argue for token causal relata which are more fine-grained than
events. He
calls them event allomorphs. But, if we think that
the causal relata are the
values of variables, then it’s natural
to account for the apparent difference
in truth-value between 5 and 6
by contending that, while 5 is talking about
a variable like what
Susan steals, 6 is talking about a variable like what
Susan
does to the bike. But then, in order to say that 5 is false while
6 is
true, we must say that the variable value what Susan steals
= ⟨steals the
bike, Susan, t⟩ is a different
 causal relatum than what Susan does to the
bike =
⟨steals the bike, Susan, t⟩. The former caused
Susan to be arrested,
whereas the latter did not.

1.1.4 Fineness of Grain and Causal Differences

We’ve now twice encountered arguments of the following form:
“c caused
e” is true, but
“c* caused e” is false, so it must be
that “c” and “c*” denote
two
 different causal relata. In short: where there are differences in
causation, there must be differences in the causal relata. Call this
 the
causal differences argument. This argument was used to
show that token
causes cannot just be regions of spacetime—for
 then, the ball’s rotation
and its heating would be one and the
 same event, but the ball’s rotation
differs causally from its
heating. It was again used to show that “Susan’s
stealing
the bike” must be a different token cause
 than “Susan’s stealing
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the
bike”. This second example shows us that the style of argument
 can
lead to a very fine-grained view of the causal relata. It
 is, after all,
necessary that Susan steals the
bike if and only if Susan steals the bike, so
it
 looks like this style of argument leads us to draw hyperintensional
distinctions between causal relata. Some may see hyperintensional
distinctions between causal relata as a reductio, and
 conclude that
something must be wrong with the causal differences
argument.

We could resist the argument in at least three different ways.
Firstly, we
could contend that causal claims like 5 and 6 are not in
fact causal claims.
Strevens (2008) proposes that apparently
causal claims like 5 and 6 are in
fact causal-explanatory
claims. As Strevens puts it:

(See also Davidson 1967, 1970; Strawson 1985.) On a view like this, we
can maintain that, while causation relates coarse-grained
 entities like
regions of spacetime, causal explanation
relates more fine-grained entities
like propositions, or events
under-a-description.

Secondly, we could claim that “…causes…” is
 an intensional context,
which does not allow the substitution
 of co-referring terms without a
change of truth-value (see Anscombe
 1975; Achinstein 1975, 1983; and
McDermott 1995). By way of
 explanation: names of events are
uncontroversially not
 intersubstitutable within quotation marks. From
“‘Caesar’s crossing the Rubicon’ has four
words” and “Caesar’s crossing
the Rubicon = The
 start of the Roman Civil War”, we cannot conclude
“‘The start of the Roman Civil War’ has four
 words”. If we think that
flanking the verb “to
 cause” is like appearing within quotation marks in
this way,
 then we can likewise reject the inference from “Turning on the

claims of the form c was a cause of
e…do not assert the existence
of a raw
metaphysical relation between two events c and e;
 rather,
they are causal-explanatory claims that assert that c
is a part of the
causal explanation for e. (2008: 4)

J. Dmitri Gallow
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hotplate caused the ball’s heating” and “The
 ball’s heating = the ball’s
rotation” to
“Turning on the hotplate caused the ball’s
rotation”.

Thirdly, we could appeal to a kind of contrastivism on which the
causal
relation is four-place, rather than two-place (Schaffer 2005:
§4). On this
view, causal claims have the logical form
 “c, rather than c*, caused e,
rather
 than e*” (where c* and e* are
 contrast causes and effects, or
perhaps sets thereof). Then, we could
 suggest that claims like 5 and 6
suggest different contrasts, which
 make a causal difference without
requiring any difference in the first
 or third argument places. In short:
there are causal differences
without differences in causes or effects; some
causal differences are
due to different contrasts. This kind of view would
allow us
 to retain even the very coarse theory of events from Quine
(1985),
 according to which an event is just a region of spacetime. The
entry
discusses contrastivism further in
§1.2.2
below.

1.2 Relation

1.2.1 Instances

There are a wide variety of theories of the token causal
relation—theories
of what it takes for one event, fact, or
what-have-you to be a token cause
of another. This entry won’t
attempt to survey the available options. The
interested reader should
 consult the entries on
 counterfactual theories of
causation,
causation and manipulability,
probabilistic causation,
regularity
theories of causation,
 dispositions,
 and
 mechanisms in science.
 Process
theories of causation are discussed in the entries on
causation in physics
and
Wesley Salmon
(see also Dowe 1997 [2008]). Instead, this entry will
survey some of
 the most philosophically interesting and persistently
troublesome
instances of token causation, and discuss what these
instances
might teach us about the token causal relation.
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Preemption. Cases of what’s been called
 preemption share a common
structure: there is a backup,
would-be cause of e (call it “b”, for
backup).
Had c not happened, the backup b
 would have been a cause of e, but c
preempted
b, causing e to happen, and simultaneously
making it so that b
is not a cause of e. Here are
two vignettes with this structure:

1. Suzy has a grievance against her neighbor and wants to retaliate
by
shattering his window. Billy is also aggrieved, and tells Suzy that
he
will throw the rock. So Suzy stays at home to establish an alibi
while
Billy leaves and throws a rock at the window. The rock hits and
the
window shatters. Here, Suzy’s grievance is a backup,
would-be cause
of the window’s shattering. Had Billy not been
 aggrieved, Suzy
would have caused the window to shatter. But she was
preempted by
Billy.

2. Patricia is suffering from a terminal disease. To ease her pain,
 the
doctors give her a palliative dose of morphine. Due to a clerical
error,
she is given too much morphine and dies from an overdose. Here,
the
terminal disease is a backup, would-be cause of Patricia’s
death. Had
she not been given the morphine, the disease would have
killed her.
But the disease was preempted by the overdose of
morphine.

In cases of preemption, the nearly universally shared judgment is that
the
“preempting” c is a cause of e. For
instance, Billy’s grievance is a cause of
the window’s
shattering, and the morphine is a cause of Patricia’s death.
(There are dissenters to the consensus; Beckers and Vennekens (2017,
2018) insist that the “preempting” c is not a
cause of e in cases like these.)

The first of these vignettes is a case of what’s come to be
known as early
preemption, whereas the second is a case of
what’s come to be known as
late preemption. Cases of
 early preemption have roughly the same
structure as the following
“neuron diagram”:

J. Dmitri Gallow
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Figure 1: Early preemption neuron
diagram 1. [An
extended description of
figure 1
is in the supplement.]

Here’s how to read this diagram: every circle represents a
 neuron.
Associated with each neuron is a certain
 time—here, the time written
beneath that neuron. A neuron can
either fire or not fire at its designated
time. If the circle is
colored grey, this indicates that the neuron fired. If it is
colored
white, this indicates that the neuron did not fire. So, in the diagram
above, b, c, d, and e fired, and
a did not fire. Arrows represent stimulatory
connections between neurons. If the neuron at the base of an arrow
fires,
then the neuron at its head will fire so long as that neuron is
not inhibited.
The circle-headed lines represent inhibitory
connections between neurons.
If the neuron at the base of one of these
connections fires, then the neuron
at its head will not fire.
 So, in the diagram above, a doesn’t fire, even
though
b did, because c inhibited a.

Here, “c” stands both for the neuron c
 and for the event of the neuron c
firing (or the fact that
 c fired, or whatever), and likewise for the other
letters.
Then, this neuron diagram has the structure of preemption:
b is a
backup, would-be cause of e’s
firing. Had c not fired, the neuron system
would have looked
like this:

The Metaphysics of Causation
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Figure 2: Early preemption neuron
diagram 2. [An
extended description of
figure 2
is in the supplement.]

Here, b is a cause of e. So, in the original neuron
system, b is a backup,
would-be cause of e; had
c not fired, b would have been a cause of
e, but c
preempts b and causes e
itself.

As a brief aside, some authors use neuron diagrams like these as
representational tools for modelling the causal structure of cases
described
by vignettes. So, they might say that the neuron b
represents whether Suzy
is aggrieved, a represents whether
 Suzy throws a rock at the neighbor’s
window, and e
represents whether the window shatters. Hitchcock (2007b)
gives
reasons to worry about this use of neuron diagrams, and argues that
we
 should instead use causal models as a representational tool (see the
entry on
causal models,
and
§3.2
below). Whatever we think about using
neuron diagrams to represent
the causal structure of scenarios described in
vignettes, there should
be little objection to using them to model systems
of
neurons, hooked up with stimulatory and inhibitory connections in
the
ways indicated in the diagram (Hitchcock 2007b agrees).
 That’s how
neuron diagrams will be understood here. So the
 neuron diagram isn’t
being used to model Suzy and Billy’s
situation. It is used to model a very
simple system of five neurons,
and, arguably, the system of neurons has a
similar causal structure to
the vignette involving Billy and Suzy.

What makes cases of early preemption early is that there is
 some time
before e happens at which the backup causal chain
 is cut. In our neuron
diagram, at time t2, once a
 fails to fire, the backup b no longer has any
hope of being a
cause of e’s firing. So, if d had not fired
(in violation of the

J. Dmitri Gallow
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neuron laws), e would not have fired. In
the case of Billy and Suzy, once
Billy tells Suzy he’s going to
 throw a rock at the window, the potential
causal chain leading from
Suzy’s grievance to the window’s shattering is
cut. Now
 that’s she’s at home establishing an alibi, she has no
 hope of
causing the window to shatter. Many counterfactual theories of
causation
appeal to this feature of early preemption in order to
secure the verdict that
c is a cause of e. (See, for
instance, Ramachandran (1997, 1998), Ganeri et
al. (1996, 1998), Yablo
 (2002, 2004), Hitchcock (2001a), Halpern and
Pearl (2005), Woodward
 (2003), Halpern (2016a), Andreas and Günther
(2020, 2021), and
Weslake (ms.—see Other Internet Resources).)

Matters are different in cases of late preemption. What makes
cases of late
preemption late is that the causal chain from
the potential backup is only
cut short after the effect
e happens. There was no time prior to her death at
which
 Patricia’s terminal disease stopped being deadly. So, at any
 time
prior to her death by overdose, were the morphine or any of its
effects to
be taken away, Patricia would still have died from the
disease.

Many cases of late preemption are cases in which the cause
hastens the
effect. That is, had the cause been absent, the
 effect—or, in any case,
something very similar to the
 effect—would have happened later than it
actually did. But this
 isn’t an essential feature of the case. Consider the
following:
 Quentin is given chemotherapy to fight his cancer. The
chemotherapy
compromises his immune system, and after catching a flu,
Quentin dies
from pneumonia. It is easy to suppose that the chemotherapy
prolonged
 Quentin’s life. Suppose that, had he not received chemo, the
cancer would have killed him in January. And suppose that the
pneumonia
killed him in February. So the chemotherapy did not hasten
 Quentin’s
death; it delayed it. Nonetheless, this could easily
 be a case of late
preemption. The chemotherapy prevented the cancer
from killing Quentin,
but we may easily suppose that there is no time
prior to his death at which
removing the chemotherapy, or the flu, or
 the pneumonia, would have
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prevented him from dying. We may easily
 suppose that the cancer
remained deadly throughout. (For more on
causes, hasteners, and delayers,
see Bennett 1987; Lombard 1990; P.
Mackie 1992; Paul 1998a; Sartorio
2006; Hitchcock 2012; and Touborg
2018.) The case of Quentin can easily
be modified so that, had he not
 received chemo, he would have died at
exactly the same time that he
actually died. This version gives us a case of
late preemption in
which, had the cause been absent, the effect—or, in any
case,
 something very similar to the effect—would have happened at the
very same time that it actually did.

Cases of preemption show us that causes need not be necessary
 for their
effects. The effect e did not depend upon its cause
c. Had c been absent, e
would still have
happened, due to the backup b. They moreover suggest
that
 there is something important about the process whereby causes and
effects are connected. Both c and the backup b were
 sufficient for e to
happen. What seems to make the difference
between them is that there is
the right kind of connecting process
leading from c to e, and there is not
the right kind
of connecting process leading from b to e. For this
reason,
while counterfactual, probabilistic, agential, and regularity
 theories often
stumble on cases of preemption, they are more easily
 treated by process
theories.

Schaffer (2000a) introduces cases of what he calls trumping
 preemption.
In these cases, there is preemption even though there
is no “cutting” of the
backup causal process. That is:
 there is no missing part of the process
leading from the backup
 b to e, but nonetheless, b does not count
 as a
cause of e because c “trumps”
b. Here are two cases like this:

1. The laws of magic say that the first spell cast on a given day
goes into
effect at midnight; spells cast after the first are
 ineffective. On
Monday, there are only two spells cast. In the
morning, Merlin casts a
spell to turn the prince into a frog. And in
the evening, Morgana casts
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a spell to turn the prince into a frog. At
midnight, the prince turns into
a frog.

2. The Major outranks the Sergeant, who outranks the Corporal. The
Corporal will follow the orders of the highest-ranking officer. The
Major and the Sergeant both give the Corporal the order to advance,
and the Corporal advances.

In the first case, Schaffer contends that Merlin’s spell caused
the prince to
turn into a frog and that Morgana’s spell did not.
Merlin’s spell, after all,
was the first spell of the day, and
that’s what the laws of magic identify as
the relevant feature.
And, in the second case, Schaffer contends that the
Major caused the
Corporal to advance, and the Sergeant did not. After all,
the Corporal
listens to the orders of the highest ranking officer, and in this
case, that’s the Major. (For further discussion, see Lewis 2000;
Halpern &
Pearl 2005; Hitchcock 2007a; Halpern & Hitchcock
2010: §4.2; and Paul
& Hall 2013: §4.3.4.)

Prevention. Cases of preemption tend to be handled
 easily by process
theories of causation, whereas counterfactual,
manipulation, probabilistic,
and regularity theories have more
 difficulty saying both that the
preempting c is a cause of
e and that the preempted backup b is not a cause
of
 e. For, in cases of preemption, we can easily trace out the
 process
whereby c leads to e, whereas the process
which would have led from b to
e was interrupted by
 c. On the other hand, process theories have more
difficulty
with cases of prevention. Here’s a case of prevention:
over the
Atlantic ocean, James Bond shoots down a missile which is
heading for
Blofield’s compound, and Blofield survives
 unscathed. Bond prevented
Blofield from dying. If we understand
 prevention as causation-not (c
prevents e iff
c caused it to be the case that e didn’t
happen), then Bond
caused Blofield to not die. But there does not
 appear to be any causal
process leading from Bond to
Blofield—both Bond and the missile were
thousands of miles
away.
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Some deny that cases of prevention are genuinely causal (see Aronson
1971; Dowe 2000; Beebee 2004a; and Hall 2004). This response could be
further justified with worries about absences being effects (recall
§1.1.2).
However, there are additional worries about the cases which Hall
 (2004)
calls “double prevention”. In these cases,
 c prevents d, and, if d had
happened, then
d would have prevented e. So c prevents a
preventer of e.
For instance: Blofield launches a cyber
attack on Europe’s electrical grid,
plunging the continent into
the dark. Had Bond not shot down the missile,
it would have prevented
 Blofield from carrying out the cyber attack. So
Bond prevented a
potential preventer of the cyber attack. Here, there is an
inclination
to say that Bond was an (inadvertent) cause of the cyber attack.
However, there is no connecting process leading from Bond to the cyber
attack—there is no relevant energy-momentum flow, mark
 transmission,
or persisting trope connecting them.

Cases of double prevention have roughly the structure of this neuron
diagram:

Figure 3: Double prevention neuron
diagram. [An
extended description of
figure 3
is in the supplement.]

As Schaffer (2000c, 2012b) argues, many paradigm cases of causation
turn out, on closer inspection, to be instances of double prevention.
Pam
uses a catapult to hurl a rock through the window. It seems clear
 that
Pam’s actions caused the window to shatter. But suppose the
 catapult
works like this: a catch prevents the catapult from
 launching, and Pam’s
releasing the catch prevents it from
 preventing the launch. Thus, the
relationship between Pam’s
 releasing the catch and the shattering of the
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window is one of double
prevention. Here, it is less comfortable to deny
that Pam caused the
 window to shatter, though not all agree. Aronson
denies that there is
any causation in a similar case:

Aronson contends that, while the release of the catch was an enabling
condition for the weight’s acceleration, it was not strictly
speaking a cause
of the weight’s acceleration.

Preemptive Prevention. There’s another
interesting class of cases where
one preventer preempts
another (see McDermott 1995 and Collins 2000).
Here are two cases like
this:

1. Either Bond or M could shoot down the missile headed for
Blofield’s
compound. Bond tells M that he will do it, so M goes
home. Bond
shoots down the missile, and Blofield survives.

2. Bond shoots down a missile headed for Blofield’s compound.
However, Blofield’s compound has its own perfectly reliable
 anti-
missile defense system. So, had Bond not shot the missile down,
the
anti-missile defense system would have, and Blofield would have
survived unscathed.

By analogy with ordinary preemption, we can call the first case an
instance of early preemptive prevention. Once Bond tells M
 that he will
shoot down the missile, M is no longer a potential
preventer of the missile
strike. If, at the last minute, Bond had
 changed his mind, Blofield’s
compound would have been destroyed.
In contrast, we can call the second

Consider a weight that is attached to a stretched spring. At a
certain
time, the catch that holds the spring taut is released, and the
weight
immediately begins to accelerate. One might be tempted to
say that the
 release of the catch was the cause of the weight’s
acceleration.
If so, then what did the release of the catch transfer to
the weight?
Nothing, of course. (1971: 425)
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case an instance of late
 preemptive prevention. At no point does the
missile defense
system “step down”, and stop being a potential preventer
of the compound’s destruction.

The first case has a structure similar to this neuron system,

Figure 4: Early preemptive prevention
neuron diagram. [An
extended
description of figure 4
is in the supplement.]

Whereas the second case has a structure similar to this neuron
system,

Figure 5: Late preemptive prevention
neuron diagram. [An
extended
description of figure 5
is in the supplement.]

There seems to be more of an inclination to attribute causation in
cases of
early preemptive prevention than in cases of late preemptive
prevention.
As McDermott (1995) puts it: in case (2), many are
 initially inclined to
deny that Bond prevented the compound’s
destruction; but, when they are
asked “Of Bond and the missile
 defense system, which prevented the
compound’s
 destruction?”, it feels very natural to answer with
 “Bond”.
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(As Collins 2000 notes, things begin to feel
different if we suppose that
the anti-missile defense system is less
than perfectly reliable.)

Switches. Suppose that a lamp has two bulbs: one on
the left, and one on
the right. There is a switch which determines
whether power will flow to
the bulb on the left or the one on the
 right. If the power is on and the
switch is set to the left, then the
left bulb will be on, and the room will be
illuminated. If the power
is on and the switch is set to the right, then the
right bulb will be
on, and the room will be illuminated. If the power is off,
then
neither bulb will be on, and the room will be dark, no matter how the
switch is set. To start, the power is off and the switch is set to the
 left.
Filipa flips the switch to the right, and Phoebe turns on the
 power. The
right bulb turns on, and the room is illuminated.

Cases like these are discussed by Hall (2000) and Sartorio (2005,
2013),
among others. This particular example comes from Pearl (2000).
In these
kinds of cases, there are five events (or facts, or
what-have-you): f, p, l, r,
and
e, with the following features: if p happens, it
will cause either l or r to
happen, depending upon
whether f happens. And if either l or r
happens, it
will cause e to happen. For instance, in our
example, f is Filipa flipping the
switch to the right,
p is Phoebe turning on the power, l and r
are the left
and right bulbs turning on, respectively, and e
 is the room being
illuminated. In this case, it can seem that
 there’s an important difference
between Filipa and Phoebe.
Whereas Filipa made a difference to how the
room got
 illuminated (whether by the left bulb or the right one), she did
not
 make a difference to whether the room got illuminated.
 Phoebe, in
contrast, did make a difference to whether the
 room got illuminated. It
seems natural to say that, while
Phoebe’s turning on the power was a cause
of the room being
illuminated, Filipa’s flipping the switch was not.

Switching cases have roughly the same structure as the following
neuron
diagram:
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Figure 6: Switch neuron diagram 1. [An
extended description of figure 6
is in the supplement.]

Here, the neuron s (the switch) is special. It can either be
set to the left or
to the right, indicated by the direction the arrow
is pointing. Likewise, the
connection between f and
s is special. If f fires, then s will be
 set to the
right. If f does not fire, then s will be
set to the left. On the other hand, the
connection between p
and s is normal. If p fires, then s will
fire. If s fires
while set to the left, then l will
fire. If s fires while set to the right, then r
will
fire. If either l or r fires, then e will
fire.

If f hadn’t fired, s would have fired while
set to the left, so l would have
fired, and e would
have fired.

Figure 7: Switch neuron diagram 2. [An
extended description of figure 7
is in the supplement.]

On the other hand, if p hadn’t fired, s would
still have been set to the right,
but it would not have fired, so
neither r nor e would have fired:
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Figure 8: Switch neuron diagram 3. [An
extended description of figure 8
is in the supplement.]

Reflection on switches can lead to the conclusion that token causation
cannot be merely a matter of the intrinsic nature of the process
 leading
from cause to effect. Consider the following variant: while
the right bulb
is functional, the left bulb is not. If the power had
been turned on while the
switch was set to the left, the left bulb
would not have turned on, and the
room would have remained dark. Given
 this setup, Filipa’s flipping the
switch to the right
 does appear to be a cause of the room’s being
illuminated. After all, with this setup, had Filipa not flipped the
switch, the
room would have remained dark. But, if we just look at the
 intrinsic
features of the process leading from Filipa’s flipping
 the switch to the
room’s illumination, there will be no
difference. Or consider the following
system of neurons:

Figure 9: Switch neuron diagram 4. [An
extended description of figure 9
is in the supplement.]

Here, f’s firing appears to be a cause of
e’s firing (along with p). If f
hadn’t
fired, then the switch s would have been set to
the left, so e would not have
fired. So f’s
firing was needed for e to fire. However, there doesn’t
seem to
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be any difference between the process leading from
f’s firing to e’s firing
in
 this system of neurons and the process leading from
 f’s firing to e’s
firing in the
original system of neurons.

So switches suggest that whether one event (fact, or whatever),
 c, is a
cause of another, e, is not just a matter of
 the intrinsic features of the
process leading from c to
e. It looks like we may also have to consider
counterfactual
information about what things would have been like in the
absence of
c. (See the discussion in Paul and Hall, 2013.)

Switches also pose a problem for the view that causation is
 transitive—
that is, the view that, if c causes
d and d causes e, then c causes
e. For, in
the original version of the case, it seems that
Filipa’s flipping the switch to
the right caused the right bulb
to turn on. And it appears that the right bulb
turning on caused the
room to be illuminated. But it does not appear that
Filipa’s
flipping the switch to the right caused the room to be illuminated.
(For further discussion of switches and the transitivity of causation,
 see
McDermott 1995; Hall 2000, 2007; Paul 2000; Hitchcock 2001a; Lewis
2000; Maslen 2004; Schaffer 2005; Halpern 2016b; Beckers &
Vennekens
2017; and McDonnell 2018.)

1.2.2 Arity

The standard view is that causation is a binary relation between two
relata:
cause and effect. However, some suggest that causation may be
a ternary
or a quaternary relation. Inspired by van Fraassen
 (1980)’s work on
contrastive explanation, we could take
 causation to be a ternary, or 3-
place, relation between a cause, an
effect, and a contrast for the effect. On
this view, the logical form
of the causal relation is: c is a cause of e, rather
than e*. For instance, it seems correct to say that
Adam’s being hungry
caused him to eat the apple, rather than
toss it aside. But it seems wrong to
say that Adam’s being
hungry caused him to eat the apple, rather than the
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pear. So changing
the contrast for the effect seems to makes a difference to
causation.
Hitchcock (1993, 1995a, 1996) gives a contrastive probabilistic
theory
 of causation, according to which causation is a ternary relation
between a cause, a contrast for the cause, and an effect. On this
view, the
logical form of the causal relation is: c, rather
than c*, is a cause of e. For
instance, it can seem
that Paul’s smoking a pack a day, rather than not at
all, is a
cause of his lung cancer. But it seems wrong that Paul’s smoking
a
pack a day, rather than two packs a day, is a cause of his lung
 cancer.
Schaffer (2005) combines these two views, arguing that
 causation is a
quaternary relation between a cause, a contrast for the
cause, an effect, and
a contrast for the effect. On this view, the
 logical form of the causal
relation is: c, rather than
c*, is a cause of e, rather than e*.

If we think that the causal relation is ternary or quaternary, then
some of
the arguments we considered earlier can look weaker. For
 instance,
consider what we called the causal differences
argument from
§1.1.4.
We
argued that we must distinguish the cause “Susan’s
stealing the bike” from
“Susan’s
stealing the bike”, since the latter, but not the
former, caused her
to be arrested. If we are contrastivists about
causation, then we could insist
that the differences in focal stress
serve to make salient different contrasts
for one and the same event:
 Susan’s stealing of the bike. When we
emphasize “the
bike”, we suggests a contrast event in which Susan steals
something else. And Susan’s stealing the bike, rather than the
 canoe,
didn’t cause her to be arrested. On the other hand, when
 we emphasize
“stealing”, we suggest a contrast event in
 which Susan does something
else to the bike—purchasing it,
 let’s say. And Susan’s stealing the bike,
rather than
 purchasing it, is a cause of her arrest. Schaffer (2005) even
suggests that, if causation is 4-place, then we could take the
 incredibly
coarse-grained Quinean view of events.

Schaffer (2005) additionally suggests that, if we say that causation
 is
quaternary, we can defend a version of transitivity. Of course,
transitivity
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is a property of a binary relation, but Schaffer proposes
that the quaternary
relation satisfies the following constraint: if
c, rather than c*, is a cause of
d, rather
than d*, and d, rather than d* is a cause
of e, rather than e*, then
c, rather than
 c* is a cause of e, rather than e*. Think
 of it like this:
corresponding to the 4-place causal relation is a
 two-place relation
between event-contrast pairs; and Schaffer
 maintains that this two-place
relation between pairs of events and
their contrasts is a transitive relation.
It’s not immediately
obvious how this helps with switches like the one we
saw in
§1.2.1
above. For it seems that Filipa’s flipping the switch to the
right, rather than not flipping it, caused the right bulb to be on,
rather than
off. And it seems that the right bulb being on, rather
than off, caused the
room to be illuminated, rather than dark. But it
doesn’t appear that Filipa’s
flipping the switch to the
right, rather than not flipping it, caused the room
to be illuminated,
rather than dark. The trick is that Schaffer has a view of
events on
 which they are world-bound. So, in order to make the first
causal claim true, the contrast “the right bulb’s being
off” must be an event
which only occurs in the world in which
Filipa does not flip the switch to
the right, and the left bulb is on.
Therefore, the second causal claim will
turn out to be false; the
right bulb’s being on, rather than off in a world in
which
 the left bulb is on, is not a cause of the room’s being
 illuminated,
rather than dark.

1.2.3 Normality

It is natural to distinguish between causes and
background, or enabling,
conditions. For instance,
suppose that you strike a match and it lights. It’s
natural to
cite your striking the match as a cause of its lighting, but
it’s far
less natural to cite the presence of oxygen as a cause
of its lighting, even
though, without the oxygen, the match
 wouldn’t have lit. There’s some
inclination to say that
the presence of oxygen merely enabled the strike to
cause the
match to light, but did not cause it to light itself. Lewis (1973)

J. Dmitri Gallow

Fall 2022 Edition 27



echoes a traditional, dismissive, attitude when he refers to the
distinction
between causes and background conditions as
“invidious discrimination”
(see also Mill 1843 and J. L.
Mackie 1974). On this view, the distinction is
pragmatic,
 unsystematic, and dependent upon our interests. Alien
scientists from
 Venus—where there is no oxygen in the atmosphere—
might
 find it incredibly natural to point to the presence of oxygen as a
cause of the fire. On the traditional view, neither we nor the
 Venusian
scientists are making any objective error; we each simply
have different
expectations about the world, and so we find some
 features of it more
noteworthy than others. There are ever-so-many
causes out there, but we
select some of them to call causes.
The others, the ones we do not select,
are regarded as mere background
conditions.

Hart and Honoré (1959 [1985]) suggest that conditions which are
normal,
or default, are background conditions;
whereas those which are abnormal,
or deviant, are
causes. This distinction between normal, default, or inertial
conditions and abnormal, deviant, or non-inertial causes has been
appearing with increasing regularity in the recent literature. For
instance,
McGrath (2005) presents the following vignette: Abigail goes
on vacation
and asks her neighbor, Byron, to water her plant. Byron
promises to water
the plant, but doesn’t, and the plant dies. It
sounds very natural to say that
Byron’s failure to water the
plant was a cause of its death; it sounds much
worse to suggest that
Abigail’s other neighbor, Chris, caused the plant to
die by not watering it. However, it seems that the only relevant
difference
between Bryon and Chris is that Byron made a
promise to water the plant,
and Chris did not. So
 Byron’s failure to water the plant was abnormal,
whereas
Chris’s failure to water the plant was normal. McGrath’s
example
involves absences or omissions, but this feature of the case
 is incidental.
Hitchcock and Knobe (2009) give the following case:
while administrators
are allowed to take pens, professors are not.
Both Adriel the administrator
and Piper the professor take pens. Later
in the day, there are no pens left,
and the Dean is unable to sign an
 important paper. Here, it seems much
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better to cite Piper than Adriel
as a cause of the problem. And it seems that
the only relevant
difference is that Adriel was permitted to take the pen,
but
 Piper was not. (For more, see Kahneman & Miller 1986; Thomson
2003; and Maudlin 2004.)

Considering just these kinds of cases, it’s not unnatural to see
 the
phenomenon as just more “selection effects”. Perhaps
 both Byron and
Chris caused the plant to die, but for pragmatic
 reasons we find it more
natural to cite the person who broke a promise
 as a cause. Hall (2007)
presents a more challenging argument for the
 view that normality and
defaults should figure in our theory of
causation. He asks us to consider
the following pair of neuron
systems:

(a)

(b)

Figure 10: Pair of neuron diagrams. [An
extended description of figure 10
is in the supplement.]

In figure 10(a), we have the case of early preemption from
§1.2.1.
Here,
c’s firing is a cause of e’s
firing. In figure 10(b), we have a case of what
Hall calls a
 “short circuit”. When c fires, it both initiates
 a threat to e’s
dormancy (by making a fire)
and neutralizes that very threat (by making d
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fire).
 Here’s a vignette with a similar structure (see Hall 2004, and
Hitchcock 2001a): a boulder becomes dislodged and careens down the
hill
towards Hiker. Seeing the boulder coming, Hiker jumps out of the
 way,
narrowly averting death. In this case, the boulder’s fall
 both initiates a
threat to Hiker’s life and neutralizes that
very threat (by alerting them to
its presence). Hall contends that the
boulder’s becoming dislodged did not
cause Hiker to survive;
and, in the case of the short circuit, c’s firing did
not cause e to not fire. Intuitively, c accomplished
nothing vis-a-vis e. But
Hall notes that these two
neuron systems are isomorphic to each other. We
can make the point
with systems of structural equations (see the entry on
causal models,
and
§3.2
below). Start with the case of early preemption,
and use binary
variables, A, B, C, D, and
E for whether a, b, c, d,
and e
fire, respectively. These variables takes on the value
 1 if their paired
neuron fires, and they take on the value 0 if they
 do not. Then, we can
represent the causal structure of early
 preemption with this system of
equations:

Turning to the short circuit, notice that we can use A*,
 B*, and E* as
binary variables for whether the
 neurons a, b, and e do not fire.
 These
variables take on the values 1 if their paired neuron
doesn’t fire, and they
take on the value 0 if it
does. And, again, we can use C and D as
variables
for whether the neurons c and d fire;
these non-asterisked variables take on
the value 1 if their paired
neuron does fire, and 0 if it doesn’t. With
these
conventions in place, we can then write down the following
 isomorphic
system of equations for the neuron system of short
circuit:

A := B ∧ ¬C

D := C

E := A ∨ D

A∗ := B∗ ∧ ¬C

D := C

E∗ := A∗ ∨ D
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These equations are isomorphic to the ones we wrote down for the case
of
early preemption. Moreover, the values of the variables are
precisely the
same in each case. In the case of early preemption,
  and 

; whereas, in the case of short
 circuit,  and
 (similar cases are
discussed in Hiddleston 2005).

Therefore, if we want to claim that c is a cause of
e in the case of early
preemption, but deny that c
is a cause of e in the case of short circuit, we
will have to
 point to some information which is not contained in these
equations
 and the values of these variables. And several authors have
reached
 for the distinction between default, normal states
 and deviant,
abnormal events (see, for instance, Hall 2007;
Hitchcock 2007a; Halpern
2008, 2016a; Paul & Hall 2013; Halpern
& Hitchcock 2015; and Gallow
2021. For criticism, see Blanchard
& Schaffer, 2017).

On a traditional picture, there is a broad, indiscriminate notion of
causation which makes no appeal to normality; considerations of
normality are used, pragmatically, to “select” which of
the indiscriminate
causes we call “causes” and which we
call “background conditions”. The
isomorphism between
 early preemption and short circuit challenges this
picture, for two
reasons. Firstly, c’s firing is presumably just as
deviant in
early preemption as it is in short circuit, so it
can’t just be the normality of
the putative cause which makes
the difference. Secondly, those who want
to deny that
c’s firing is a cause of e’s failure to
fire in short circuit do not
want to claim that c’s
 firing was even a background condition for e’s
failure
to fire. The inclination is to say that c’s firing had
nothing at all to
do with e’s failure to
fire.

A = 0

B = C = D = E = 1 A∗ = 0

B∗ = C = D = E∗ = 1
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2. Type Causation

2.1 Relationship to Token Causation

Type causal relations are described by generic claims like
 “Drowsy
driving causes crashes” or “Smoking causes
 cancer”. One prominent
question concerns the relationship
between type and token causal claims.
One view has it that type causal
claims are just generalizations or generics
about token causal claims
(see Lewis 1973; Hausman 1998: chapter 5; and
Hausman 2005). For
instance, to say that smoking causes cancer is just to
say that token
cancers are generally caused by token histories of smoking.
And to say
 that drowsy driving causes crashes is just to say that, in
general,
 token episodes of drowsy driving cause token crashes. Generic
claims
 like these shouldn’t be understood as saying that most
 or even
many token episodes of drowsy driving are token
 causes of car crashes.
Compare: “mosquitos carry the West Nile
virus”, which is a true generic
despite the fact that most
mosquitos do not carry the West Nile virus. (See
the entry on
 generics.)
 On this view, type causal claims are ultimately
about token causal
relations.

Another view has it that type causal relations are more fundamental
than
token causal relations; what makes it the case that
Chris’s smoking caused
his cancer is, at least in part,
 that smoking causes cancer, Chris smoked,
and he got cancer. This kind
of view is defended by theorists like Hume
(1739–40, 1748), Mill
 (1843), J. L. Mackie (1965), Hempel (1965), and
Davidson (1967). These
 theorists begin by giving an analysis of causal
relations between
 types of events, facts, or what-have-you. For instance:
Hume says that
what it is for the type C to cause the type E is for
things of
type C to be constantly conjoined with things of
 type E. This general
regularity is then used to explain why
it is that any particular thing of type
C is a token cause of
any particular thing of type E. Subsequent regularity
and
 “covering law” theories add additional bells and whistles;
 but they
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retain the idea that a token causal relation between
c and e holds in virtue
of some broader regularity
 or law which subsumes the particular
relationship between c
and e.

One reason to doubt that token causal relations are just
 instantiations of
type causal relations is that there appear to be
 token causal relations
without any corresponding type causal relation,
 and there appear to be
token causal relations which go against the
 corresponding type causal
relations. Scriven (1962) gives the
following example: you reach for your
cigarettes, accidentally
knocking over an ink bottle and staining the carpet.
Your reaching for
your cigarettes caused the carpet to be stained, but it’s
not
 the case that reaching for cigarettes causes carpet stains in general.
Suppes (1970) attributes this example to Deborah Rosen: at the golf
course, you hit the ball into a tree, the ball rebounds and,
 fantastically
enough, goes into the hole. In this case, hitting the
ball into the tree caused
the hole-in-one, but hitting the ball into
trees does not cause holes-in-one
in general.

A third position, defended by Ellery Eells (1991), is that neither
token nor
type causal relations are more fundamental than the other.
Eells gives two
probabilistic analyses of causation: one for type
causation, and another for
token causation. Eells thinks that type
 causal claims cannot just be
generalizations about token causal claims
because of examples like this:
drinking a quart of plutonium causes
death, even though nobody has ever
drank a quart of plutonium, and so
no particular persons’s death has been
caused by drinking a
quart of plutonium. So this type causal claim cannot
be a
generalization over token causal claims. (See Hausman 1998: chapter
5,
for a response.)

For more on the relationship between token and type causation,
particularly within a probabilistic approach to causation, see
 Hitchcock
(1995a).
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2.2 Net and Component Effects

Consider the following case, adopted from Hesslow (1976): suppose that
birth control pills (B) prevent pregnancy (P).
However, they can also have
the unintended side-effect of thrombosis
 (T). So we might be inclined to
accept the type causal claim
 “birth control pills cause thrombosis”. But
wait:
 another potential cause of thrombosis is pregnancy. And birth
control pills inhibit pregnancy. The general structure of the case is
 as
shown below.

Figure 11: Hesslow’s birth control
case [An
extended description of figure
11
is in the supplement.]

Birth control pills directly promote thrombosis, but at the
same time, they
prevent pregnancy, which itself promotes thrombosis.
 By adjusting the
probabilities, we can make it so that, overall,
taking birth control makes no
difference to the probability of
thrombosis. Then, we might be inclined to
accept the type causal claim
 “birth control pills have no effect on
thrombosis”—after all, your chances of getting thrombosis
are exactly the
same, whether or not you take birth control. Hitchcock
(2001b) argues that
cases like this require us to distinguish two
different kinds of effects which
type causes can have: what he calls a
net effect, on the one hand, and what
he calls component
effect, on the other. In Hesslow’s case, birth control
pills have no net effect on thrombosis. This is the sense in
which it’s true
to say “birth control pills have no effect
on thrombosis”. At the same time,
birth control pills have a
 component—or path-specific—effect on
thrombosis. Along the path B → T, birth control
 promotes thrombosis.
This is the sense in which it’s true to say
 “birth control pills cause
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thrombosis”. For further
 discussion, see Woodward (2003: §2.3) and
Weinberger (2019).

3. Influence

3.1 Relata

As emphasized in
§1.1
above, any theory of events or facts can easily be
transposed into a
 theory of the values of token variables. And, plausibly,
token
 variables are individuated by their values. So, when it comes to
token
 influence between variables, we will face many of the same
questions
and debates about the causal relata: how fine- or coarse-grained
are
they? When are two variables the same; when are they different? Can
variables include absences or omissions as values? There is, however,
an
additional question to be a asked about the metaphysics of
variables: when
can some collection of variable values be
 grouped together into a single
variable? All agree that the potential
 values of a variable must exclude
each other. That is: if
  and  are two values of the variable , then it
should
be impossible that  (here,  is the
proposition
that the variable  takes on the value , and
 likewise  is the
proposition that the variable  takes on
the value ).

But there are additional questions to be asked about which values may
be
grouped together into token variables. For instance: must the
values of a
variable concern the same time? Or can a single variable
 have multiple
values which concern different times? Suppose Patricia
died on Monday
from an overdose of morphine; had she not received the
 morphine, she
would have died on Tuesday. Then, there are several
different variables we
might try to use when thinking about
 Patricia’s death. We could use a
single variable for whether
Patricia died. This variable would take on one
value if Patricia
 died on Monday or Tuesday, and another value if she
remained alive
throughout Monday and Tuesday. Or we could use a single

v v∗ V

V = v ∧ V = v∗ V = v

V v V = v∗

V v∗
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variable for
when Patricia died. This variable would take on one value if
she died on Monday, and another value if she died on Tuesday.
Alternatively, we could use a collection of time-indexed variables,
whether Patricia had died by time t, for some range
 of times t. As
Hitchcock (2012) puts it: the question is
 whether Patricia’s dying on
Monday and Patricia’s dying on
Tuesday

Of course, this question carries the presupposition that we must
 choose
between these options. You might instead think that
all of these variables
exist, and each enter into different
relations of influence.

When it comes to type variables, there are additional questions about
how
token variables are to be type-individuated, over and above
 questions
about the individuation conditions of the token variables
themselves. This
question is not much discussed, but it is natural to
 think that the type
individuation of variables is inherited from the
type-individuation of their
values. That is:  and  are
of the same type if and only if  and 
have the same
number of potential values, and each those values are of the
same
 type. For instance, the token variables how much I weigh and
how
much Obama weighs are of the same type, as they both have
the same type
of potential values (1 kg, 2 kg, etc); on the other
hand, how much I weigh
and how many pounds of arugula
Obama eats are not of the same type,
since their potential values
are not of the same type.

3.2 Models

Relations of influence between variables are often encoded in formal
models. Just as the causal relations between tokens and types can be
either

correspond to the same value of the same variable,
 to different
values of the same variable, or to
 values of different variables.
(2012: 90)

X1 X2 X1 X2
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deterministic or probabilistic, so too can the relations of
influence between
variables be either deterministic or probabilistic.
 Deterministic relations
between variables are represented with
 structural equations models;
whereas indeterministic relations between
 variables can be represented
with probabilistic models (sometimes with
 structural equations models
with random errors—see the entry on
causal models—or
often with just a
causal graph paired with a probability distribution
over the values of the
variables appearing in that graph—see the
 entry on
 probabilistic
causation.)

In the deterministic case, the relations of influence between
variables can
be encoded in a system of structural equations. For
 illustration, consider
again the neuron system we used in
 §1.2.1
 above to illustrate early
preemption. As we saw in
§1.2.3,
for each neuron in the system, we can
introduce a variable for
 whether that neuron fires at the relevant time.
Once we’ve done
 so, the following system of structural equations
describes the causal
relations between these variables.

Before getting to the metaphysical questions about what kinds of
relations
these equations represent, and what it takes for a system of
equations like
this to be correct, let us first focus on how these
 equations are used in
practice. It’s important to
recognize that there is meant to be a difference
between
structural equations and ordinary equations. The equation 
is symmetric. It could be re-written, equivalently, as .
 In contrast,
the structural equation  is
 nonsymmetric. It tells us that the
variable  is causally
 influenced by the variable . And this form of
causal influence is
not symmetric. To emphasize that these equations are
not symmetric,
“ ” is used, rather than
“ ”.

A := B ∧ ¬C

D := C

E := A ∨ D

D = C

C = D

D := C

D C

:= =

J. Dmitri Gallow

Fall 2022 Edition 37



Some terminology: given a system of structural equations, the
 variables
which appear on the left-hand-side of some equation are
 called the
endogenous variables. The variables which only
ever appear on the right-
hand-side of the equations are called
exogenous. The model does not tell
us anything about how the
 values of the exogenous variables are
determined; but it does tell us
 something about how the values of the
endogenous variables are
 causally determined by the values of the other
variables in the
model.

In this case, an assignment of values to the exogenous variables is
enough
to tell us the value of every endogenous variable in the model.
That is: if
you know that , you also know that  and
 .
That needn’t be the case in general. For instance,
consider the following
system of equations:

In this system of structural equations, even after you know that the
exogenous variable , you are not able to solve for the
values of the
two endogenous variables,  and . The reason
 for this is that, in this
system of equations, there is a
cycle of influence:  influences , and 
influences . When there are cycles of influence like this, even a
deterministic system of equations, together with an assignment of
values
to the exogenous variables, will not determine the values of
 all of the
endogenous variables. (See the entry on
 backwards causation
 and the
section on causal loops in the entry on
 time travel.)
However, if we rule
out cycles of influence like this, then an
 assignment of values to the
exogenous variables will determine the
values of all of the variables in the
model. Likewise, any probability
distribution over the exogenous variables
will induce a probability
 distribution over the endogenous variables, as
well.

B = C = 1 A = 0 D = E = 1

Y := X + Z

X := Y − Z

Z = 10

X Y

X Y Y

X
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It is often assumed that each of the structural equations in the
 system is
independently disruptable. For instance: there is, at least
in principle, some
way of disrupting ’s causal influence on
 —some way of making it so
that the structural equation  no longer holds—which leaves it so
that both of
 the structural equations  and

continue to hold. Not every way of disrupting
the causal relation between
the variables  and  will be like
 this. For instance, suppose that we
remove all of the connections
 emanating out of the neuron c. This will
disrupt the
causal connection between  and , but it will also disrupt
the
causal connection between  and ; it will make it so that
 the structural
equation  no longer
 holds. (This equation tells us that, if 

, then ; but,
with the connection between c and a severed, this
is
no longer true.) This property of a system of structural
equations—that
each of the equations may be disrupted without
affecting any of the other
equations in the model—is known as
 modularity. (For criticism of this
requirement, see
 Cartwright 2002; for a defense, see Hausman &
Woodward 1999, 2004.
For more on modularity, see Woodward 2003.)

If the system of equations is modular, then it is at least in
 principle
possible to disrupt one of the equations without affecting
any of the others.
Suppose that happens, and we disrupt the equation
  without
affecting any of the other
equations, for instance. Suppose further that we
do this in such a way
as to determine the value of , or to determine a
probability
distribution over the values of . Then, we have performed an
intervention on the variable . Note that this notion of an
intervention is
relative to a system of equations. Whether some way of
 disrupting an
equation and directly setting the value of the variable
on its left-hand-side
counts as an intervention or not will vary from
 causal model to causal
model. In general, an intervention on
an endogenous variable,  (relative
to some model) is some way of
making it so that ’s structural equation
(the equation with
  on the left-hand-side) no longer holds, even though
every other
structural equation in the model continues to hold, and directly

C D

D := C

A := B ∧ ¬C E := A ∨ D

C D

C D

C A

A := B ∧ ¬C

C = 1 A = 0

A := B ∧ ¬C

A

A

A

V

V

V
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setting the value of , or directly determining a probability
 distribution
over the values of .

Given a deterministic causal model—a system of structural
equations—the
way to formally represent an intervention on an
endogenous variable, , is
straightforward: you remove the
 structural equation which has that
variable on its left-hand-side, and
leave all the other equations unchanged.
You go on to treat  as
if it were an exogenous variable, with the value or
the probability
 distribution it was given through the intervention.
Assuming the
 system of equations is acyclic, you can then work out the
value of the
 other variables in the model, or the probability distribution
over the
values of the other variables in the model, as before.

Interventions like these have been used by many to provide a semantics
for what will here be called causal counterfactual
 conditionals. As the
term is used here, what makes a counterfactual
causal is that it holds fixed
factors which are causally
 independent of its antecedent. It doesn’t say
anything about
 what would have to have been different in order for the
antecedent to obtain. That is: it says nothing about the necessary
 causal
precursors of the antecedent. It holds fixed all factors which
 are not
causally downstream of the antecedent, and only allows to
 swing free
factors which are causally downstream of the antecedent.
Within a system
of structural equations, this is accomplished by
modeling an intervention
to bring about the truth of the
 antecedent. (For more on this
“interventionist” treatment
 of counterfactuals, see Galles & Pearl 1998;
Briggs 2012; Huber
2013, and the entry on
counterfactuals.)

3.3 Relationship to Token Causation

Several authors have provided theories of token causation which use
causal models like these. (See, for instance, Hitchcock 2001a, 2007a;
Woodward, 2003, Menzies 2004, 2006
 [Other Internet Resources];

V

V

V

V
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Halpern & Pearl 2005; Hall 2007; Halpern 2008, 2016a, 2016b;
Beckers
& Vennekens 2017, 2018; Andreas & Günther 2020,
2021; Gallow 2021;
Weslake ms.—see Other Internet Resources.)
The theories almost always
understand the causal models as describing
relations of influence between
token variables. Most of these
 theories are roughly counterfactual. They
attempt to use the
 interventionist semantics for causal counterfactuals to
provide an
account of when one variable value is a token cause of another.
On
 this approach, the networks of influence encoded in a causal model
provide the pathways along which token causation propagates. If one
variable value, , is going to be a token cause of another,
 , then
there must be some path of influence leading from the
variable C to the
variable E,

The theories diverge in what additional conditions must be met for

to be a token cause of . Many, though not all, agree
 that
counterfactual dependence between  and  is
 sufficient for 

 being a token cause of . (For more, see
 the entry on
counterfactual theories of causation.)

3.4 The Metaphysics of the Models

This section discusses what it takes for these models to be
accurate—what
the world must be like to host the relations of
influence described by the
model. However, it must be noted that not
 every author in the literature
would be happy with the way this
question is posed. Many prefer to talk
about whether a model is
appropriate or apt. This is in part because they
recognize that many of the models written down and used in practice
misrepresent the world. For instance, the models portray systems as
deterministic, neglecting minute quantum mechanical chances. Thus,
Halpern writes that

C = c E = e

C → D1 → D2 → ⋯ → DN → E.

C = c

E = e

C = c E = e

C = c E = e
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Of course, if we are going to say that a causal model
 misrepresents the
world, we must have a prior understanding
of what the model represents.
To misrepresent is to represent
 inaccurately. This section is going to be
focused on the question of
 what it is for a causal model to represent
accurately. There is of
 course a further and subsequent question to be
asked about when the
inaccuracies of the model are negligible enough that
the model may be
appropriate or apt to use in a given context.

In one sense, this question should be seen as stipulative; the models
come
from humans, not gods. It is for us to say what they do and do
 not
represent. Nonetheless, we should take care that our stipulations
 don’t
undermine the purposes for which the models were designed,
nor the use
to which they are standardly put. Insofar as they are
meant to capture the
notion of influence which appears in
causal claims like “how much I water
my plant influences how
 tall it grows”, and insofar as they are meant to
forge
 connections between influence and counterfactuals—or influence
and and token causation, or influence and control, or influence and
chance
—not just any stipulations will serve our purposes.
 Whether these
connections are plausible or defensible will depend upon
 how we
understand the models; what we take them to be saying about the
world.

The formalism of the models is much the same, whether we are
representing token influence or type influence. But when it comes to
explaining what it takes for these models to be accurate, it will
 matter
whether we are talking about token influence or type influence.
In the case
of token influence, Hitchcock (2001a: 283–284)
suggests that what it takes
for a causal model to be correct is for a
certain family of counterfactuals to
be true:

I am not sure that there are any “right” models, but some
models
may be more useful, or better representations of reality, than
others. (2016a: 108)
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On this kind of view, what it takes for a system of structural
equations to
correctly represent a network of token influence is for
some corresponding
counterfactuals to be true. There is a weaker and a
stronger version of this
requirement. On the stronger version, we
require that all of the (infinitely
many) counterfactuals
 which can be derived from the model (via the
interventionist
procedure outlined in the previous subsection) are true. On
the weaker
 version, we require only the more limited class of
counterfactuals
 which say that, were any subset of the variables to have
their values
 set via an intervention, the equations for the non-intervened
upon variables would continue to be true. For illustration, take the
following system of equations,

The weak requirement is that, for any values , the
 following
counterfactuals hold:

One worry with the weak requirement is that the counterfactuals in (1)
fail
to capture the modularity of the structural equations. Recall:
it’s important
to distinguish between the structural
equations  and 
and the
 equations  and . Modularity is not just the
claim that, if we were to intervene to set X equal to
 x, the equations 

A system of structural equations is an elegant means for
representing
 a whole family of counterfactuals…The correctness
of a set of
 structural equations…depends upon the truth of these
counterfactuals.

Z := X + Y

Y := X

x, y, z

X = x □ (Y = x ∧ Z = x + Y )

Y = y □ Z = X + y

Z = z □ Y = X

(X = x ∧ Y = y) □ Z = x + y

(X = x ∧ Z = z) □ Y = x

→

→

→

→

→

(1)

Y := X Z := X + Y

Y = X Z = X + Y
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 and  would continue to be
true. It is the claim that, if
we were to intervene to set X
equal to x, the structural equations 
and  would continue to hold. This
 requires, at least, that the
counterfactuals

would still be true, for any values  and , were we
to intervene to set X
equal to x. So it requires
that the nested counterfactuals

are actually true. (And, indeed, these nested counterfactuals follow
 from
the system of equations, on the causal modeling semantics.)
However, on
many semantics for counterfactuals, this nested
 counterfactual does not
follow from the counterfactuals given in
(3.4.1) above. We might attempt
to reduce nested counterfactuals like
 these to counterfactuals with
conjunctive antecedents by appeal to a
principle of exportation, according
to which  follows from .
However, on the
causal modeling semantics, exportation is not valid in
 general. Take the
causal model above. Assuming counterfactuals with
 necessarily false
antecedents are vacuously true,

will be deemed true so long as . But

will be deemed false. (See Briggs 2012, for related discussion, and
Gallow
2016, for an alternative approach.)

Y = X Z = X + Y

Y := X

Z := X + Y

X = x′
□ Y = x′

(X = x′ ∧ Y = y) □ Z = x′ + y

→

→

x′ y

X = x □ (X = x′
□ Y = x′)

X = x □ ((Y = y ∧ X = x′) □ Z = x′ + y)

→ →

→ →

ϕ □ (ψ □ χ)→ → (ϕ ∧ ψ) □ χ→

(X = x ∧ X = x′) □ Y = x→

x ≠ x′

X = x □ (X = x′
□ Y = x)→ →
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Some think that more than a family of true counterfactuals is required
in
order for a token causal model to be correct—or, at least, in
order for a
causal model to provide us with a guide to token causation
 (see
 §3.3).
Many, persuaded by the considerations from
 §1.2.3
 above, include
information about which variable values are more or
 less normal than
which others. And Handfield et al. (2008) suggest
 that the models must
only represent relations of influence which
 correspond to “connecting
processes”, in the sense of Fair
 (1979), Salmon (1984, 1994), or Dowe
(2000). The idea is this: if a
variable, X, shows up on the right-hand-side
of
Y’s structural equation, then there must be some
 possible state of the
system (some possible assignment of values to
the variables in the model)
such that, in that state, there is a
 connecting process leading from X’s
value to
Y’s value.

Woodward (2003) focuses on systems of type influence. He
 proposes a
series of non-reductive definitions which jointly
characterize what it is for
one type of variable, X, to
directly influence another type of variable, Y,
relative to a
set of variables types, , which contains both X
and Y. First,
we are told:

The definition makes reference to the notion of an
 intervention. (Notice:
though Woodward is explicating the
 relation of type influence, any
particular intervention will
 be a token occurrence.) We saw how
interventions are formally
 modeled in the previous subsection; but
Woodward gives the following
definition of an intervention in terms of an
intervention
variable. We are told:

V

X directly influences Y, relative to a set of
variables , iff there is a
possible intervention on
 X which will change Y when all other
variables in
  are held fixed at some value by interventions.

V

V

I’s assuming some value I=i is an intervention
on X (with respect
to Y) iff I is an
intervention variable for X (with respect to Y) and
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This definition relies upon the notion of an intervention
 variable (for X
with respect to Y). We are
told:

This definition appeals to the notion of (type) influence; so it will
 not
allow us to gives a reductive analysis of influence. But notice
 that it
doesn’t appeal to influence between X and
 Y—and that is the relation
which Woodward is attempting
 to characterize. So while the series of
definitions are not reductive,
 they are not viciously circular. They tell us
something about
 how influence between X and Y relates to influence
between variables besides X and Y. (See the entry on
 causation and
manipulability
for more.)

I=i is a token cause of the value taken on by X.

I is an intervention variable for X with respect to
Y, relative to ,
iff:

1. I influences X;
2. there are values of I such that, when I takes on
those values,

X’s value does not change when any of the
other variables in 
 which influence X change
their values; instead, the value of

X is determined by the
value of I alone;
3. every directed path of influence leading from I to
 Y travels

through X—that is, if there’s
 some collection of variables 

 such that  directly influences , 

directly
influences , , and  directly influences ,
then 
, for some 

4. I is statistically independent of any variable Z
which directly
influences Y and which is on a directed path
 of influence
which does not go through X.

V

V

Z1, Z2, … , ZN ∈ V I Z1 Z1

Z2 … ZN Y

X = Zi i ∈ {1, 2, … , N}
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Long descriptions for some figures in The
Metaphysics of Causation

Figure 1 description

Early preemption neuron diagram; Five labeled circles representing
neurons in three columns with the first column having time
t1 below it, the
second has t2 below it, and the third
has t3 below it. The five neurons are
arranged in the
columns:

t1 column
grey neuron b
grey neuron c

t2 column
white neuron a
grey neuron d

t3 column
grey neuron e

Connections are either arrows or circle-headed lines.

Arrow from b to a
Circle-headed line from c to a
Arrow from c to d
Arrow from a to e
Arrow from d to e
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Figure 2 description

Early preemption neuron diagram: Similar to
Figure 1

t1 column
grey neuron b
white neuron c (different from figure 1)

t2 column
grey neuron a (different from figure 1)
white neuron d (different from figure 1)

t3 column
grey neuron e

Connections are either arrows or circle-headed lines.

Arrow from b to a
Circle-headed line from c to a
Arrow from c to d
Arrow from a to e
Arrow from d to e

Figure 3 description

Double prevention neuron diagram: have five neurons like
 figure 1
 but
otherwise fairly different.

t1 column
grey neuron a
grey neuron c

t2 column
white neuron d
grey neuron b

t3 column
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grey neuron e

Connections are either arrows or circle-headed lines.

Arrow from a to d
Circle-headed line from c to d
Circle-headed line from d to e
Arrow from b to e

Figure 4 description

Early preemptive prevention neuron diagram: different from the
previous
neuron diagrams in that there are seven neurons.

t1 column
grey neuron b
grey neuron c
grey neuron f

t2 column
white neuron a
grey neuron d
grey neuron g

t3 column
grey neuron e

Connections are either arrows or circle-headed lines.

Arrow from b to a,
Circle-headed line from c to a
Arrow from c to d,
Arrow from f to g,
Circle-headed line from a to e
Circle-headed line from d to e
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Arrow from g to e.

Figure 5 description

Late preemptive prevention neuron diagram: Five neurons.

t1 column
grey neuron a
grey neuron c

t2 column
white neuron d
grey neuron b

t3 column
white neuron e

Connections are either arrows or circle-headed lines.

Arrow from a to d
Circle-headed line from c to d
Arrow from d to e
Circle-headed line from b to e

Figure 6 description

Switch neuron diagram 1: See paragraphs before and after for context.
Six
neurons in four columns

t1 column
grey f neuron for Filipa
grey p neuron for Phoebe

t2 column
grey s neuron for switch. This also has an arrow on the
neuron
which points from the f neuron toward the r
neuron.
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t3 column
white l neuron for left bulb
grey r neuron for right bulb

t4 column
grey e

Connections are either arrows or circle-headed lines

Circle headed line from f to s
Arrows from p to s
Arrows from s to l
Arrows from s to r
Arrows from l to e
Arrows from r to e

Figure 7 description

Switch neuron diagram 2: See paragraphs before and after for context.
Similar to
figure 6
with a few differences. Six neurons in four columns

t1 column
white f neuron for Filipa (different from previous
figure)
grey p neuron for Phoebe

t2 column
grey s neuron for switch. This also has an arrow on the
neuron
which points from the p neuron toward the l
neuron. (arrow
direction different from previous figure)

t3 column
grey l neuron for left bulb (different from previous
figure)
white r neuron for right bulb (different from previous
figure)

t4 column
grey e
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Connections are either arrows or circle-headed lines

Circle headed line from f to s
Arrows from p to s
Arrows from s to l
Arrows from s to r
Arrows from l to e
Arrows from r to e

Figure 8 description

Switch neuron diagram 3: See paragraphs before and after for context.
Similar to
figure 6
with a few differences. Six neurons in four columns

t1 column
grey f neuron for Filipa
white p neuron for Phoebe (different from figure 6)

t2 column
white s neuron for switch. This also has an arrow on the
neuron
which points from the f neuron toward the r
neuron. (the color is
different from figure 6)

t3 column
white l neuron for left bulb
white r neuron for right bulb (different from figure
6)

t4 column
white e (different from figure 6)

Connections are either arrows or circle-headed lines

Circle headed line from f to s
Arrows from p to s
Arrows from s to l
Arrows from s to r
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Arrows from l to e
Arrows from r to e

Figure 9 description

Switch neuron diagram 4: See paragraphs before and after for context.
Similar to
figure 6
with a few differences. Six neurons in four columns

t1 column
grey f neuron for Filipa
grey p neuron for Phoebe

t2 column
grey s neuron for switch. This also has an arrow on the
neuron
which points from the f neuron toward the r
neuron.

t3 column
white l neuron for left bulb
grey r neuron for right bulb

t4 column
grey e

Connections are either arrows or circle-headed lines

Circle headed line from f to s
Arrows from p to s
Arrows from s to l
Arrows from s to r
nothing from l to e
Arrows from r to e
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Figure 10 description

Pair of neuron diagrams: two diagrams each with five neurons in three
columns.

t1 column
neuron b. Grey in the first diagram and white in the
second.
grey neuron c in both diagrams

t2 column
neuron a. White in the first diagram and grey in the
second.
grey neuron d in both diagrams.

t3 column
neuron e. Grey in the first diagram and white in the
second

Connectors are are follows

Arrow from b to a in both diagrams
c to a. Circle-headed line in first diagram and
arrow in second
Arrow from c to d in both diagrams
Arrow from a to e in both diagrams
d to e. Arrow in first diagram and circle-headed
line in second

Figure 11 description

Not a neuron diagram. This one has three nodes set in a triangle

B for birth control pills
P for prevent pregnancy
T for thrombosis

The connectors are

B to P an arrow with a minus sign
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B to T an arrow with a plus sign
P to T an arrow with a plus sign
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