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Preface

This book aims at presenting the precise articulation of a pragmatist stance towards
science, a stance that takes the form of an anti-realist position in the debate on
scientific realism: modal empiricism.

Various forms of scientific realism seem to dominate the current philosophical
landscape, whether they are actively defended or simply assumed for the sake
of doing metaphysics. Such a “realist stance” towards science is often associated
with bare common sense, and in contrast, anti-realism could seem like nothing
but misplaced scepticism. Perhaps, some philosophers are even reluctant to call
themselves anti-realist for the fear of being associated with people who entertain
a certain defiance towards science, and admittedly, such defiance is a pressing
problem of our times. However, entertaining overly optimistic positions about
science might not be the best way of addressing these worries. But more importantly,
as explained in Chap. 1 of this book, I think that it is a mistake to view anti-realism as
a lack of trust in science, or to assume that realists actually side with scientists more
than anti-realists do. What is really in question is the interpretation of science, its
activities, aims and achievements, not trust in science. This is how modal empiricism
should be understood, and I hope that this book will demonstrate the viability of this
project.

Modal empiricism, as its name implies, is a version of empiricism that is
committed to the idea that there are possibilities in the world and natural constraints
on these possibilities. According to modal empiricism, our best scientific theories
reflect the way these constraints affect our possible observations and actions and
thus allow us to navigate in this world successfully. This is the kind of understanding
that science provides. Abstract representations, such as scientific models, are
generally indexical: they convey norms for their applications in particular contexts,
and these norms are geared towards empirical success in all possible situations
that are accessible to us. In this book, I argue that modal empirical adequacy is
achievable, that modal empiricism makes better sense of scientific practice than
constructive empiricism does, and that it can respond to the main arguments in the
debate on scientific realism without assuming that theories are true descriptions of
a mind-independent reality.

v



vi Preface

The developments and arguments of this book are largely based on an account
of epistemic representation, presented at the end of Chap. 2 and detailed in Chap. 3,
which acts as a framework for modal empiricism. This account of epistemic
representation is meant to be an important contribution in its own right, and I hope
that it will be considered as such. In his Stanford Encyclopedia entry dedicated to
the structure of scientific theories, Winther distinguishes a syntactic, a semantic and
a pragmatic view of theories, and he claims that “[t]he analytical framework of the
Pragmatic View remains under construction”, implying that it is not as developed
as its syntactic and semantic counterparts. This might be due to the emphasis on
informal and practical aspects that characterises pragmatic approaches, as well as
to the pluralist stance often adopted by pragmatist philosophers. Nevertheless, I
believe that it is possible to make some steps in the direction of a more developed
unified “analytical framework” for a pragmatic view of theories, without neglecting
the complexities of scientific practice. My proposed reconciliation, which I call
the “two-stage account of epistemic representation”, consists in understanding
abstract, communal representations in terms of norms constraining or licencing
the contextual use of representational vehicles. This view is largely inspired by
Grice’s philosophy of language and, in particular, by the distinction between speaker
meaning and expression meaning. Assuming this two-stage account, the debate on
scientific realism can bear on the status of the representational norms developed by
the scientific community and, in particular, on their aims and the implications of
their success. In sum, as said earlier, this is a debate about interpreting science.

According to modal empiricism, the aim of science is empirical success for
all possible contexts of use, whatever one’s purpose. The corresponding notion
of empirical adequacy is developed in Chap. 4. I explain how it differs from van
Fraassen’s notion, in particular, by its modal and situated character, and I argue that
it is better apt to account for scientific rationality. A notion of situated possibility,
together with an inductivist epistemology, is presented in Chap. 5, so as to defuse
sceptical reluctance to endorse natural modalities. Chapters 6 and 7 address more
traditional themes of the debate on scientific realism: the no-miracle argument and
the pessimistic meta-induction. I explain how modal empiricism can account for
scientific success without inference to the best explanation, how exactly it differs
from structural realism and how these differences make it better apt to respond to
the problem of theory change. Finally, Chap. 8 is concerned with semantic aspects.
I explain how one can make sense of scientific discourse and even take it “at face
value”, without being a scientific realist, by adopting a pragmatist conception of
truth. This final chapter also presents a pragmatist and revisionist approach towards
metaphysics that incorporates indexical and normative aspects at its core. Although
this is not the most developed part of the book, it promises to deliver an important
message: that philosophy, including metaphysics, can be (and then, should be)
practically relevant.

The philosophical stance that emerges from this book consists in assuming
that philosophy of science, even when it is interested in a broad picture or in
metaphysical issues, should put situated representations of concrete objects at the
centre stage of its analysis, rather than idealistic (and, in effect, non-existent)



Preface vii

representations of the whole universe. Modal empiricism is more than a mere
position in the debate on scientific realism: it is a pragmatist framework for
interpreting science and for doing philosophy of science.

I very much enjoyed writing this book, and I hope that its readers will enjoy
reading it and gain a new perspective on science.

Mexico City, Mexico Quentin Ruyant
October 2020
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Chapter 1
The Debates on Scientific Realism

Abstract The debate on scientific realism results from a tension between the
empiricist methodology, which is a defining feature of science, and claims to the
effect that science can unveil the fundamental nature of reality. What distinguishes
realist and anti-realist positions is not necessarily that the former take scientific
knowledge “at face value” or take the side of scientists in general while the latter do
not. Rather, realists and anti-realists propose different ways of interpreting science
as a whole, and in particular its aim (axiological realism), its possible achievements
(epistemic realism) and its content (semantic realism). The aim of this book is
to defend an interpretation that potentially applies to each of these three levels:
modal empiricism. This position purports to be the articulation of a pragmatist
stance towards science. This introductory chapter briefly presents the position, then
outlines the structure of the book.

1.1 What Is at Stake With Scientific Realism?

What do we know about reality? When asking this question not about reality in
general, but about a specific subject area, the natural attitude is to turn towards
science for an answer. What do we know about living organisms? At least what
biology tells us: complex organisms are composed of living cells, which reproduce
by duplicating their genetic code, which is stored in DNA molecules, and so on.
What do we know about combustion phenomena? Well, what we can read in
chemistry books: they involve reactions where big molecules break into smaller
ones and release energy.

Now turning back to our initial, general question, its answer could be that our
best knowledge about reality is provided by the best theories offered by science.
The content of these theories should be taken at face value: they literally describe
what exists in the world, and the entities described (objects, processes, properties,
relations. . . ) do not depend on our interests, representations or activities for their
existence. Science unveils the nature of reality. This is, roughly, the content of the
doctrine of scientific realism.
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2 1 The Debates on Scientific Realism

It could seem, on the surface of it, that scientific realism is nothing but a
commonsense trust in the capacity of science to give us knowledge about the world.
To those who would object that blind trust is irrational, the realist can respond
by qualifying her attitude: only mature science is concerned, for example. But a
general distrust that would concern all of science could be perceived as misplaced.
This could explain why realism sometimes seems to be used in the philosophical
literature as a mark of seriousness, and why it is often deemed important that such
or such philosophical view is “compatible with scientific realism”.

I think that such a surface reading of the debate, which places anti-realism
in an uncomfortable position, is inaccurate. This is not to deny that some anti-
realist positions entertain an attitude of defiance towards science in general, but
this is not an essential feature of anti-realism. Anti-realists rarely deny that science
is extraordinarily successful, that it has progressed, and that theories can explain
a variety of phenomena. An anti-realist can even accept that science gives us
knowledge that is more valuable than the one that we could obtain by other
means, and she can make sense of the natural attitude consisting in turning to
scientific theories for answers to specific questions about the world. An anti-
realist does not necessarily put into question the achievements of science or the
content of theories, but rather challenges their realist interpretation. Is science really
concerned with the deep nature of reality? Or is it concerned with something more
practical and mundane? Science provides explanations and understanding, but is
there really more to explanations and understanding than the functions they play in
our interactions with the world? So, the choice is not really (or not always) between
trust and scepticism towards scientific knowledge, but rather between various ways
of interpreting this knowledge. In sum, I believe that the debate on scientific realism
is more accurately framed as a debate over the interpretation of science.

The aim of this book is to present and defend a certain interpretation of science
as an alternative to scientific realism. I call the corresponding position “modal
empiricism”. Empiricist positions are often characterised as the idea that the aim
of scientific theories is to “save the phenomena”, and as a first approach, modal
empiricism can be understood as the idea that theories aim at saving the possible
phenomena. I will defend this position by arguing that it fares better than its
opponents in the debate on scientific realism. However, in light of what has just
been said, this position should not be merely understood as a technical solution
in response to specific philosophical arguments, nor as a mere form of scepticism
towards science. My ambition is to propose a positive way of interpreting science,
which has implications beyond the debate on scientific realism, including, for
example, for the metaphysics of science. More precisely, modal empiricism purports
to be the articulation of a pragmatist stance towards science, which puts practice at
the centre of interpretational issues, and I am convinced that this position constitutes
the best way of articulating this pragmatist stance.

Interpreting science can mean interpreting the activities of scientists and the aims
of these activities, or it can mean interpreting the products of these activities, in
particular, scientific theories. For this reason, the debate is multifaceted, which can
easily be overlooked when one looks at it in terms of defiance versus trust. Before
saying more about modal empiricism, let us examine these multiple facets.
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1.2 The Components of Scientific Realism

Scientific realism is often described as a commitment to three theses: the metaphys-
ical thesis, according to which a mind-independent reality exists, a semantic thesis,
according to which scientific theories are “about” this reality, and an epistemic
thesis, according to which scientific theories are at least approximately true. Let
us detail them in more precise language.

The metaphysical thesis has two components. First, there is the idea that
an external, mind-independent reality exists, which opposes idealism, according
to which reality is mental. Second, there is the idea that reality is structured
in a way that is in principle intelligible, which typically opposes both Kantian
views and some versions of constructivism, according to which the phenomena
that our intellect can grasp are somehow constituted by our representations or
activities. According to the metaphysical realist, “the world has a definite and mind-
independent natural-kind structure” (Psillos 1999, p. xvii).

None of these components of realism will be discussed at length in this book,
because a metaphysical stance is often made implicit by the semantic stance one
adopts, or at least, it seems reasonable to be clear on semantic issues before
discussing metaphysical issues: after all, we need language to talk about reality.
Nevertheless, as I said earlier, modal empiricism has implication for metaphysics,
and this topic will be touched upon in the concluding chapter of this book.

The semantic thesis of scientific realism has to do with the relationship between
our representations and reality. It consists in adopting semantic realism. Again,
two components can be distinguished in the realist stance: (1) a truth-conditional
semantics, and (2) a conception of truth that is not epistemically constrained
(Shalkowski 1995) (or that is such that truth conditions are “potentially evidence
transcendent” Miller 2003). Such a conception of truth can be, for example, the idea
that a statement is true if it corresponds to reality.

The first component, truth-conditional semantics, differentiates semantic realism
from what Psillos (1999) calls “eliminative instrumentalism”, which takes theories
to be mere instruments without truth-values (theories would be good or bad rather
than true or false). The second component, the conception of truth, differentiate it
from “reductive empiricism”. Although it accepts that theories have truth-values,
reductive empiricism attempts to reinterpret the content of scientific theories in
terms of mere observables (theories would not be about mind-independent entities),
which makes theoretical truth epistemically constrained. In sum, semantic realism
claims that theories are capable of being true or false, in virtue of reality. Or, as
Psillos puts it:

The semantic stance takes scientific theories at face-value [. . . ]. Theoretical assertions are
not reducible to claims about the behaviour of observables, nor are they merely instrumental
devices for establishing connections between observables. The theoretical terms featuring in
theories have putative factual reference. So, if scientific theories are true, the unobservable
entities they posit populate the world.
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Here, Psillos puts emphasis on observables, so as to contrast semantic realism
with reductive empiricism, but semantic realism is more general. A convention-
alist who claims that scientific theories are nothing but implicit definitions for
a theoretical vocabulary, and that therefore they are true by convention, is not
a semantic realist, for instance. For a semantic realist, the content of scientific
theories should not be interpreted as mere conventions, nor in terms of notions
such as measurements, observations, intentions, information, social norms or any
other epistemically loaded or anthropocentric term, at least not if these are taken
to be unanalysable, irreducible notions associated with the users of the theory.
Such notions are incompatible with the idea that scientific theories describe a
mind-independent reality. This idea seems to be an important desideratum in the
metaphysics of science (Bell 2004’s disdain for the notion of measurement is often
cited to that effect in the philosophy of physics literature). Not all positions called
“realism” satisfy this condition. For example, Putnam’s internal realism explicitly
rejects semantic realism. Nevertheless, semantic realism is generally accepted as an
essential component of scientific realism.

The fact that scientific realism incorporates a semantic component should clarify
why the debate on scientific realism can be understood as a debate over how science
ought to be interpreted, and why an anti-realist does not necessarily deny that
science gives us knowledge. Maybe it is hard to see how a theory conceived of as a
mere instrument for making predictions could give us knowledge. Perhaps it is more
accurate to say that an instrument affords practical knowledge, or “know-how”,
because one can learn how to use it as a tool for various purposes, but it seems to be
part of common-sense intuitions that science provides factual knowledge, or “know-
that”. An eliminative instrumentalist would most certainly reject these intuitions.
However, this is not something that a reductive empiricist would deny. The reductive
empiricist would only reinterpret this knowledge in terms of observables.

The term “reinterpret” as well as its opposite “at face value”, employed by
Psillos, suggest that the semantic realist pays more respect to science than the
semantic anti-realist does. I think that this is a mistake. Close attention to the way
theories are used to represent shows that this idea of interpreting theories “at face
value” is far from clear. As will be explained in Chap. 2, scientific theories are rarely
considered to be linguistic statements by contemporary philosophers, so there is
work to do in order to understand what theoretical truth amounts to exactly, and
the realist route, which would take truth not to be epistemically constrained, is not
necessarily the most natural one. At any rate, no semantic theory is imposed on us
by scientific discourse, so there is no reason to think that the realist stands on the
side of scientists in these matters.

As will be explained shortly, modal empiricism can be understood as a position
that challenges semantic realism, but not in the same way as a reductive empiricist
does. The debate on semantic realism will be addressed explicitly in the conclusion
of this book. It will also appear more or less implicitly in many discussions along
the way. However, this work is primarily focused on the debate over the epistemic
thesis of scientific realism. One reason for this focus is that this epistemic thesis
takes centre stage in contemporary discussions, while the semantic thesis is rarely
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discussed. Discussions on the epistemic thesis generally take semantic realism for
granted (and I will do so as well, for the sake of the discussion, until the concluding
chapter). Another reason is that just as it is more appropriate to discuss metaphysical
issues after having clarified semantic issues, I think that it makes more sense to
discuss semantic issues after having clarified epistemic ones.

So, let us now turn to the last component of scientific realism: the epistemic
thesis. According to this thesis, science is able to produce true, or approximately
true theories (in a realist sense of true). To quote Psillos again, this entails that “the
entities posited by them, or, at any rate, entities very similar to those posited, do
inhabit the world”. This thesis is more easily associated with an attitude of trust, as
opposed to defiance, towards science, since it concerns its achievements. However,
things are a bit more complex than this.

It can be useful to break down this epistemic thesis into two parts: first, the idea
that science aims at truth, and secondly, the idea that it is successful in this aim. Let
us call the first aspect axiological realism and the second one epistemic realism.

The advantage of this formulation is that it makes room for van Fraassen’s
approach towards the debate on scientific realism. Van Fraassen (1980, p. 8)
characterises realism as the claim that “[s]cience aims to give us, in its theories,
a literally true story of what the world is like; and acceptance of a scientific theory
involves the belief that it is true”. He argues for a different axiological position,
constructive empiricism, according to which the aim of science is to produce
empirically adequate theories.

As proposed by Ghins (2017), the difference between axiological realism and
epistemic realism can also be understood in terms of a distinction between a
“pragmatic approach”, which is focused on scientific activity, and a “contempla-
tive approach”, focused on the end-products of this activity: scientific theories.
These two approaches imply different kinds of discussions. A pragmatic approach
demands that we pay close attention to scientific practice. The purpose of an
axiological thesis is to make sense of scientific practice as a rational activity, or to
inquire into the aims and norms of this activity. For the realist, the aim of science is
truth, while for the empiricist, it is empirical adequacy: conformity with experience
is the final judge for the acceptability of theories and hypotheses. Others, which
we shall call pluralists, deny that science has a unified aim. These are stances that
concern the pragmatic approach. On the contrary, a contemplative approach will be
focused not on the activity itself, but on the theories that this activity produces. An
epistemic thesis is concerned with the justification of various attitudes towards these
theories. Issues of justification can be addressed more abstractly, without paying too
much attention to the way theories are actually constructed. However, the two are
not unrelated, since it would be odd to attribute an aim to science if this aim was not
achievable, or to consider that science achieves something that is not even part of its
aims (although Lyons 2005 has defended the former).

Here, we can see a second reason why anti-realism should not necessarily be
considered an attitude of defiance towards sciences: if the aim of science is not
truth, then one can be an anti-realist and at the same time consider that science is a
successful endeavour.
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The position that I will defend in this book, modal empiricism, challenges both
axiological and epistemic realism. According to modal empiricism, the aim of
science is not truth, but modal empirical adequacy, and science is successful in this
aim, in the sense that the adequacy of theories can be justified by experience. The
axiological thesis is roughly the focus of the first half of this book (from Chaps. 2
to 4), and the epistemic thesis is defended in the second half (from Chaps. 5 to 7).
Let us now present the main characteristics of this position in more detail.

1.3 Modal Empiricism: An Interpretation of Science

Why challenge scientific realism? There are many reasons, but perhaps the main
one is that there is an inherent tension in the position. This tension is introduced by
the semantic component, in particular the assumption that truth is not epistemically
constrained, and it is manifest in the epistemic component, and in particular in
the idea that science can achieve truth. In a word, semantic realism introduces a
principled gap between truth and our epistemic capacities, and this casts doubt on
the idea that truth, as understood by the realist, is achievable.

The tension is particularly salient in the case of science, because arguably,
systematic confrontation with experience (rather than blind reliance on intuitions,
for instance) is the cornerstone of scientific methodology. But how can we claim
to have knowledge of universal laws of nature if those are only ever confirmed by
particular, limited sets of observations? And how can we claim to have knowledge
of unobservable entities such as electrons if their existence is only ever confirmed by
their indirect consequences on our observations? What is at stake is the validity of
ampliative modes of inference, that is, inferences that go beyond mere appearances.

All this could seem like unfounded philosophical worries to the scientific mind:
“Look how well our theories work, are you doubting that electrons or gravity really
exist?” To which the anti-realist could respond: “Look at the history of science.
Theories come and go. Being willing to abandon theories in the face of new evidence
is at the core of scientific methodology. Are you really confident that electrons and
gravity will never be replaced by different concepts?” This is, in a nutshell, how the
contemporary debate is framed.

As said earlier, the aim of this book is to present and defend an original position
in this debate, which I call “modal empiricism”. The term “empiricism” marks the
emphasis of the position on our interaction with the world through experience, rather
than on reality itself, and the term “modal” refers to the notions of possibility and
necessity. As already explained, modal empiricism can be roughly understood as
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the idea that scientific theories “save the possible phenomena”.1 The position can
be summarised as follows:

Modal empiricism (1): the aim of science is to produce theories that correctly
account, in a unified way, for all our possible manipulations and observations
within particular domains of experience, and science is generally successful in
this aim.

This position challenges the epistemic and axiological thesis of scientific realism
presented above. However, it is still committed to the idea that science has a certain
unity, and that it can be characterised by an aim, which is empirical adequacy. In
this sense, it shares similarities with van Fraassen’s constructive empiricism, which
also challenges the axiological thesis, and considers that empirical adequacy is the
aim of science. The main difference lies in the modal aspect of modal empiricism,
which makes the position more ambitious than traditional versions of empiricism.
This aspect should be understood in terms of natural modalities, that is, not in terms
of what is or is not conceivable or likely to be the case, but in terms of what is or is
not possible in this world given natural constraints on phenomena.

In the conclusion of this work, I will suggest a possible reformulation of
the position as challenging the semantic thesis of scientific realism instead of
the epistemic and axiological ones. Adopting a different, pragmatist notion of
theoretical truth, which happens to coincide with the modal version of empirical
adequacy just presented, it is possible to maintain that indeed, science aims at truth
and that it is successful in this respect. However, this is not the notion of truth
that the scientific realist has in mind. This reformulation is a way of making sense
of the natural attitude described in the opening of this chapter, without troubling
ourselves with the unnecessary features of scientific realism, and as I will argue in
the conclusion of this book, this semantics is in line with Peirce’s conception of
pragmatism, and it is also consistent with scientific discourse. This gives us another
understanding of modal empiricism:

1The label “modal empiricism” has been co-opted in the epistemology of metaphysics to denote
a different position from the one that I have in mind. It is employed in particular in debates
concerning the validity of an inference from conceivability to metaphysical possibility (for
example, from the conceivability of “phenomenal zombies” to their metaphysical possibility in the
philosophy of mind). In this context, modal empiricism opposes modal rationalism. The idea can be
that metaphysical possibility should be understood in terms of conceivable empirical justification
(Hanrahan 2009), or that knowledge about metaphysical possibilities can be acquired by experience
(Roca-Royes 2017). Although there are a few similarities between these positions and the one
defended in this book, I use “modal empiricism” in a different sense: the position to which I
refer is not concerned with metaphysical modalities, but with natural modalities, and it does not
oppose modal rationalism in the epistemology of metaphysics, but non-modal empiricism in the
philosophy of science. Giere (Churchland and Hooker 1985, ch. 4) and Ladyman and Ross (2007)
use the term in the same sense as I do. I hope that the fact that its different meaning is used in
another area of philosophy will be enough to avoid confusion.
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Modal empiricism (2): our best scientific theories are true, or approximately true,
in the sense that they correctly account, in a unified way, for all our possible
manipulations and observations within their domains.

The idea is to identify truth with a certain notion of ideal success. Assuming this
notion of truth, modal empiricism can be understood as a form of realism. However,
this is only true if realism is understood in a broad sense, and not in the traditional
sense of the term. Modal empiricism is closer to Putnam’s internal realism than it
is to standard scientific realism. I will argue that this approach has the capacity to
connect metaphysical debates to more tangible considerations.

As its formulation in terms of pragmatic truth makes clear, modal empiricism
is a form of pragmatism, in the tradition of Peirce (with whom I also share a
commitment to natural modalities). I understand pragmatism as being characterised
by an emphasis on a practical, active conception of knowledge, as opposed to
what Dewey calls the “spectator conception of knowledge”. From a pragmatist
perspective, the starting and end point of any inquiry into the aim and achievements
of science should be scientific practice. In order to interpret scientific theories,
we should first have a look at how they are used in particular contexts, and an
interpretation should have practical implications in one way or another.

Modal empiricism is based on an account of scientific representation that clearly
articulates the contextual uses of theories and the abstract structure of these theories.
In a pragmatist spirit, I understand scientific theories and models as conveying
norms of representation that constrain particular uses. This account also does
justice to the fact that in general these contextual uses are not passive, but partly
performative, hence the mention of manipulations in the definition above. This
account of scientific representation constitutes our framework for inquiring into the
aims and achievements of science.

According to modal empiricism, the aim of science is to produce norms of
representation that are ideally empirically successful, in all circumstances, whatever
one’s particular purpose is. As I just said, these norms are conveyed by scientific
theories and models, so the aim of science is to produce ideally successful models
and theories. This notion of ideal success is not characterised in abstract terms, for
example, in terms of a general correspondence between the structure of the theory
and the world, but rather by quantifying over possible uses of the theory. This is
the situated aspect of the position. Combined with the idea that experimentation
is not a passive activity, this leads us quite directly to the modal aspect of the
position. Merely possible observations could concern actual states of affairs, but
merely possible manipulations cannot, because they would create non-actual states
of affairs. So, we have to assume that ideal success concerns mere possibilities. An
adequate theory tells us what it is possible to do and observe in this world.

However, the kind of modality that characterises modal empiricism is quite
distinct from traditional construals of natural modalities, for example in terms of
laws of nature, precisely because it is situated. Understanding these modalities in
terms of possible worlds is inappropriate, because these possibilities are, so to speak,
anchored to actual contexts. I will propose an understanding in terms of possible
situations.
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This understanding of natural modality is crucial. It is what makes the position
distinctively empiricist, as opposed to structural realism, for example. Modal
empiricism does not claim that we can have knowledge of the laws of nature, or
of the “modal structure of the world”, however it is interpreted. We can only have
knowledge of the way natural constraints affect our observations and manipulations
in context. Since the contexts to which we have access are limited by our situation
in the universe and by our cognitive constitution, a form of epistemic relativity (or
perspectivality) ensues. So, even though modal empiricism is more ambitious than
non-modal versions of empiricism, it cannot be classified as a version of scientific
realism. As I will argue in this book, this understanding of modality is what allows
modal empiricism to be the best compromise in the debate on scientific realism,
because it is able to make sense of scientific success without relying on problematic
modes of inference, and it is not threatened by arguments based on theory change.

In sum, modal empiricism purports to articulate a pragmatist stance towards
science, and this stance is characterised by the following aspects:

Normativity: abstract representations convey norms that apply to concrete uses
Situatedness: concrete uses are sensitive to a local context
Performativity: concrete uses involve observations as well as manipulations
Modality: ideal success also concerns merely possible uses

1.4 The Two Battles to Be Fought

Now that we have a better idea of what modal empiricism is, let us outline the
structure of this book. The book can be roughly divided into three parts of two
chapters each.

The first two chapters set the stage for the discussion by presenting the account of
scientific representation on which modal empiricism is based. Chapter 2 is a review
of the debates on the nature of scientific theories and models and their relations to
users, experience and the world. This review serves as a motivation for an approach
that takes as a starting point contextual, situated uses of scientific theories, while also
paying attention to the communal, normative aspects of representation. An account
of scientific representation and of the nature of scientific theories that takes this
starting point is proposed in Chap. 3. As explained earlier, this account of scientific
representation is the framework on which modal empiricism is based. According to
this account, the main function of scientific models is to convey indexical norms
of representation, and using a model to represent a concrete object in a particular
context is applying these norms. This chapter introduces important notions, such as
context, model, interpretation, relevance and accuracy, which are used throughout
the rest of the book.

The remaining chapters are dedicated to the presentation and defence of modal
empiricism. As a middle position between scientific realism and traditional versions
of empiricism, modal empiricism must be defended against two main opponents:
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the more pessimistic ones and the more optimistic ones. There are two battles to be
fought.

The second part of the book, constituted of Chaps. 4 and 5, serves two roles:
developing the position, and explaining why it should be adopted rather than other
versions of empiricism. This is the first battle.

In Chap. 4, the focus is on the axiological component of the debate. According to
empiricism, the aim of science is to produce theories that are empirically adequate,
but various versions of empiricism can differ in their understanding of empirical
adequacy. The chapter first develops the notion of empirical adequacy that modal
empiricism endorses, with its characteristic modal and situated aspects, by adopting
a bottom-up approach, starting from a consideration of success in contextual uses
of models and leading up to a definition of ideal success at the theory level.
This gives us the main criteria by which, according to modal empiricism, models
and theories are accepted in science. Theoretical unification plays an important
role in this respect. Then, the resulting position is compared to van Fraassen’s
constructive empiricism, the leading contemporary empiricist position. I argue that
modal empiricism, thanks to its modal and situated aspects, better accounts for
scientific practice as a rational activity, and in particular for the interventionist
component of experimentation.

In Chap. 5, the focus is on modalities more specifically, and I start to focus on
justification issues. The defining characteristics of situated modalities, conceived of
in terms of alternative ways actual situations could be, are presented and discussed,
as well as their differences with other kinds of modalities, in particular, the ones
associated with the laws of nature. I give a few preliminary reasons to accept them in
our ontology. Next, I address what I take to be the main obstacle to accepting modal-
ities in an empiricist’s world-view: the alleged principled impossibility of modal
knowledge. In order to overcome this obstacle without resorting to problematic
modes of inference, I propose an inductivist epistemology for situated modalities,
based on the idea that realised possibilities are representative of non-realised ones.
I show that since we do not know a priori which possibilities are realised and which
are not, the status of statements of necessity is actually the same as the status of
universal generalisations within a possible situation framework. This eliminates the
reluctance one could have to adopt modal empiricism instead of non-modal versions
of empiricism.

So much for the first battle. The second battle, which is the focus of the final
part of the book, is against scientific realism and other related positions, such as
structural realism. I take on the two arguments that structure the contemporary
debate on scientific realism: the no-miracle argument for scientific realism in
Chap. 6, and the pessimistic meta-induction in Chap. 7.

The no-miracle argument is an inference from empirical success to theoretical
truth, and it involves a particular mode of inference: an inference to the best expla-
nation. In Chap. 6, I examine this type of inference, the way it is used for solving
underdetermination problems, and the criticisms that it has received. According to
the realist, the main problem with empiricism is that it is unable to explain the
success of science, and in particular the capacity of theories to lead to successful



1.4 The Two Battles to Be Fought 11

novel predictions. In response, I explain how modal empiricism can actually account
for novel predictions, in so far as the notion of empirical adequacy that it adopts can
be justified. Novel predictions are among the possibilities accounted for by modal
empirical adequacy, so, if our theories are empirically adequate, then these novel
predictions are no miracle. I argue that the empirical adequacy of theories can indeed
be justified by using a particular form of induction: an induction on the models of a
theory.

The pessimistic meta-induction is a direct response to the no-miracle argument,
which starts from the observation that most successful theories of the past have by
now been replaced by better ones. Since these past theories are now considered false,
this casts doubt on the idea that contemporary theories are true. A move in response
to this argument consists in adopting structural realism. This position restricts realist
claims to the structure of reality, without assuming that scientific theories correctly
describe the nature of reality, or assuming that this nature is entirely structural.
The argument that structural realists put forth is that there is structural continuity
between successive theories, so that theory changes do not threaten this form of
realism.

Some contemporary structural realists claim that the structure of reality is modal.
This position is not far from modal empiricism, to the extent that some have claimed
that a modal version of empiricism is nothing but structural realism. In Chap. 7, I
examine this claim, and argue that it is untrue. The crucial difference between the
two positions lies in the kinds of modalities that they adopt. The modal relations
postulated by past theories are generally viewed as relative rather than absolute in
light of their successors. I argue that for this reason, structural realism is actually
unable to respond to the pessimistic meta-induction, unless it adopts a notion of
relative modality, such as the situated modalities of modal empiricism. However, in
such a case, the position cannot be considered a version of realism. This chapter
clarifies the main differences between modal empiricism and scientific realism.

This argument completes our defence of modal empiricism against its opponents.
Modal empiricism can make better sense of scientific practice as a rational
activity than other versions of empiricism. The reasons to be a modal sceptic are
unwarranted, given that statements of situated necessity are justified by induction
as much as universal regularities are. Finally, modal empiricism can account for the
empirical success of science, and it is not threatened by an induction on past theory
changes. It comes out as the best position of compromise in the epistemic debate on
scientific realism.

The conclusion of this book, Chap. 8, is an opportunity to return to the facets
of the debate that have been left out in other chapters: the semantic and the
metaphysical aspects. Semantic realism is rarely discussed in the literature, but why
should we take it for granted? Does it make better sense of scientific discourse in
general? Are there reasons from philosophy of language to adopt it with respect
to scientific theories? I answer by the negative to these two questions: semantic
realism is much more problematic than generally thought, and we have good reasons
to assume that modal empirical adequacy is the right notion for delineating the
cognitive content of scientific theories. This means adopting a pragmatist notion



12 1 The Debates on Scientific Realism

of truth for theories, which comes very close to Peirce’s conception of truth. In this
sense (and this is a final twist), modal empiricism can actually be understood as a
realist position, albeit not in the traditional sense.

This final move has important implications for the metaphysics of science. It
favours adopting a revisionary pragmatist stance towards metaphysics, by connect-
ing metaphysical considerations to more tangible aspects, and this has the potential
of resolving (or perhaps sometimes dissolving) various debates through a pragmatist
reinterpretation of them. At the same time, the commitment to natural modalities
that characterises modal empiricism is a way not to fall back to an impoverished
metaphysics that would fail to do justice to the various debates. For this reason,
the position I advocate in this book should not be merely understood as yet-
another-position-in-the-debate-on-scientific-realism, but it should be understood as
a more far-reaching proposal. It is a proposal concerning the way of interpreting
science in general, and the way of understanding the role of metaphysics of science.
This proposal has a normative dimension: sound metaphysical speculations should
seek systematic connections with possible experiences in order to have practical
relevance. In sum, modal empiricism purports to be the precise articulation of a
pragmatist approach towards the philosophy of science. I hope that it can serve as a
useful basis for all philosophers sharing this pragmatist stance.
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Chapter 2
Theories, Models and Representation

Abstract Before discussing what the aim of science could be and whether it is
achievable, it is important to be clear on what scientific theories are and how they are
used to represent the world. This chapter proposes a synthesis of the literature on the
subject, in particular the motivations for model-based approaches and the pragmatic
and communal components of representation. The conclusion of this review is that
a good conception of scientific representation must be model-based, and that it must
reconcile the contextuality of experimentation and the unificatory power of scientific
theories.

2.1 Understanding Scientific Theories

Before inquiring into the aim and achievements of science, it is worth being clear
on the subject matter and, in particular, on the right way of understanding the nature
of one the main products of scientific activity, the one upon which the debate on
scientific realism primarily bears: scientific theories.

The present work rests on a model-based conception of scientific theories that
incorporates strong pragmatic elements. A proper account of the relations between
models and experience on the one hand, and models and theories on the other, is
crucial for understanding the position that I will defend. This account will be laid
out in the next chapter.

However, let us first define the stakes by briefly recalling the main motivations
for model-based approaches, how these approaches have been developed by various
authors following structuralist or pragmatist lines, and the debate on scientific
representation that they have initiated. Three main desiderata for a good account
of scientific theories will emerge from this presentation: a focus on models, a focus
on users and a focus on communal norms.
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2.2 From Statements to Models

It was once commonplace to think of scientific theories as linguistic entities. In the
tradition of logical empiricism, and in particular in Carnap (1966)’s work, a theory
was typically thought of as a deductively closed set of statements, including axioms
expressed in a theoretical vocabulary, correspondence rules linking the theoretical
and observable vocabulary, and their logical consequences. Let us call this the
statement view of theories. This view has been challenged during the second half
of the twentieth century, and today, theories are more often conceived of as families
of models. Let us present the reasons for this move.

2.2.1 The Statement View

According to the statement view of theories described above, scientific represen-
tation is just one mode of linguistic representation. Scientific models do not play
a prominent role. Several passages in the writings of Carnap suggest that the
interest of scientific models is merely heuristic, psychological or pedagogical—a
view which was not uncommon in scientific circles at the end of nineteenth century
(Bailer-Jones 2013, ch. 2.2, 4.2). According to Carnap, models belong to the context
of discovery, and they become superfluous once we are in possession of an axiomatic
formulation of a theory.

Notwithstanding these depreciative views on scientific models, the statement
view of theories does not preclude using logical models for meta-linguistic analysis
of the content of theories. In Tarski’s model theory, a logical model is a set-
theoretical structure that is mapped to a vocabulary. It consists in a domain of
objects and a valuation, such that the extensions of proper names and predicates
of a language are specified in this domain (single objects for proper names, sets
of n-tuples of objects for n-ary predicates). A logical model can satisfy linguistic
statements according to the rules provided by Tarski. It acts as a truth-maker for the
theory, and we can say that a theory is true if the world can be represented by a model
that satisfies it. In the statement view, model theory is thus a way of analysing the
world–theory relationship, but a scientific theory is still constituted of statements.

As is well-known, the statement view of theories has been challenged for
various reasons during the second half of the twentieth century. Its main difficulties
concerned notably the status of the correspondence rules connecting theories
and observations, which encompass heterogeneous aspects, such as experimental
techniques, linguistic meaning or domain-specific assumptions, and the dubious
semantic distinction between theoretical and observational vocabulary on which the
view rests. Other issues have to do with the fact that theories can receive more
than one formulation and that they need not be axiomatised. Note that the statement
view was partly normative: it was aiming at reconstructing scientific knowledge
in a rigorous manner by extracting its logical features. Its aim was not to give
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a descriptive account of science. Nevertheless, it became seen as overly abstract
and disconnected from scientific practice. In particular, it became increasingly
recognised that scientific models, and not general linguistic statements, are the main
representational units in science (see Lutz 2017, for a review of these debates).

2.2.2 The Structuralist Semantic View

In an attempt to bring philosophical analysis closer to actual scientific practice, it
has been proposed that scientific theories should be characterised as collections or
families of models rather than as linguistic statements. This so-called semantic view
of theories, originally proposed by Suppes (1960), has now become commonplace
(Ladyman and Ross 2007; Giere 1997; Suppe 1989; van Fraassen 1980). A similar
structuralist programme has been developed by Sneed (1971) and Stegmüller
(1979).

In the semantic view, theoretical models are extralinguistic entities that represent
target systems. They can be understood either as specific mathematical structures,
for example state-spaces and transitions between states, as proposed by van Fraassen
and Suppe, or, following the Tarskian tradition previously mentioned, as set-
theoretical structures that satisfy theoretical statements. The general idea of the
semantic view is that the theoretical statements found in scientific textbooks do
not constitute the theory, but merely describe, in a particular language, the family of
theoretical structures that constitute it. As Suppe (1989, p. 4) explains, the semantic
view “construes theories as what their formulations refer to when the formulations
are given a (formal) semantic interpretation”. There can be more than one way of
describing these models, and more than one formulation of a theory.

Note that there is a straightforward tension between the semantic view, according
to which scientific theories are not linguistic entities, and the idea that scientific
theories are capable of being true or false, which is entertained by scientific realists
and by some empiricists (including van Fraassen). Models are not generally said
to be true or false. Instead, they are said to be accurate or inaccurate, or good or
bad. So theories cannot only be collections of models, as acknowledged by many
proponents of the semantic view, but they must be qualified by “various hypotheses
linking those models with systems in the real world” (Giere 1997, p. 85), or by
“a theoretical hypothesis claiming that real-world phenomena [. . . ] stand in some
mapping relationship to the theory structure” (Suppe 1989) (see also van Fraassen
1985).

This link between models and real systems can be analysed in terms of similarity
(Giere 1997), or, in a structuralist spirit, in terms of isomorphism or partial
isomorphism between the structure of the model and the (extensional, causal or
modal) structure of its target (da Costa and French 2003; Bueno and French 2011;
van Fraassen 1980). Concerning the relation to experience in particular, the idea
that is generally put forth is that particular models of the theory, or their “empirical
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substructures”, are directly compared to data models that represent particular
phenomena, and again, mathematical tools such as morphisms can be put to work
to analyse this relation.

2.2.3 The Moderate Semantic View

The semantic view can be seen as a way of bypassing the semantic problems
associated with linguistic approaches towards science, in particular the issues
affecting correspondence rules that plagued the statement view. However, one might
suspect that this boils down to restricting oneself to the austere language of set-
theory, and that correspondence issues are merely relegated to the philosophy of
experimentation, having to do with the way target systems are identified and the way
data models are extracted from experiments and compared to theoretical models.

An important criticism of purely structuralist approaches is that they are under-
specified: many objects are similar or isomorphic to many other objects in various
ways, so claiming that models are similar to what they represent is not saying much.
As many commentators have observed, it is reasonable to assume that language
must play a mediation role at some point in order to fix the intended target of
representation for models, and incidentally, the domain of application of theories.
For example, someone assuming that the model–target relation is some kind of
isomorphism should provide a set of “important” objects, properties and relations,
the structure of which is preserved by isomorphism, to avoid triviality (Ainsworth
2009). As for similarity, it can be argued that making explicit in which respects
two objects are similar also requires linguistic mediation (Chakravartty 2001). In
general, language is needed to say what the model is about (Thomson-Jones 2012;
Frigg 2006; French and Saatsi 2006).

One can also presume that theoretical language must be interpreted consistently
across various uses of the theory, which entails another important aspect: theories
are more than mere collections of disparate structures; these structures are organised
by a common vocabulary. It is important that what is called “electron” in one model
correspond, in a way or another, to what is called “electron” in another model. As
suggested by Halvorson (2012), theories might be better understood as topologies
rather than collections of models.

So, we can say that a theory is a family of models organised by a common
vocabulary. This much does not necessarily contradict the spirit of the semantic
view. It leads to what we might call a moderate semantic view. In particular, it leads
one to assume that a model is not a bare abstract structure, but that it comprises
a certain connection with reality that is secured by linguistic reference. Assuming
this moderate stance, the difference between the statement view and the semantic
view could seem overstated, since there is not much difference between providing
a set of statements and providing the set of structures satisfying these statements
(but see van Fraassen 1989, p. 211). Yet, the focus on models and structures is still



2.3 From Semantics to Pragmatics 17

present, and it induces a different philosophical approach towards science which has
arguably proved fruitful.

According to its defenders, this way of construing theories offers a finer analysis
of theory equivalence, of inter-theory relations and of the relation between theory
and experience, by means of mathematical tools, than the statement view. It allows,
for example, these analyses to operate at the local level of particular models rather
than at the level of whole theories.1 This could be compared to the way translating
languages generally operates at the level of particular sentences rather than at the
level of whole languages.

The focus on models has also proved fruitful in a way that was not necessarily
intended by early defenders of the semantic view. It has allowed for the introduction
of pragmatic considerations in philosophical accounts of the functioning of science.
These considerations are the focus of the next section.

2.3 From Semantics to Pragmatics

This book rests on a conception of scientific theories that is similar to the semantic
view, in that it is primarily focused on models. However, there is more than
one way of developing a model-based conception of scientific theories, and early
proposals within the semantic view did not remain unchallenged. Various authors
sharing with the semantic view its emphasis on models as the main representational
units in science started to defend more pragmatist-oriented views towards the end
of the twentieth century (perhaps starting from Cartwright 1983) (see Winther
2015, section 4). The main characteristic of these approaches is an emphasis on
scientific practice and on the contextual use of theories and models, rather than on
formal aspects and abstract relations between theories and the world. This shift is
sometimes achieved at the cost of giving up on providing a purely formal framework
of science.

Note that many of these pragmatic aspects are endorsed by proponents of the
semantic view, notably Giere and van Fraassen, and it is not obvious that there is a
sharp distinction between two incompatible approaches here. Following Suárez and
Pero (2019), we could talk about a representationalist semantic view, as opposed to
a structuralist semantic view.

Let us present these pragmatic aspects. It can be helpful to distinguish three levels
of analysis: the model–theory relationship, the model–world relationship and the
model–experience relationship.

1Rosaler (2015) provides such a local analysis of inter-theory reduction.
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2.3.1 The Model–Theory Relationship

Concerning the relation between theories and models, one of the main observa-
tions is that models enjoy a certain autonomy from scientific theories (Morgan
and Morrison 1999). The construction of a model based on a theory is not a
systematic procedure. It often involves incorporating domain-specific assumptions,
phenomenological laws or particular values for dynamical constants that are derived
from experimental data. Furthermore, the models constructed from a theory are
not always strictly speaking models of that theory, in the sense of structures that
would satisfy theoretical laws. This is because scientists often use approximations
that distort theoretical laws, such as perturbation techniques in quantum mechanics,
or simplifying assumptions that are incompatible with said laws, for example,
that the sun is fixed in a referential frame in a Newtonian model of the solar
system. Scientists also combine incompatible theories, for example when modelling
a quantum system in a classical environment.

Idealisations can be accommodated by claiming that idealised models can always
be “de-idealised”, which only makes them better (McMullin 1985). Scientists would
use idealised models because they are easier to use, but these departures from the
theory would not make much practical difference, and they could be motivated by
the theory itself, or by empirical observations. However, Cartwright et al. (1995)
argue on the basis of an examination of the London model of supraconduction
that this strategy is not always applicable. A scientific model can be independent
from the theory in the sense that it “was not built as a de-idealization of high-level
theory by improvements legitimated by independently acceptable descriptions of
the phenomena”, but that some of the postulates it incorporates are somehow ad-hoc
(Suárez and Cartwright 2007). According to Cartwright et al., this model autonomy
would suggest that theories are not really collections of models, but rather tools for
model construction, which constitutes an important departure from the traditional
understanding of the semantic view. In this view, our representation of the world is
not necessarily unified by overarching theories.

Note, however, that Cartwright et al.’s analysis of the London model is con-
troversial (see for example French and Ladyman 1997). A recent examination of
this historical case by Potters (2019) shows that indeed, ad-hoc hypotheses were
involved in the construction of this model, but that they constituted a “programme”
that was open to interpretation, and that a precise theoretical account of these new
hypotheses was called for before the model and its interpretation could be stabilised.
So, it seems that theories are a bit more than mere “tools”, and that theoretical
unification remains an important aim of science. Nevertheless, this case shows that
interactions between theories and models in scientific practice are not unidirectional.

One way to deal with idealisations is to simply relax the model–theory relation-
ship. According to Giere (1999), the models of a theory should not be identified
with the set of all the structures satisfying the general laws of the theory in the
sense of Tarski. For example, not all types of forces are admissible in Newtonian
mechanics. Only a few of them, such as electric forces, gravitational forces or
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frictions, are apt to represent particular phenomena. Giere proposes that the family
of models of a theory is limited, but open-ended (new forces could be added), and
that it is hierarchical.2 Higher levels in the hierarchy correspond to less specific
models that can be made more specific in various ways, by enriching the dynamics
with new components, for example, going from a harmonic oscillator to a damped
oscillator, or by specifying the value of dynamical parameters or initial or boundary
conditions. What unifies models together, at any level in this hierarchy, is some kind
of similarity rather than a formal relation, which leaves room for idealisations.

In this picture, any abstract model can be associated with a family of more
concrete models, which correspond to the different possible ways of making the
model more precise. By analogy, one could think of scientific theories as very
abstract models, the highest level of abstraction perhaps. This gives a way of
understanding in what sense they can be considered families of models: because
these very abstract models can be made more specific in various ways. It is important
to note that each way of selecting a path down the hierarchy is associated with a
focus on particular types of phenomena in the world. In other words, this hierarchy
is empirically informed.

This does justice to the idea that models are partly autonomous from theories,
that they act as mediators between the theory and the world, and this leads us to
a consideration of the model–world relationship: what does it take for a model,
whether abstract or concrete, to represent something?

2.3.2 The Model–World Relationship

If models are the main representational unit in science, understanding scientific
representation does not necessarily boil down to a problem of philosophy of
language. Maybe scientific representation is closer to pictorial representation than
it is to linguistic representation. However, more should be said about this. What is
the relation between a model and the world in general, and between a model and
experience in particular? This question is of crucial importance for developing an
empiricist position.

As said earlier, defenders of the semantic view often analyse the model–world
relationship in terms of similarity or in terms of various types of morphisms,
possibly mediated by theoretical language. These accounts are naturalistic, in
the sense that users of representations do not play a constitutive role in the
representation relation. But naturalistic accounts have been criticised for various
reasons.

Suárez (2003) argues that having similarity or isomorphism between a model
and an object is neither necessary nor sufficient for a model to represent an object.
It is not sufficient because it has the wrong logical properties (as observed by

2A hierarchical construal of theories has also been proposed by Sneed (1971).
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Goodman 1968 with regard to representation in general): the representation relation
is directional (irreflexive and asymmetric), while similarity is not. For example, the
object represented by a picture is not said to represent the picture, even though
it is similar to it. Similarity or isomorphism are not necessary either, because
misrepresentation is possible: one should distinguish representation simpliciter and
accurate representation. But if a model represents its target in virtue of being similar
to it in all relevant respects, then there is no room for inaccuracy (but see Bueno and
French 2011 for a response to these arguments). This points to the idea that users
and their intentions play an important role in establishing the representation relation,
ensuring the directionality of representation and allowing for misrepresentation
(I will say more about user-centred accounts of representation below).

We have seen that claiming that a model and its targets are similar or isomorphic
requires specifying in which respect they are similar or isomorphic. The problem
of misrepresentation could in principle be solved by distinguishing two kinds
of relevant aspects: the ones that count for assessing if the model represents its
target, and the ones that count for assessing if the model is accurate. Perhaps, for
example, a model of the solar system represents its target in virtue of representing
the right number of massive bodies, and it is accurate in virtue of assigning the
right positions to these massive bodies. But it is questionable whether there is
an objective, a-contextual way of drawing the line between the properties that
“matter for representation” and the properties that “matter for accuracy”, and this
can be seen as a reason for incorporating contextual elements in our account of
representation. After all, such a distinction, if it existed, would seem to rest on a
difference in accessibility, since we would naturally expect a scientist to be capable
of knowing that her model represents a target, even if she does not know whether
it represents it accurately. This does not necessarily mean that one cannot be wrong
about the fact that a model represents a target in particular, but that this fact should
be assertible in principle. So at least the distinction would depend on our epistemic
position.3

The possibility of misrepresentation is certainly an important criterion for a
viable account of representation in the context of the debate on scientific realism,
for realists and empiricists alike. If misrepresentation was not possible, no theory
could fail to be empirically adequate about the phenomena it represents, nor could
it fail to be true, because representing a phenomenon and representing it accurately
would amount to the same thing. This would trivialise the positions.

The possibility of misrepresentation is also important because of the widespread
use of idealisations in science. We have seen that models sometimes distort
theoretical laws. They also often caricature their targets, and sometimes incorporate
fictitious entities for explanatory purposes, which look like instances of deliberate
misrepresentation. Examples of this are frictionless planes, infinite gases or point
masses: even if not incompatible with the laws of the theory, these assumptions are
known to be false of the target system.

3I have developed this point in Ruyant (2020).
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Pragmatist philosophers of science generally put emphasis on the sensitivity to
purposes of modelling practices, in particular in the context of idealisations (Bailer-
Jones 2003; Mäki 2009; Giere 2010a). It can be argued, for instance, that the
way scientists idealise targets of representation depends on the variables they are
interested in, on the type of activity (explaining, predicting) and on the levels of
precision that they are expecting from their models. Taking the example of false
assumptions in economics, Mäki (2009) argues that idealisations and fictions are
used by scientists to neutralise uninteresting factors, sometimes by construction.
This means that the model–world relation will be relative to a given perspective
on phenomena adopted by users of the representation—a theme developed by van
Fraassen (2008) and Giere (2010b).

2.3.3 The Model–Experience Relationship

Idealisations are sometimes accompanied by suitable interventions, the aim of
which is to physically neutralise uninteresting factors, for example, when creating
vacuum in experiments of free fall. This leads us to a final pragmatic aspect: the
interactive and practical nature of experimentation. This aspect does not concern
theoretical representational activities, but in experimental activities, establishing
a representation relation between a model and a concrete object often involves
controlling the object and its environment and performing various manipulations.
These processes can rest on tacit practical knowledge, a learnt ability to use a
telescope or a microscope for example, rather than on explicit or formal theory–
world relations. As observed by Hacking (1983), telescopes had been used for
centuries before scientists had a complete theory of their functioning. Contextual
inputs are involved in these processes: for example, knowledge of specific sources
of noise in a laboratory, or instrument calibration.

Some of these aspects can be seen as a means for scientists to eliminate con-
textual variations in order to reach cross-contextual stability. Bogen and Woodward
(1988) propose to distinguish between data and phenomena on this basis (a dis-
tinction similar to van Fraassen’s distinction between phenomena and appearances,
but see van Fraassen 2008, p. 376, note 14). Experimental data are cleaned up
and synthesised using statistical techniques before they are compared to theoretical
models. Modelling specific sources of noise is not required for these processes to
be considered reliable. According to Bogen and Woodward, these processes are a
means of accessing the phenomenon that causes the data, and the role of a model
is not to account for messy data, but for phenomena. This means that the relation
between a model and the world is not necessarily a contextual relation, in so far
as the model would not represent brute data, but rather cross-contextually stable,
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reproducible phenomena, accessible by means of different kinds of instruments.4

Feest (2011) further distinguishes between surface phenomena (or reproducible
data patterns) and hidden phenomena (regularities between different types of
experiments). She argues that stabilisation concerns the fit between these two types
of phenomena, by means of a mutual adjustment between our classifications of
them, and that it involves an interplay of conceptual competences (an ability to
identify surface phenomena) and validation techniques.

In these views, the purposes of users could be taken into account for identifying
the relevant phenomena. However, they could be seen as selective rather than as
constituting the represented phenomena. Nevertheless, an important practical aspect
remains. Our empirical access to stable phenomena with the mediation of messy
data is not entirely captured by formal theories that would represent an experimental
context in all its details. It also rests on practical or conceptual abilities and on
efforts from experimenters to stabilise these phenomena. One could entertain the
idea that mature theories and models result from a mutual adjustment between
theoretical and practical aspects (exactly in the way as, as we saw, the model–
theory relationship is not unidirectional). Hacking (1983, ch. 9)’s analysis of the
development of thermodynamics, where “practical invention [. . . ] gradually leads
to theoretical analysis”, points in this direction (see also Chang 2004).

It should also be noted that the direction of fit between models and the world
is not necessarily from the model to the world. Sometimes, and in particular in
applied science and engineering, the world must comply to the model rather than
the other way around. This is true even in theoretical science, when a physical
system is carefully prepared to correspond to a model that was designed to test
interesting implications of a theory: for example, testing Bell’s inequalities with an
implementation of the EPR thought experiment. This could suggest that a model
is not a mere description of a user-independent state of affairs, but rather a guide
for interacting with reality, and that interpreting a model must in general involve
referring to specific manipulations on the represented object. To be clear, this does
not necessarily mean that no formal account of the model–phenomena relation can
be constructed, but an ineliminable reference to intentional or user-centred aspects
could be involved in this account. This interventionist aspect is a traditional theme
of the pragmatist tradition, from Dewey’s criticism of the “spectator conception of
knowledge” to more contemporary authors (Hacking 1983; Chang 2014; Brown
2015).

One could claim, by analogy with speech-acts such as promises or orders, that
scientific models are performative. I borrow the notion of performativity from
the philosophy of language. The general idea is that a speaker’s intention, what
the speaker does by uttering a sentence, is fully part of what is meant by the

4Note that Bogen and Woodward’s distinction between data and phenomena has generated
controversy, in particular regarding the independence of phenomena from agents (McAllister 1997)
or the distinction between data and phenomena itself (Glymour 2000) (see Woodward 2011 for a
response).



2.4 From Users to Communities 23

utterance. Although a scientific model is not exactly analogous to an assertion,
the fact that the direction of fit between the model and the world can be one
way or the other could let us think that intentional aspects, or what the model
purports to achieve, must be taken into account to understand what constitutes the
representation relation, that models are not purely descriptive, and that user purposes
are not merely selective, but constitutive. This move can be resisted: it could be
argued that intentions are merely instrumental in bringing about the phenomena in
which we are interested, and that once this is done, a standard formal account of
the model–phenomena relationship can be given without reference to user-centred
aspects (this controversial point will come up again in Chap. 4). But at least, the fact
that representational activities are not easily captured by a simple correspondence
between the model and a pre-existing user-independent state of affairs gives us
prima facie good reasons to move away from purely naturalistic accounts, and the
remarks above concerning the practical competences involved in experimentation
reinforce this idea.

Although model-based approaches towards scientific theories purport to distance
themselves from linguistic approaches, there is a strong parallel with philosophy of
language. Consideration of contextual use is analogous to the focus on pragmatics
initiated by philosophers of natural language in reaction to formal semantics.
Pragmatics is interested in the way context affects meaning, in particular with
implicatures, indexical aspects, modulation and performativity. Notably, this part
of philosophy of language is motivated by the fact that meaning is sensitive to the
intentions of speakers and to salient aspects of the context, and that the direction of
fit is not always word-to-world. Many of these aspects have their analogue in the
philosophy of science literature (see for example van Fraassen 2008’s use of the
notion of indexicality). The account of scientific representation that I will present in
Chap. 3 draws on this analogy.

2.4 From Users to Communities

We have seen so far how philosophers of science have moved from a linguistic to
a model-based understanding of theories, and how this has opened the way for a
consideration of pragmatic aspects.

All the aspects presented above, the directionality of representation, the possi-
bility of misrepresentation, the sensitivity to purposes and the practical aspects of
experimentation, point to the idea that the user of representation plays a central role
in establishing the representation relation. However, this focus on practice, although
informative, seems to threaten a certain unity of science, starting with the very
possibility of identifying scientific theories: if science were nothing but a patchwork
of representational activities involving disparate models for particular purposes, the
axiological debate of scientific realism would be undermined, in so far as science
could not be characterised by one unified aim associated with the production of
scientific theories.
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Some philosophers are willing to embrace this conclusion, by adopting a
“dappled world” view, and assume that science is indeed constituted of disparate
representations of particular domains that are merely partially unified (Cartwright
1999; Braillard et al. 2011). They endorse pluralism. However, giving up on
conceptual unification being an important aim of science would be unsatisfying to
many philosophers. After all, great theoretical achievements can often be seen as
resolving tensions between various domains of knowledge: for example, relativity
theory resolving the tension between Newtonian mechanics and electromagnetism.

I am convinced that the pluralist conclusion can be avoided by providing
a clear articulation between the contextual and the communal components of
representation. I now turn to this theme. Let us start with a presentation of the user-
centred accounts of scientific representation that have been proposed to account for
the pragmatic features examined in the previous section.

2.4.1 User-Centred Accounts of Representation

The strategy that is commonly adopted to take into account the aspects mentioned
in the previous section, notably concerning the possibility of misrepresentation,
the directionality of representation and its sensitivity to purposes and practical
aspects, is to assume that the user plays a role in representation: representation is
a three-place relation between a user, a source of representation and a target of
representation (and possibly other aspects, such as purposes and audiences). This
strategy has been defended by some proponents of similarity and isomorphism
(Giere 2010a; van Fraassen 2008). So the question is now: what does it mean for a
user to represent something using a model?

Some user-centred accounts of scientific representation are deflationary in spirit.
According to Hughes (1997), representation in science involves three aspects: (i) a
denotation of the target by the model, (ii) demonstrations performed on the model
by its users, and (iii) an interpretation of the results of such demonstrations in
terms of the target. According to Suárez (2004, p. 773), “A represents B only if
(i) the representational force of A points towards B, and (ii) A allows competent
and informed agents to draw specific inferences regarding B”. Representational
force is “the capacity of a source to lead a competent and informed user to a
consideration of the target” (p. 768), which includes having a denotational function
(Suárez 2015, p. 44). These accounts concern scientific representation in general.
Nothing particular is required concerning the nature of the vehicle or its relation
to the target: it does not need to be an abstract structure for instance, nor to be
similar to the target in any respect. These minimalist conceptions account for the
directionality of representation, as well as for the possibility of misrepresentation: a
representation is accurate if the inferences it allows lead to true conclusions, which
need not be the case.
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According to Suárez, although these conditions are not necessarily sufficient,
because other norms could be involved in specific communities, nothing more can
be said about representation in full generality.

Contessa (2007)’s account is also inferentialist, but purports to be more substan-
tial. It is cast in terms of interpretation. Interpreting a model means, for a user,
taking specific properties, relations or functions of the model to denote properties,
relations and functions of the target. In brief, this means providing a mapping
between relevant parts of the model and target. This, according to Contessa, is
enough to fulfil Suárez’s conditions of representation, because it allows the user
to make inferences on the target (such as: if a is in the extension of b in the model,
then the object denoted by a has the property denoted by b). Contessa claims that
no more conditions are required. In particular, he assumes that any model–target
mapping will do: to borrow his example, Rutherford’s model of the atom could be
used to represent a hockey puck sliding on ice, taking the electron to denote the
puck and the nucleus to denote the ice. Although inaccurate, the model would count
as a representation of the puck. This account is therefore more substantive, but also
more liberal than Suárez’s account.

An account of scientific representation that is particularly minimalist and liberal
is provided by Callender and Cohen (2006). Drawing inspiration from Grice’s
reduction of linguistic meaning to mental states, they argue that scientific repre-
sentation is based on stipulation only. A model represents its target because its users
take it to represent this target: “representation is constituted in terms of stipulation
(plus an underlying account of representation for the mental states subserving
stipulation)” (p.77, footnote 7). According to them, all the particular characteristics
of vehicles of representation in science, perhaps their similarity with their targets
for instance, would not constitute the representation relation between the vehicle
and the target. They would only correspond to features that are generally considered
desirable for the purposes of the scientific community. They claim that a lot of
debates that were framed as debates on the constitution of scientific representation
are actually debates about pragmatic or demarcation issues.

Finally, some authors have recently proposed fictionalist accounts of representa-
tion. According to Godfrey-Smith (2007, p. 735), models are “hypothetical concrete
things”. Thus, these hypothetical objects can have properties that are normally asso-
ciated with actual concrete objects, such as spatio-temporal properties, even when
no concrete object is actually represented (typically, the model of the pendulum does
not represent one particular pendulum), and this explains why scientists talk about
such systems as if they were real. According to Frigg (2010), who takes inspiration
from Walton’s pretence approach to fictions in the philosophy of art, models are
props in games of make-believe: they are constituted of instructions that prescribe us
to imagine certain things using principles of generation. According to Toon (2010),
these instructions for imagination directly concern actual objects, not imaginary
ones. Similarly, Levy (2015, p. 741) proposes that models provide an “imaginative
description of real things”, and these descriptions can be partially true. This account
purports to solve the difficulty in making sense of a comparison between actual and
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fictional entities. Fictionalist accounts share with Callender and Cohen the idea that
representation reduces to the mental states of the user.

These accounts of scientific representation, with their focus on users, are
certainly able to accommodate the pragmatic aspects of the model–world and
model–experience relations examined in the previous section. However, they could
seem unsatisfactory in some respects. Arguably, naturalistic accounts of scientific
representation are motivated by the intuition that the representation relation is not
an arbitrary matter, so that in principle, something substantial can be said about the
relation between sources and targets of representation. Although these naturalistic
accounts present their difficulties, the intuition remains, and it can serve as a basis
for criticising the deflationary accounts that have just been presented.

2.4.2 Anything Goes?

Callender and Cohen’s approach has been criticised by many authors (Toon 2010;
Bueno and French 2011; Peschard 2011; Ducheyne 2012; Liu 2015; Frigg and
Nguyen 2017; Boesch 2017). One type of criticism, notably by Liu, focuses on
the fact that scientific models have an epistemic function. They “allow their users
to have access, in however simplified or specialized manners, to aspects of their
targets, which fulfil, in a broad sense, an epistemic role” (Liu 2015, p. 47). This
makes epistemic representation in general, and scientific representation in particular,
markedly distinct from symbolic representation: the function of a symbol (for
example the logo of an airline) is merely to pick out its referent, which can be
achieved by conventional stipulation. Any resemblance between a symbol and its
target is merely pragmatic. With epistemic representations (for example, city maps),
the vehicle–target connection is not entirely conventional, because this connection is
essential to the realisation of the function of the vehicle. Liu remarks that epistemic
vehicles generally contain symbols that help secure the relation to the target. But
these symbols are carefully selected and organised to serve an epistemic function,
whereas basic symbols do not need to contain other symbols.

Another type of criticism that will be important for our purpose concerns the
communal aspect of representation. According to Boesch (2017), what a scientific
model represents cannot be fixed by a mere stipulation by any particular scientist,
because it depends on licensing by the community. Taking the example of the Lotka-
Volterra model, Boesch argues that in order to know what a model represents, one
has to examine its history: how and why it was constructed, how it was received by
the scientific community and how it is currently used. This examination reveals that
mere stipulation is not sufficient for a model to be licensed as a representation of
something else, but that “the construction of the model [. . . ] has been responsive to
certain theoretical and empirical aims” (p. 976). According to Boesch, this licensing
aspect is not pragmatic, but constitutive: a model is a scientific representation of
its target because it has been carefully constructed to function as such, taking into
account empirical and theoretical aims.
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Similar kinds of criticisms can be addressed to Contessa’s account in terms of
interpretation. Although this account makes representation distinctively epistemic,
in that the function of the model is to allow inferences, it does not rest on much
more than stipulation, since any interpretation will do. This liberal stance has been
criticised by Bolinska (2013), who claims that more is required for a vehicle to
represent a target system. In particular, the agent must aim to faithfully represent
the target system using that vehicle, and the vehicle must be informative about the
target. An arbitrary mapping does not satisfy these conditions.

In a similar vein, fictionalist accounts have been criticised for not explaining
how models produce knowledge about their targets. More than pretence seems to
be involved in representation, and fictionalist accounts do not give us a means
of discerning between the propositions that are held true or false by modellers
(Poznic 2016). Knuuttila (2017) argues that fictionalist accounts lead to a problem of
coordination between the imagination of various scientists. In response, one could
focus on intersubjective principles of generation, but then it becomes unclear to
what extent imagined objects have an added epistemic value (furthermore, many
“principles of generation” go beyond our capacities for imagination, and require the
use of computers Weisberg 2013).

What is called into question by these various criticisms, Bolinska’s remarks on
Contessa’s account, Knuutila and Poznic’s criricisms of fictionalist accounts and
Liu and Boesch’s remarks on Callender and Cohen, is the viability of an account of
representation that would be entirely based on the attitudes and purposes of the user.
It is not true that anything goes: there are external constraints on what counts as a
representation of something.

This aspect is certainly important for the purpose of this book, which is to
provide and defend an empiricist account of scientific activity, in particular its
aims and possible achievements. Paying attention to local experimental practices
is, of course, indispensable for an empiricist. However, the axiological debate on
scientific realism is not concerned with the purposes of particular scientists, but
with the purposes of science in general. This means that the debate should be
primarily focused on communal norms of representation, assuming that these norms
are built around common values that bring together and animate the members of the
scientific community. These norms have the capacity to account for the unifying
power of scientific theories in a way that is compatible with a pragmatist stance.
A good empiricist account of scientific representation should therefore explicate the
articulation between contextual uses and communal norms. Let us now present some
elements for this purpose, and outline the account of scientific representation that
will be used in this book. This account will be fully developed in the next chapter.

2.4.3 Towards a Two-Stage Account of Representation

It is noteworthy that Callender and Cohen claim to draw inspiration from Grice. I
have argued in Ruyant (2021) that Grice (1989, ch. 18)’s conception of linguistic
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meaning has all the resources to answer the kind of worries that have just been
raised concerning the distinction between symbolic and epistemic representation
on the one hand and the communal aspect of representation on the other, and that
Grice’s analysis can be easily transposed to the case of scientific representation.

First, Grice’s reduction of meaning to mental states is not as trivial as Callender
and Cohen’s reduction of representation to stipulation, so it might be possible to
explicate epistemic representation in terms of mental states in a way that maintains
the distinction between epistemic and symbolic representation. Secondly, Grice
distinguishes utterance (or speaker) meaning and expression and word meaning.
While the former reduces to the mental states of the speaker,5 the latter have to
do with social values. Grice’s idea is roughly to understand expression and word
meaning in terms of speaker meaning by the mediation of communal values, and
more precisely, in terms of appropriateness of use: for example, an expression means
something in general if it is appropriate, in a community of speakers, to utter it to
speaker-mean the corresponding belief.

I have suggested to transpose this analysis of meaning to scientific representation,
and to distinguish two senses of epistemic representation:

• A concrete vehicle is used as an epistemic representation of its target in a given
context if the user of the vehicle assumes or pretends that the vehicle is reliable
for achieving a variety of purposes concerning the target (such as learning about
the target) using interpretation rules.

• An abstract symbolic structure with general interpretation rules is an epistemic
representation of a target or type of target if it is considered appropriate, within
an epistemic community, to use a vehicle exemplifying or describing this abstract
structure as an epistemic representation of this target or a particular instance of
this type of target.

The first sense concerns contextual, user-centred representation, and it is quite
liberal, but it is already distinct from symbolic representation, since it has an
epistemic function. The second sense encapsulates communal “licensing” aspects,
and brings more constraints on what counts as a representation of what. For
example, if a user assumes that by using mathematical deduction rules on a set
of equations on paper, and by interpreting symbols in these equations as referring
to planets in the solar system, she can get to know the position of these planets at
any time, then this set of equations is used as an epistemic representation of the
solar system by this user. If, furthermore, such use is licensed by the community
of scientists, then the abstract model used by this particular user by means of these
equations is an epistemic representation of the solar system.

This conception accounts for the directionality of representation and for the pos-
sibility of misrepresentation at both levels. It can incorporate practical, contextual
aspects, such as a sensitivity to purposes, in the first stage, but communal aspects are

5It reduces, more precisely, to an overt intention to induce a belief in an audience, and an intention
that this overt intention be recognised as a reason to accept the belief.
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involved in the second stage, and the way the two combine is explicit. This account
is quite deflationary in spirit, but in contrast with other deflationary accounts, it
has the merit of distinguishing explicitly the contextual and the communal levels. It
also provides a clear articulation between concrete vehicles and abstract structures,
each being associated with a different sense of representation, thus addressing
another debate that was not mentioned in this chapter, concerning the ontology
of models. More importantly, understanding the function of scientific models and
theories in terms of norms has the capacity to account for the unity of science,
conceived of as an activity directed towards a particular aim, without neglecting the
variety of local practices. The aim of science would be to provide unified norms
of representation that ensure success in contextual uses, whatever one’s particular
purpose. Incidentally, this understanding might restore the possibility of providing
a formal framework for science, without neglecting contextual aspects.

In the next chapter, I present this two-stage account of epistemic representation
in more detail, since this is the one that I will use in the rest of this book.
Its main implication for our purpose is that the function of scientific theories
and theoretical models should be construed in terms of norms constraining their
particular applications, and the debate on scientific realism can be understood as
bearing on the status of these norms and what their success implies.

2.5 A Tension Between Contextuality and Unity

In this chapter, I have presented various discussions, from which one can extract
what I take to be the three main desiderata for a good account of scientific
theories and representation: (i) it should be model-based, (ii) it should take into
account pragmatic, practical and user-centred aspects (model autonomy, sensitivity
to purposes, interactivity of experimentation) and (iii) it should take into account
the communal nature of representation.

There is a certain tension between desiderata (ii) and (iii), which stems from
the interplay of two important features of scientific activity. On the one hand, the
central importance of experimental confrontation in science calls for a consideration
of contextual representational uses; on the other hand, scientific theories and
explanations have the capacity to unify disparate types of phenomena in a more
or less systematic way, and this feature calls for a general, a-contextual treatment.
Focusing too much on formal aspects, one might lose sight of the connection
between theories and experience, but focusing too much on messy contextual
practices, one might be unable to account for the unifying capacity of theories.
However, understanding the communal representational status of scientific models
and theories in normative terms can help overcome this tension.

In the context of the debate on scientific realism, note that empirical adequacy
and truth, which are taken to be the aim of science by respectively empiricists and
realists, are ideal, ampliative notions. By this, I mean that they are not restricted
to actual representational uses: a theory that is ideally empirically adequate should
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account for observable phenomena even when they are not actually observed by
anyone. This is explicit in van Fraassen’s definition of empirical adequacy, as we
will see in Chap. 4. In principle, an ideally good theory should account for the free
fall of a stone on a distant planet where no one will ever go, or it is not empirically
adequate, and the same goes for truth. In this respect, conceptions of representation
that are only applicable when a user is present and stipulates or denotes a target
system are seriously limited. A good account of scientific representation must
consider particular uses, but also take into account norms of representation that
somehow transcend particular uses, and constrain even non-actual uses, so as to
account for the axiological unity of science.

I believe that the right way of articulating unifying and contextual aspects is
by relying on shared values and norms constraining particular uses rather than
assuming a transcendental theory–world relation from the start, as the realist often
does. The axiological debate can then be understood as bearing on these norms and
their finality. This is why the articulation between communal norms and contextual
uses provided by the two-stage account of representation sketched at the end of this
chapter plays a crucial role in this work. In the following chapter, I will present this
account in detail, and I will explain how the axiological debate between scientific
realism and empiricism can be understood in this framework.
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Chapter 3
Contextual Use and Communal Norms

Abstract This chapter presents the conception of scientific representation and
theories used in this book. Its aim is to clearly articulate the contextual aspects
of representational uses and the unificatory power of scientific theories. This is
done by means of a two-stage account of representation. The first stage involves
user attitudes and purposes, which are formalised through the notions of context
and interpretation, and introduces a notion of accuracy that captures experimental
success. The second stage is focused on communal norms concerning particular
uses. It is captured by the notions of general model and relevance. A scientific theory
is understood as a family of general models. This account provides a good basis
for framing the axiological debate on scientific realism, as bearing on the values
involved in the selection of communal norms of representation, and in particular
empirical adequacy.

3.1 The Two-Stage Account of Epistemic Representation

We have seen in the previous chapter that the use of scientific models is charac-
terised by a sensitivity to purposes and by interventionist aspects. However, theories
also have the capacity to unify various types of phenomena. There is a certain
tension between these two characteristics of science. A good account of theories
and representation should be able to combine them. This is particularly important
from an empiricist perspective, because empiricism considers the relation between
theories and experience to be a central component of a proper understanding of
the aim of science, and at the same time, empiricist positions, conceived of as
axiological positions, rest on the idea that there is such a thing as a unified aim
for science, and not only a patchwork of local purposes. The aim of this chapter is
to develop a positive proposal in order to address this issue.

There are two possible attitudes that one could adopt when confronted with this
tension between unifying and contextual aspects. The first one is what we could call
a theory-first approach: it consists in assuming a universal semantics for theories,
interpreted as unified, objective descriptions of their domain of application, and
then attempt to account for contextual uses in these universal terms. Perhaps, for
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example, our best theories of physics would have a model of the universe such that
all particular uses of these theories “fit inside”. The other attitude is a practice-first
approach: it consists in accounting for the unificatory power of theories in terms
of particular uses rather than the other way around. The analogue of this second
approach in philosophy of language is an understanding of meaning in terms of
use rather than in terms of formal, a-contextual semantics. This approach naturally
leads to a consideration of communal norms as playing a unificatory role, in place
of transcendental theory–world relations.

The role played by users in scientific representation and the practical aspects
of experimentation examined in the previous chapter play in favour of a practice-
first approach. The previous chapter ended with the sketch of a two-stage account
of scientific representation that fits into this approach: the unificatory power of
theories is explained in terms of contextual uses rather than the other way around,
by appealing to communal norms of appropriate use. The main feature of this two-
stage account is that it distinguishes clearly between these two levels: the first stage
of representation concerns contextual representational use, which depends on the
attitudes and purposes of particular users, while the second stage concerns general
representational status, which has to do with communal norms. The two are also
clearly articulated, since general norms constrain contextual uses.

It is now time to present this account in more detail so as to provide a solid
framework for the construction and defence of the empiricist position to which
this book is dedicated. This is the purpose of this chapter. I will explain what,
according to a modal empiricist, scientific models are, how they are confronted
with experience and how theories unify them. Since the present work is not about
scientific representation, I will not provide a detailed argumentation in support of
this account (for its main motivations, see Ruyant 2021), but I hope that it will be
clear to the reader that it is sufficiently flexible to account for the main features
of scientific representation presented in Chap. 2. Besides, it is quite deflationary
in spirit, and I think that no unreasonable commitments are required for its
construction. A scientific realist will most certainly need a more substantial account
of scientific representation to flesh out her position. I will sketch a realist account in
Chap. 6 for the sake of the discussion. However, It seems to me that even someone
with a more substantial conception of scientific representation could accept that this
account correctly describes the surface features of representational activities.

Note that representational vehicles in science are numerous: they include dia-
grams, photographs, computer simulations, scale models and mathematical equa-
tions, among other entities. All these vehicles of representation have an epistemic
function, in the sense that they can be used to learn about their target. Other vehicles
outside of science, such as city maps, also have this function. The two-stage account
developed in this chapter concerns epistemic representation in general.

Having said that, My interest in this work lies primarily with scientific repre-
sentation, and with theoretical models in particular, so most examples and many
comments will be about representation by means of theoretical models. The last
section of this chapter is dedicated to considerations that are specific to science.
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One of the main contributions of this presentation for the rest of this book is the
introduction of two functions, accuracy and relevance, each concerning one stage
of representation. These two functions will be used to define empirical adequacy,
taken to be the aim of scientific theorising, in the next chapter. Other notions, such
as context and interpretation, will be used throughout the book as well.

3.2 First Stage: Contextual Use

The first stage of the two-stage account of epistemic representation is concerned
with the use of vehicles by agents in relation to concrete targets with which these
agents interact for particular purposes. This can be, for example, the use of a map
(marks on paper) to navigate a city. In science, this means experimental contexts, for
example when testing the validity of a hypothesis or when developing technologies.

According to the two-stage account of representation, this first stage reduces
to the mental states of the user: a concrete vehicle is used as an epistemic
representation of a concrete target if and only if the user assumes, or pretends, that
she can achieve any purpose within a finite range (such as going from one point
to another in a city, or learning about some properties of a physical system) by
means of the vehicle, using specific interpretation rules connecting the vehicle and
the target.

This stage takes into account the sensitivity to particular purposes and the
practical aspects of experimentation presented in Sect. 2.3. In this section, I provide
semi-formalisations of these aspects by means of two notions: context and interpre-
tation. Then I introduce a third notion, accuracy, which characterises experimental
success.

3.2.1 Contexts

The notion of context will play an important role in this book. It is meant to
capture the purposes that an agent could entertain with respect to an object, such
as navigating between any two points in a city. A context specifies a target of
representation, which is a concrete object or a set of objects that can be referred
to by ostentation (for example, points of interest in a city, or a pendulum), and a
set of properties of interest (connections between these points, the position of the
pendulum along an axis). In what follows, I use property in a broad sense, which
includes any n-ary relation.

In a scientific context, a user will often express her purposes in theory-laden
terms: for example, she will be interested in knowing whether the spin-z of a particle
is up or down relative to the reference frame of her laboratory. The fact that spin is
not directly observable should not bother us. I assume that in particular contexts,
theoretical properties are translated in terms of appearances, that is, in terms of
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observations and manipulations, for example the result of a particular measurement,
a flash on a scintillation screen, or perhaps a value in a data model that aggregates
several results. This corresponds to the “local meanings” of these properties in these
particular contexts.

These “local meanings” must presumably respect communal norms concerning
the interpretation or operationalisation of theoretical vocabulary. The transcription
of language into appearances can be fairly complex in the case of science. However,
let us postpone the discussion of this aspect to Sect. 3.4.2. For now, we can simply
assume that in science, a context is a theory-laden entity: the properties of interest
that it specifies, although locally interpreted in terms of appearances, are expressed
in a theoretical vocabulary. What is specifically contextual in this stage is not the
way theoretical terms are operationalised, but the fact that users are interested in
particular properties of the target and not in others.

These properties of interest will generally be coarse-grained properties, and
sometimes aggregates. The user could, for example, be interested in the position
of a pendulum with a precision of one centimetre, because of limitations of her
measuring apparatus, or the user could be interested in the mean value of a quantity
among a collection of objects. I assume that properties of interest are in principle
accessible to the agent, and that they are discrete and in finite number.

These properties of interest can be classified into two categories:

• the properties that are fixed by practical and empirical inputs in context, and
• the properties that the user wants to inquire about.

The way properties of the first category are fixed can be understood by
considering the case of maps, where inferences on which path to follow involve
assuming a starting point and a destination point. The starting point, assuming it
corresponds to where the user is located, is an empirical input given by the context,
and the destination point is a practical input. Similarly, inferences afforded by a
theoretical model can take empirical or practical inputs, such as a measured quantity
corresponding to the initial state of a system or a desired result (in which case the
inferences could concern what operation should be performed to get this result).
One can also take the type of phenomena represented, that is, the specific physical
configuration that the user is interested in (say, an electron in an electromagnetic
field) to be fixed by the context in this sense. Just like other properties, it can be
fixed either practically if this physical configuration is to be implemented by suitable
manipulations, or empirically if the user is interested in an existing object. These
inputs do not correspond to what the user wants to learn, but identify the object
of representation, that is, the kind of entity about which the user wants to learn
something. They are given by the context in the form of properties of interest of the
first category.

The properties of the second category correspond to possibilities that are not
necessarily actual. When using a map, a user wants to know which path leads
more directly to her destination. Not all imaginable paths have this property, but
it is a priori conceivable that they do. In the spin example given above, the user
is interested in whether a particle has spin up or down, which will correspond to
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two exclusive measurement outcomes in the context, and both outcomes are a priori
conceivable. The context must specify these two possibilities in order to express
what the user wants to know. An intuitive way of understanding this aspect is in
terms of a closed question being asked, and this question can be expressed by
specifying the list of all its possible answers: in our example, {spin-up, spin-down}
is a way of expressing the question “what is the spin-z of the particle?”. A context is
taken by the user to be compatible with a range of possible questions, and it specifies
the possible combinations of answers to all these questions, assuming they could all
be answered conjointly.1

Note that the notion of possibility involved when talking about possible answers
is purely epistemic, and has no metaphysical implications. It corresponds to what is
conceivable given what the user knows about the target and given her discrimination
abilities. If, for instance, the user plans to measure the position of a pendulum with
a ten centimetres ruler with a precision of one centimetre, then there are exactly
eleven conceivable outcomes, corresponding to the ten intervals that the ruler can
discriminate plus the possibility that the position of the target is outside of this
range. The user will want to learn from her epistemic representation which of these
outcomes could occur, but all are a priori conceivable. Whether or not some of
these possibilities are physically impossible is irrelevant at this stage. The notion of
conceivability involved here is also distinct from the one entertained in metaphysics,
for example when pondering, in philosophy of mind, whether a world identical
to our world but without phenomenal consciousness is conceivable. This notion is
distinct in two respects. First, we are here concerned with a limited set of properties
of a particular, actual object, not possible worlds, and second, these properties must
be empirically accessible in principle, which means that the conceivable properties
specified by a context are connected to conceivable manipulations or observations
on the target (not qualia or the like).

A context can be formalised by giving a set of mutually exclusive conceivable
states in which the target system could be found, each conceivable state correspond-
ing to a particular combination of coarse-grained properties and relations. In the
case of dynamical systems, these properties will be indexed to time intervals, in
which case we could talk about conceivable histories. In other words, the context
denotes concrete objects and describes the conceivable properties they could have
given a certain perspective on these objects. The properties of the first category
above are present in all conceivable states, because the system must have them for
empirical or practical reasons: they are epistemically or practically necessary. The
properties of the second category vary from one conceivable state to another, all
possible combinations being represented. I will assume this formalisation from now
on.

1In the case of quantum mechanics, there is a sense in which not all “questions” about a system
can be answered conjointly, and we can take the context to specify a set of compatible “questions”,
which corresponds to a perspective on the target adopted by the user. This could be formalised
using Griffiths (2003)’s notion of framework in the consistent histories approach.
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Definition 3.1 Context:= set of mutually exclusive conceivable coarse-grained
states or histories for a concrete target system.

This formalisation can express what, in a context of use such as an experimental
context, the user already knows and what the user could want to inquire about
without presupposing what the results of inquiry would be, nor any constraint on
these results. The use of coarse-grained or aggregate properties can express various
levels of requirement, which can be useful to account for idealisations. In sum, the
context captures a certain perspective on a target.

During an experiment, exactly one of the possible states or histories specified by
the context will be realised. In science, this result will typically be represented by a
data model. A context in science can therefore be understood as specifying a set of
conceivable data models, one of which will be realised, which corresponds to what
Suppes (1969) calls a model of the experiment.

3.2.2 Interpretation

In a context, the user manipulates a concrete vehicle, which can be, for example,
a set of equations, to make inferences about the target system. The conclusions
of these inferences can then be used to interact with the target in a certain way.
The concrete vehicle used by the user describes or instantiates a symbolic structure
(which can roughly be understood in Tarskian terms, that is, as a domain of objects
in which the extensions of various theoretical symbols are specified). This is the
case including for physical models, for example, the scale model of a molecule: the
balls and sticks of this type of model have a symbolic function, and they instantiate
a particular structure.

According to the two-stage account of representation, representational use
reduces to the mental states of the user. It reduces, more precisely, to an assumption
or pretence that the vehicle is a reliable means of achieving various purposes
concerning the target by using systematic interpretation rules. These interpretation
rules specify the denotation of symbols: for example, that x in a model of a
pendulum denotes the position of a concrete pendulum along a particular axis,
or more precisely, that the possible values that this variable can take denote the
conceivable positions of the concrete pendulum along this axis. The symbolic
structure described or instantiated by the vehicle constrains the inferences that can
be made, and these inferences are about the entities of the real world denoted by
the symbols. Purposes, such as learning about the target, are achieved by means of
these inferences. Typically, in physics, a model incorporates dynamical constraints
that determine the inferences that can be made concerning the various quantities
that are denoted by particular symbols, for example, dynamical constraints on the
possible trajectories of a pendulum. These inferences allows one to make predictions
or to manipulate the target appropriately for various purposes.
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In a first approach, this representation relation can be roughly formalised using
Contessa (2007)’s notion of interpretation (see Sect. 2.4.1) as a mapping between
objects, properties and functions of the model to objects, properties and functions
of the target (see also Weisberg (2013, ch. 3.3)’s notion of construal). A user takes
an axis of the coordinate system of the model to denote a physical direction in the
laboratory, or the value of a variable to denote a measurable property the target
could have (the position of the pendulum, the spin-z of an electron). Or the user
takes particular symbols on a city map to denote metro stations.

Since denoted properties will be limited to the accessible properties of interest
specified by the context, we can just as well say that the interpretation of the model
is a mapping between components of the model and the target properties specified
by the context: we can easily account for the denotation of objects and functions
in terms of simple or complex properties. This mapping can be many-to-one in
case the model is more finely grained than required by the context. It can be, for
example, a mapping from every real numbers between 0 and 1 for a dimension in the
model to the coarse-grained property of having a position measured in this interval
for the target. Components of the model considered fictitious, not measurable or
uninteresting can be excluded from the mapping.

The contextual interpretation of a vehicle is, formally speaking, a projection
of the symbolic structure of the vehicle onto the context, and as said earlier, the
context provides a perspective on an object. An analogy with projections on spatial
perspectives can be helpful to understand what is going on, and the comparison can
be quite literal in some cases. Imagine, for example, having a three-dimensional
model of a pendulum, such that the pendulum can move in the three spatial
directions. Imagine that you plan to measure its position along two axes only, by
taking photographs of the pendulum from a single point of view at different times.
In this case, the context is restricted to two variables for the target, associated with
its position along the two relevant axes, which literally corresponds to a spatial
perspective on the object. The interpretation of the model will map components
of the three-dimensional model to these two position variables, which is just a
projection of the three-dimensional model onto a two-dimensional perspective. In
general, an agent will assume that a given model is applicable in more than one
context, in the same way that a three-dimensional model can be projected onto more
than one spatial perspective.

This account of the representation relation in terms of a mapping between
components of a model and target properties is similar to Contessa’s. However, I
wish to highlight some potential differences between the two, which directly stem
from our understanding of contexts (but some of these aspects might already be
implied by Contessa’s account):

Coarse-graining: The mapped properties can be coarse-grained properties or
aggregates.
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Modality: The mapped properties can correspond to merely conceiv-
able states for represented systems (epistemic possibilities);
they need not be actual properties of the target.2

Epistemic relativity: Although expressed in a theoretical vocabulary, the prop-
erties denoted need not be natural properties: they can be
relative to an epistemic perspective, and ultimately trans-
lated in terms that are relative to the user and her technical
abilities (typically, the result of a measurement).

Performativity: Incidentally, the interpretation can be performative: the
denotation of a symbol can imply that a certain manipulation
is performed on the system, or the symbol can directly
denote a manipulation, such as preparing a particular state
for the target.

Here is a toy example of a context and interpretation. Imagine you plan to
throw a dice twice, and you are interested in predicting whether the results will be
odd (O) or even (E). The context corresponds to all possibilities in this respect:
{{O,O}, {O,E}, {E,O}, {O,O}}. You decide to use a model of the dice for
making predictions. According to this model, the absolute difference between two
successive numbers displayed by the dice is exactly 1. The model is described by
equations such as |rn+1 − rn| = 1 and the mathematical structure of the model
is given by the full set of infinite sequences respecting this condition, including
for example {1, 2, 3, 2, 3, 2 . . . } or {4, 3, 2, 3, 4, 5 . . . }. Your interpretation of the
model maps the first and second member of every sequence (r0 and r1) to the first
and second results of the context, and it maps the properties of being a 1, a 3 or a
5 to the contextual property of being odd (O), and the properties of being a 2, a 4
or a 6 to the contextual property of being even (E). The model is “projected” onto
the context, in order to fit your particular purposes. Assuming that you are confident
that the model, interpreted in this way, is reliable for predicting the results of your
actions with the dice, we can say that you are using this model to represent the
situation.

I assume that this general account can be applied similarly to more realistic
examples of representation, for example in scientific experimentation, even if the
interpretation could be less trivial. As argued by Contessa, having an interpretation
is enough for being able to make inferences about a target. The inferences con-
cerning the target afforded by the model can be understood as the set of statements
that the model satisfies, translated into statements about the properties of interest
by means of the interpretation. In the illustration above, one can infer for example
that if the first result is O, then the second result will be E. This is because the
model satisfies the statement r0 ∈ {1, 3, 5} → r1 ∈ {2, 4, 6}, which, given the
interpretation, can be translated into the statement that if the first result is odd, then
the second result is even.

2Remember, however, that this notion of conceivability has no metaphysical implications.
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One could argue that this account of representation is too substantial, and that this
notion of interpretation is a mere means, among others, of representing a target (see
Sect. 2.4.1). Suárez (2004) notably puts emphasis on the plurality of representational
means and vehicles: the latter need not be abstract structures, for instance. However,
in this account, vehicles are not abstract structures. They describe or instantiate
a structure, which eventually boils down to the fact that they constrain possible
inferences. This account could be applied to the scale model of a bridge for instance,
where components of the model would be mapped to properties of a real bridge.3

Furthermore, we are only concerned with the representation of concrete targets in
this first stage, and not the representation of types or abstract entities. Something like
denotation is needed to secure the relation with the target. It is hard to imagine how
one could represent a concrete entity without the kind of denotation involved here,
particularly given the inclusion of coarse-graining, modality, epistemic relativity
and performativity.

3.2.3 Concrete and Abstract Interpreted Models

What I call a concrete interpreted model is the combination of a vehicle and its
interpretation. Note, however, that many aspects of the vehicle associated with its
physical constitution do not really matter for the representation relation, in so far as
they do not affect the inferences that are afforded by the model. These are, at best,
pragmatic features that facilitate inferences (for example, the colours and fonts used
in a map, what Vorms 2011 calls a format), and at worse, irrelevant or undesirable
aspects (stains on the map). For our purpose, it will be convenient to abstract away
these features, and to focus only on the way the vehicle constrains inferences, that
is, on the abstract symbolic structure that the vehicle exemplifies or describes.

This symbolic structure is relative to the interpretation: it is not the complete
physical structure of the vehicle (whatever this could mean), but the structure
exemplified by the component parts of the vehicle that are interpreted in terms of
the target. In general, this structure will be modal or intensional: it will specify,
for example, a set of possible combinations of fine-grained theoretical properties
the target system could have at different times.4 In the illustration with a dice given
above, the vehicle is a set of equations on a sheet of paper, and the symbolic structure
it describes corresponds to the first two members of every sequences of results

3In the case of physical models, inferences can rest on physical processes, and not only on mental
processes. In the case of computational models, they rest on calculations by a computer, which
could be thought of as highly constrained physical processes. I am interested in theoretical models
in this work, and I assume that only mental processes are involved in this case.
4In this sense, it is very close to a propositional content, since propositions can be analysed in
terms of possible states of affairs.
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respecting the conditions of the model.5 This symbolic structure is modal, because
various possibilities are represented. Not all vehicles have this modal characteristic
(arguably, maps do not), but some do. This is the case of probabilistic models, and
of models of deterministic theories with free variables, for example when initial
conditions are not specified.

We have seen that a context could be formalised as a set of conceivable coarse-
grained states or histories for the system. What the structure of a model does,
once interpreted in terms of the context, is bringing constraints on this set, so
that particular possibilities are excluded. These are the possibilities that will not be
mapped to any component of the model, because these possibilities do not appear
in the model. In our illustration, the excluded possibilities are {E,E} and {O,O}:
these are the possibilities of the context that are not “permitted” by the model. To
give another example, a context could specify that the position of a pendulum will be
measured ten times in a row, and all possible sequences of outcome are conceivable,
but the model will restrict these to the sequences that are “permitted” by its structure
(the ones that respect the laws of physics for instance). Vehicles that do not have a
modal aspect just correspond to the special case where only one possibility remains.

In the case of physical systems, all these ideas can be straightforwardly tran-
scribed into talk of state-space, possible trajectories in state-space, dynamical
constraints, initial and boundary conditions and partitions on state-space or histories
for coarse-grained properties, using van Fraassen (1989, ch. 9)’s conception of
a scientific model for instance (see Sect. 2.2.2). But the present account is more
general.

What I call an abstract interpreted model is the combination of the modal
symbolic structure exemplified or described by the vehicle and its interpretation
in terms of the target of representation, that is, a structure, a context and a mapping
between the symbols of this structure and the properties of interest specified by the
context.

Definition 3.2 Abstract interpreted model:= {S,C, I } where S is a modal symbolic
structure, C a context and I a mapping between S and C.

A model is accurate if the inferences it allows lead to true conclusions. Remem-
ber that these inferences correspond to the statements satisfied by the symbolic

5Only the first two members are included in this structure, because other members are not mapped
to elements of the context. This is counterintuitive, because the model was initially presented in
terms of infinite sequences. The same would go for a three-dimensional model of a pendulum
in the case presented above: only a discrete, two-dimensional structure is effectively mapped to
the context. One could integrate the full sequences or the full three-dimensional structure at this
stage by considering that the user is confident that the model could be interpreted in a range
of other conceivable contexts, or perhaps more neutrally, that other components of a model are
potentially representational, and therefore fully part of the structure of the vehicle. This would not
affect the following considerations. However, these aspects might be better accounted for at the
communal level that will be addressed in the next section. After all, in the dice example, what is
being represented in context is not an infinite sequence of throws.
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structure of the model, translated into statements about the target by means of the
interpretation. This means that conditions of accuracy are fully determined by the
structure of the vehicle and by its interpretation in terms of the context, that is,
by the abstract interpreted model that the vehicle instantiates. One could think of
abstract interpreted models as giving the content, or “meaning” of concrete vehicles,
by analogy with truth-conditional analysis of meaning in philosophy of language.
This meaning is contextual, since the model is interpreted in terms of a context that
depends on the particular purposes of the agent. Whether the conditions of accuracy
of an interpreted model are met depends on the target. Let us now examine this
aspect.

3.2.4 Accuracy

It is important, for the model to function as an epistemic representation, that the
user assumes or pretends that the model is accurate. Pretence is sufficient, because
a model can be tested, in which case there is no prior assumption of accuracy, yet
inferences are made and operations are performed as if the model was a reliable
guide. The user could also assume more than empirical accuracy. For example, if she
is a realist, she could assume that the model, interpreted in a certain metaphysical
way, correctly describes the fundamental nature of the target, or that the component
of the models that are not actually mapped to the context actually correspond to
hidden properties of the target. But this is not required for the representation relation
to take place (otherwise, idealised models incorporating fictitious entities would not
represent). In any case, these attitudes from the user are mere attitudes; they do not
entail that the model is actually accurate, so misrepresentation is possible.

I assume that the notion of accuracy involved here is purely extensional. As
noted earlier, scientific models sometimes have a modal or probabilistic structure,
and epistemic vehicles bring constraints on possible states of affairs for the target
system. For example, one could infer from a model that if the initial position of a
pendulum were x0 at t0, then it would be x1 at t1, even if the antecedent is actually
false. These possibilities are mapped to the context. I will defend in this work
that such counterfactual reasoning is indeed warranted. But the notion of accuracy
involved, what one could call modal accuracy, is a distinct notion from this one.
We will need a careful argumentation to obtain it (including an adequate notion of
possibility), which has to wait for the next chapters.

I am only concerned so far with a notion of accuracy that captures empirical
successes, and empirical success can only be assessed with regard to actual
properties. So, all statements of the form “if p then q” can be read in the form
of a material conditional and considered trivially true in cases where p is false.

With the present extensional notion, an interpreted model can be considered
accurate if the actual coarse-grained state of the system, restricted to properties
of interest, is among the states permitted by the model interpreted in terms of the
context. For example, a model of a pendulum is accurate in a particular context if
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the sequence of outcomes actually measured is one of the sequences “permitted”
by the model. It is important to remember that a model is interpreted in terms of a
context, and that therefore accuracy is relative, or perspectival, in two respects. It
is relative to our epistemic abilities, because the properties specified by the context
must be accessible, and it is relative to the purposes of the user, because the context
specifies properties of interests (which include relevant degrees of precision). In our
illustration, if after throwing the dice twice, we obtain an odd number followed by an
even number, then the model is accurate, whatever these numbers are, because this
result is permitted by the interpreted model. This is true even if the model would not
be accurate in another context, for example if the user focused on the exact result of
the dice instead of its parity. Finally, representational use is in general performative,
and accuracy can be conditioned on the fact that certain operations are performed
on the target, such as placing a pendulum in a particular initial state. It depends on
our manipulations as much as on our observations.

In science, the actual state of the system will generally be represented by a data
model, which will correspond to one of the possible states or histories specified
by the context. The model is accurate if the actual state represented by the data
model belongs to the set of conceivable states of the context that are mapped to
components of the interpreted model. This comes close to van Fraassen (1980)’s
analysis of empirical adequacy in terms of data models being “embedded” in the
structure of theoretical models. In this case, the statements that are satisfied by the
model, once translated in terms of the context, will be satisfied by the data model,
which amounts to saying that the inferences afforded by the model are true of the
target.

Taking stock, let us introduce an accuracy function that takes the interpreted
model as a parameter, and gives a truth value. Note that only the abstract structure
of the vehicle matters for accuracy, so this function will apply to abstract interpreted
models.

Definition 3.3 accuracy(m): specifies whether the actual, coarse-grained state or
history of the system represented by m is mapped (that is, permitted) by m.

The extensional aspect of this function could be a source of difficulty for
interpreting probabilistic models. The status of probabilities is a thorny issue
that will not be addressed in depth in this book. All I can do here is sketch a
possible way of interpreting probabilistic models. A probabilistic model does not
permit or exclude conceivable states, but it attributes a weight to them, so we
can assume that accuracy is a matter of degree, and that an accuracy function
assigns probabilities instead of truth-values to models. These probabilities would
express the match between the frequencies of actual measurement results and the
probabilities assigned to these results by models, taking into account the sample
sizes (which roughly corresponds to p-values). The attitudes of the user could
perhaps be analysed in terms of rational bets concerning these frequencies. As
is well known, an identification of probabilities with frequencies is problematic.
I will introduce a modal version of adequacy in the next chapter which could
alleviate these worries. Whether or not this is enough for a pragmatist interpretion
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of probabilities would require more analyses, but unfortunately, I will not address
this issue in this work.

The notion of accuracy will play an important role in the next chapter, when the
notion of empirical adequacy will be examined, since the accuracy of particular uses
of a theory can be considered the ultimate benchmark for their acceptability.

3.2.5 Model Choice

We now have a full account of contextual representational use. It consists in
a context, which specifies properties of interest, a concrete vehicle instantiating
or describing a symbolic structure, and an interpretation of the vehicle in terms
of the context, which is a mapping between the two. The context specifies a
set of conceivable coarse-grained states for a target system, and the vehicle and
interpretation restrict this set to a sub-set of permitted coarse-grained states. The
interpreted model is accurate if the actual state of the target is among these permitted
states. A vehicle is used as a representation of a target system if its user assumes or
pretends that the vehicle thus interpreted is accurate.

At this first stage, not much is implied concerning how the user selects or
constructs her model, how she interprets it, and why she assumes or pretends that it
is reliable. It seems reasonable to assume that the selection and interpretation parts
will involve an identification of the type of system that must be represented, and
practical considerations (that the model should be easily computable for example),
as well as background assumptions that are inherited from the epistemic community:
how target systems of this type ought to be modelled, and so on. The user could rely,
for this purpose, on a particular theory and associated stock models. That is, she
can rely on communal norms at work in her community concerning the appropriate
way of modelling particular targets. But this is not necessary for the representation
relation to take place at this first stage. If an agent is superstitious and interprets
patterns in coffee grounds in terms of lottery results, using interpretation rules just
invented on this occasion, and if the agent assumes that this is a reliable means to
win the lottery, then the coffee grounds constitute an epistemic representation of
lottery results at this first stage.

In case the user relies on theoretical background knowledge for choosing or
constructing her model, for example using Newtonian mechanics to predict the
position of a pendulum, this knowledge (Newtonian mechanics) will not depend on
the particular context, and it will remain unquestioned in the context. One could say
that it plays the role of conceptual necessity for the user. But the communal norms
that users rely on in particular contexts can in principle be questioned at a more
general level, taking into account the successes or failures of particular uses, and
they can possibly be revised. This is an important component of scientific activity.
This leads us to the second stage of representation, which concerns the communal
status of representational vehicles.
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3.3 Second Stage: Communal Status

We now have an account of what it is for a user to represent something for epistemic
purposes. The representation relation can be analysed in terms of an interpretation,
that is, a mapping between components of a vehicle and relevant properties of a
target. This is enough to establish a representation relation in the first stage of our
account. However, this might not be sufficient to account for the representational
status of epistemic vehicles, and in particular, of scientific models. What is missing
is a communal component. The purpose of this section is to give an account of this
aspect.

3.3.1 Two Senses of Representation

Our account of epistemic representation so far is very liberal. To borrow Contessa’s
example, someone could use Rutherford’s model of the atom to represent a hockey
puck sliding on ice. Or someone could use a map of Mexico City to navigate in
New York City. These representations would not be accurate, but both would count
as epistemic representations of the hockey puck and New York City respectively, in
this first sense of representation, so long as the user assumes or pretends that they
are accurate.

This way of putting things looks fairly counterintuitive, if not contradictory:
how can the same vehicle be a representation of both Mexico City and of New
York City? However, note that in these examples, the mention of Rutherford’s
model of the atom and a map of Mexico City was not explicated. In practice,
the vehicle used were, presumably, inscriptions on paper. Why think that these
inscriptions correspond to Rutherford’s model of the atom, or to a map of Mexico
City respectively? It would have been as appropriate to simply describe these
examples as uses of inscriptions on paper, and perhaps to observe that similar
inscriptions were once used to represent atoms or Mexico City, and no problem
would have ensued. Yet, our initial formulation seems to make sense, and so there
seems to be a sense in which inscriptions on paper can be considered instances of
Rutherford’s model, or a map of Mexico City, even if not used as such, and even
if not used at all, actually: the map of Mexico City could have stayed in the user’s
pocket; it would still have been a map of Mexico City.

My interpretation of this is the following: the presentation of these examples
mixes two senses of representation. One sense concerns the way the vehicle is used,
and the other concerns its status from the point of view of the community. The same
vehicle can be used as a map of New York City while at the same time having the
communal status of being a map of Mexico City without any contradiction.

We should therefore distinguish between two senses of representation. This
distinction follows the one proposed by Grice (1989) between utterance (or speaker)
meaning and expression meaning (see Sect. 2.4.3). According to Grice, utterance
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meaning corresponds to the belief that a speaker intends to convey to an audience in
a particular context, while expression meaning corresponds to the appropriate use
of words in general: the latter can be analysed as norms constraining the former.
Similarly, the two-stage account of representation distinguishes between contextual
representational use and communal representational status. The contextual use of
a map concerns the fact that a given object is used by someone to navigate a city
(but no particular constraint is put on the object used and its reliability) while the
representational status of a map concerns the fact that an object is rightly identified,
within a community, as a representation of a particular city (but it need not be
used by anyone). The former sense, associated with the attitudes of the user, is the
sense of representation analysed in the previous section. The latter, associated with
communal norms, is the object of the present section.

3.3.2 Licensing

According to the two-stage account of representation, the two senses of repre-
sentation just presented are not independent, in that communal status is defined
by reference to contextual use (but not the other way around). More precisely,
an abstract symbolic structure is a representation of a target or type of target in
this second sense if it is considered optimal, in a community, to use the vehicles
instantiating this structure as representations of this target or targets of this type in
the first sense. Such use is licensed by the community, in the sense of Boesch (2017)
(see Sect. 2.4.2). Let us say that such use is considered relevant in the community.

We have seen that the first sense of representation is typically associated with
representational activities in experimentation. This second sense can be associated
with abstract representational activities when theorising: the development of models
and theories that could, in principle, be applied in many contexts. This includes, for
example, the presentation of a scientific model in a classroom. In these abstract
activities, models do not in general represent concrete objects with which the user
can interact directly. They seem to represent types of objects or fictitious objects.
When concrete objects are used, they serve a heuristic, pedagogical or illustrative
purpose. According to the two-stage account, the aim of these activities is to present
or develop communal norms of representation that constrain particular uses. These
norms take the form of what I shall call general models, which are abstract entities.
General models are prescriptions concerning the appropriate way of representing
concrete targets. Theoretical models are examples of general models. In effect, a
physicist constructing a model of the hydrogen atom in her office is developing
potential norms concerning the right way of modelling particular, concrete hydrogen
atoms (or hydrogen gases) in experimental contexts, and a teacher presenting this
model in a classroom is telling her students how concrete hydrogen atoms ought
to be represented. These norms become effective once accepted by the epistemic
community.
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Norms of representation are not arbitrary conventions. They serve an aim, which
is, I presume, to ensure that representational uses conforming with them will be
accurate. The success or failure of particular uses conforming with these norms
should affect their acceptability. If a map of Mexico City does not enable its users
to go from one point of the city to another, then the map should probably not be
licensed as a map of Mexico City. Perhaps other factors than accuracy of uses are
involved in the assessment of these norms, and perhaps in the case of science in
particular, a more ambitious aim, such as truth, is involved: the axiological debate of
scientific realism will precisely bear on this question. But at the very least accuracy
should be involved as a criterion for an epistemic representation to be licensed.

This deflationary interpretation of epistemic representations in general, and
theoretical models in particular, as conveying norms of use, could be seen as biased
in favour of an instrumentalist picture of science. I do not think that this is the
case: the point made here is that theoretical models do play the role of constraining
particular uses. Perhaps they can receive a more substantive interpretation, in realist
terms for example, either at the general level or at the level of particular uses (I will
sketch such a proposal in Chap. 6, when discussing scientific realism). Perhaps the
scientists constructing these models or using them interpret them in this way, and
perhaps this interpretation is justified. All these remain open questions, and they will
be addressed later in this book. But it could be doubted, a priori, that all scientists are
realists, or that the ones that are instrumentalists fail to represent. All these questions
are secondary from a pragmatic perspective, since a realist interpretation of this kind
is not essential to the function played by these models in the economy of science,
which is what interests us here. So, it makes sense to understand a theoretical model
as providing a set of norms concerning the appropriate way of representing target
systems of a certain type, and then, in a second phase, to wonder if the success
of these uses should be explained by some kind of correspondence between these
models and the world, or if truth is part of the motives of science.

In the case of science, higher-level norms constraining the form that any
acceptable theoretical model could take (in particular, that they should respect the
general laws and principles of the theory) are likely to be involved as well, on top
of the norms constraining legitimate uses of particular models. Being embedded
in a higher-level unifying framework is what distinguishes theoretical models from
other general models. However, not all epistemic representations take place within
a theoretical framework, and yet, they can be associated with norms concerning
their appropriate use, which is what I am interested in in this section. The status of
theories will be addressed in Sect. 3.4.

3.3.3 General Models and Indexicality

Before analysing the notion of relevance involved in norms of representation, let us
first focus on their vehicles: what I have called general models. One can think of
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them as exemplars or prototypes showing how targets of a certain type ought to be
represented in particular contexts.6

The main difficulty for understanding the status of general models is that the
targets and properties of interest in an experimental context are often denoted by
ostentation, from a particular position. The pendulum that an experimenter could
represent in a laboratory does not have a proper name, at least not one that should
figure in a physical theory. A general norm cannot refer to these contextual objects
and properties. It should rather refer to a type of object: the pendulum, or the
hydrogen atom in general.7 But the idea that a model could represent a type of object
could seem a bit mysterious: should this type correspond to a platonic universal
living in an abstract world? At least it seems to commit us to a particular ontology
that an empiricist might like to avoid.

The best way to address this issue without inflating our metaphysical commit-
ments is to borrow from philosophy of language the notion of indexicality, as
analysed by Kaplan (1989). Indexical terms like “I” or “now” do not have a referent
outside of a context, but according to Kaplan, they have a “character”, which is a
function from context of locution to content. They thus acquire a content or referent
in context. For example, the character of “I” specifies that it refers to the speaker, and
the character of “now” to the time of the utterance. Sometimes salience is involved:
“the cat” refers to the salient cat in context. Expressions containing indexicals, such
as “I am hungry”, also have a character, and their particular utterances have content
(in this case, that the speaker is hungry).

General models, the function of which is to convey norms of relevance, can be
conceived of as indexical in this sense. They have a character. For example: the
model represents the salient pendulum; the symbol “O” (the origin of coordinates)
refers to the centre of mass of the salient pendulum, etc. In context, these
components acquire concrete referents that can be the object of concrete purposes,
and the inferences allowed by the model become interpretable in terms of a concrete
object. Outside of a context of use, we can only imagine how these inferences would
be interpreted. When we do so, the model has a fictional target. Imagining a fictional
target is probably what theoreticians do when developing their models, which is why
fictionalist accounts of representation can boast about being able to account for the
way scientists talk about their models (Sect. 2.4.1). But the genuine representational
status of general models is given by their character: the way they could be applied
in various contexts.

We can then understand how a general model acts as a norm licensing particular
uses. A general model can be characterised by a symbolic structure described, for
example, by equations expressed in a theoretical vocabulary. Consider, in a given

6Note that a general model gives us permission to represent a target in a certain way, which does
not preclude that other ways, conveyed by other general models, are permitted as well: the present
account does not preclude pluralism.
7The exception to this is when the target does have a proper name: for example, the sun, or the
solar system.
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context, all possible interpretations of this structure in terms of the context, that
is, the possible mappings between its symbols and properties of interest. From a
communal perspective, only some of these interpretations make sense, and in some
cases, perhaps none of them make sense. Mapping the position of the pendulum in
the model to its colour is not a correct use of the model. Interpreting Rutherford’s
model of the atom in terms of a hockey puck cannot be considered a legitimate use
of this model either within the scientific community, whatever the interpretation,
because a hockey puck is not an atom.

Let us say that the character of a general model specifies, for any context, the pos-
sible denotations of its symbols, that is, the (possibly empty) set of interpretations of
its structure in terms of this context that are licensed by the community, or relevant.
Once interpreted, this structure becomes what I have called in the previous section
an abstract interpreted model, so in effect, the character, or relevance function
of a general model, gives, for any context, the set of abstract interpreted models
instantiating this structure or part of this structure that are licensed. Let us call a
general model the combination of a symbolic structure and a character.

Definition 3.4 General model:= {S, r} where S is a modal symbolic structure and
r a function taking a context C as a parameter and returning a set of abstract
interpreted models {m} each instantiating a sub-structure of S interpreted in terms
of C.

In sum, a general model is characterised by its structure and by its set of licensed
representational uses. The relevance function ensures that a model of the hydrogen
atom does represent an hydrogen atom, and not a hockey puck, and that the position
of the electron in the model represents the position of an electron, and not any other
property. This notion can easily be extended to concrete vehicles, so as to account
for the fact that, say, a sheet of paper with particular inscriptions is a map of Mexico
City. In this case, the concrete vehicle is also associated with a relevance function.

Note that it is enough for the interpreted model to instantiate a sub-structure of
the general model, because in particular contexts, users might not be interested in the
complete structure. For example, a user could use the general model of a pendulum,
but assume, because of empirical inputs that are specific to the context, that the
initial position of the pendulum has a particular value. Dynamical parameters will
also be fixed by the context. In this case, the modal structure of the general model
comprises all possible initial positions and dynamical parameter values, but the
structure of the interpreted model only contains one possible initial value. In this
sense, we can say that the interpreted model makes the general model more precise,
in a way that is similar to Giere (1999)’s account of the relationship between abstract
and concrete models (see Sect. 2.3.1). Contexts are also bounded in space and
time and denote discrete properties in finite number, while a general model can
be infinitely extended and continuous.

These observations agree with our remarks from the previous section on the
fact that an interpretation is akin to a projection on a perspective. We could say
that a general model synthesises various possible perspectives on a type of object
associated with potential contexts, and sometimes an infinity of them.



3.3 Second Stage: Communal Status 53

I assume, for the sake of generality, that more than one application of a general
model could be licensed in a given context, although I presume that in general,
at most one will be licensed. It could also be that none are licensed if the general
model does not apply to the relevant target in this context, in which case the function
r returns an empty set. For example, Rutherford’s model of the atom will have no
licensed interpretation if the context refers to a hockey puck. Thus, the character of
a model delimits its domain of application, which is the set of contexts for which
the relevance function returns a non-empty set.

This domain of application can be associated, intuitively speaking, with the
type of object that the model represents. For example, the model of the pendulum
represents a certain type of mechanical system, which can be characterised by the
features shared by all contexts in which the model has licensed interpretations: the
general characteristics of pendulums. However, it is important to remember that
these contexts are associated with particular purposes, so that the type associated
with a general model does not necessarily correspond to a factual category of
objects or to a natural kind. It is more accurate to associate it with a category of
purposes, or type of activity, which, incidentally, can concern a category of objects
(see Knuuttila and Boon 2011 for a similar view). Pendulums are classified as such
from a perspective which focuses on mechanical characteristics for instance, and
this perspective implies a certain type of activity. Similarly, a map can be associated
with a type of activity, such as navigating in a particular city.

It will be useful, for notational purposes, to introduce a new function that
specifies the set of applications of a model that are licensed. This function, let us
call it relevance, takes a general model and a context as parameters, and returns a
set of abstract interpreted models.

Definition 3.5 relevance(M,C): specifies the set of abstract interpreted models
{m} that correspond to licensed uses of a general model M in a context C.

This function is introduced for the purpose of simplifying notations, but it brings
nothing new: it amounts to applying the function r of the general model M to the
context C, where M and C are its parameters.

In the following chapter, empirical adequacy will be defined in terms of the
relevance and accuracy functions.

3.3.4 Relevance

Let us say a bit more about the notion of relevance.
According to the two-stage account of representation, general models are index-

ical, and their main function is to convey norms of representation, that is, to specify
a set of relevant uses for a given symbolic structure. Whether an interpretation is
licensed or not can depend on many things.

For example, whether or not a particular use of a city map is licensed will
typically depend on a correct interpretation of its symbols: such symbol should be
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interpreted as a street, as a metro station, and so on. In the case of science, this will
correspond to a correct interpretation of theoretical vocabulary: the position of an
electron in a model can be mapped to the result of a measuring apparatus that was
designed to measure particle positions, but not to an apparatus that measures the
strength of the electric field or whatever other property. Since we are assuming that
the contexts in which theoretical models are interpreted are theory-laden entities,
interpreting the theoretical vocabulary correctly simply means that a position in the
model should be mapped to a position in the context, or to say it differently, that a
particular symbol of the general model is a position, and not any other property.8

A map should also be oriented correctly for appropriate uses, and I assume that
this aspect boils down to a correct interpretation of symbols (the North symbol, for
instance).

Other norms of relevance concern factual knowledge, postulates or hypotheses
concerning particular types of targets, including what is often referred to in the
philosophy of science literature as auxiliary hypotheses. However, these norms are
conveyed differently. A map will be licensed by the community for being used in
Mexico City because it contains the relevant features of the city. Similarly, in the
case of science, a model of the solar system should contain eight planets, or a fluid
should be modelled using Navier-Stroke’s equations. This means that a model with
only six planets will have no legitimate interpretation in a context where the solar
system is represented. Norms of this kind do not concern the mapping between
symbols and contexts, but rather the type of system that is being represented (or the
particular system if it has a proper name), or the type of activity for which the model
can be used. If the target of representation is not the right one, or not of the right type,
then no interpretations will be licensed. If it is the right one, then the model conveys,
by means of its structure, appropriate ways of representing this target or type of
target. As said earlier, this does not prevent other models to be licensed as well, but
we can assume that the fact that a model is licensed precludes incompatible models
to be licensed as well, so that the model implicitly conveys norms concerning the
right way of representing targets of a particular type for particular purposes. A
relevant type of target is specified by the context by means of a fixed property (see
Sect. 3.2.1), which can be simple (“being a fluid”) or correspond to a more complex
description, in which case the role of the general model is also to define a certain
category of objects or activities.

The mention of activities is important, in particular in science, because whether
or not an interpreted model is relevant also depends on contextual aspects that
do not have to do with the represented object, but with the purposes of the
user, in particular, relevant properties and expected degrees of precision. A metro
map can be used for some purpose, such as going from one station to another,
but not for another, such as evaluating the distance between stations, because it
distorts distances. In science, some idealisations, such as ignoring air friction in a

8Questions related to the operationalisation of theoretical terms will be addressed in Sect. 3.4.2. As
I will argue, norms of operationalisation are not conveyed by theoretical models.
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mechanical model or considering that a gas is infinitely extended, could be relevant
in a context, but unacceptable in another, even though the target system is exactly
the same, only because levels of requirement are higher concerning some accessible
properties. Whether or not neglecting friction is acceptable given expected degrees
of precision depends on theoretical considerations, so it cannot be captured by
a correct interpretation of symbols alone. But this sensitivity to purposes can be
readily captured by the fact that a character is a function that takes the context as a
parameter.

In sum, the relevance function mixes three potential aspects:

1. the correct interpretation of the symbols of the general model,
2. factual knowledge or theoretical postulates associated with a target or type of

target, and
3. acceptable idealisations in a given context.

Relevance does not imply accuracy. The fact that the epistemic community
considers that a particular use of a model is correct does not mean that this model is
accurate. At this stage, misrepresentation is also possible. However, as noted earlier,
relevance is likely to be sensitive to general empirical inputs, in particular if norms
associated with factual knowledge or postulates concerning a type of target and
activity are involved. A map of Mexico City is licensed as such by a community in so
far as it has proved its reliability. The map can contain mistakes. However, it would
be surprising if it got nothing right about its target: why was it licensed in the first
place? The right way of modelling phenomena of a certain type presumably depends
on a certain accuracy of past uses of the norm, that is, on a certain experience
accumulated within the community. In this sense, accuracy is not a condition for
a model to represent its target, but one could say that a certain degree of accuracy
is a by-product of the licensing process, so that a model representing a target in the
communal sense will often be accurate.9,10

However, in the case of science, the domain of application of a general model
is sometimes extended to yet unexplored contexts, and there is no guarantee that
the model will still be accurate in these new contexts. So, the fact that norms of
relevance are responsive to empirical inputs and that they build on past experiences
does not preclude cases of misrepresentation.

9This could shed light on the controversy between similarity-based and user-centred accounts of
representation (see Sect. 2.3.2).
10Note that according to this account, idealised models only “misrepresent” their targets in the
sense that the range of contexts for which the model is licensed is deliberately limited. The idealised
model does not misrepresent when it is properly used, because it affords inferences that lead to true
conclusions. It would misrepresent if it were used in more fine-grained or more comprehensive
contexts to represent the same target. Although this contradicts a common characterisation of
idealisations in terms of deliberate misrepresentation, I think that this consequence of my account
is not problematic. A map of metro stations that distorts distances does not really misrepresent its
target once it is acknowledged that it does not aim at representing the distances between metro
stations in the first place.
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Incidentally, norms of relevance are in principle revisable. The best way of
applying a general model, of delimiting its scope and of classifying phenomena
that must be modelled differently, can be learned by experience. As we will see,
part of the axiological debate on scientific realism concerns the values that drive the
revision of norms of relevance.

3.3.5 Modularity and Composition

Our account of representation is incomplete as it stands, because of a feature of
general models that is particularly salient in science: their ability to combine into
more complex models. Simple models can be used to construct more complex
models, and in these cases, the simple models are not directly interpreted in terms
of contexts, or not always. For example, a biologist interested in the progression
of a virus in human organisms will have at her disposal various licensed models
representing the different steps of this progression: the virus binding to proteins
and entering the host cell, the transcription of the viral genome, etc. (I owe this
example to Mitchell and Gronenborn 2015). The simple models used in this complex
representation can be separately interpreted in terms of particular experimental
contexts, and validated in these contexts, for example, when the characteristics
of a single protein are observed by chromatography. However, the composite
model will typically be interpreted in contexts where the simple models are not
directly interpreted, for example when monitoring the effect of a medicine on the
progression of a virus. These contexts do not overlap. This is an example from
biology, but it should not be difficult to find similar cases in physics or other
disciplines.

What is important is that in such cases, the relevance functions of the simple
models are not involved directly (or at most, only partially), since the features of
these simple models are not the focus of the users’ interests. To be sure, the fact
that a simple model purports to represent a certain kind of protein and that its
symbols are interpreted in a certain way matters for the construction of a composite
model. However, these norms of relevance are, so to speak, absorbed in the norms
of relevance of the composite model.

This does not affect the previous remarks. It only implies that a new kind of
norm plays a role in representation, which I shall call compositional norm. A
compositional norm can be conveyed by an abstract model describing a “pattern”
(the progression of viruses in general), the details of which are filled in by simple
models to yield a composite model. I suppose that there is some flexibility in
the construction of composite models. In virtue of this flexibility, compositional
norms do not preclude the existence of norms of relevance that are specific to the
composite model. For example, it is likely that among the many legitimate ways of
combining simple models to represent the progression of one particular virus in an
organism, only some are eventually licensed by the epistemic community. In this
case, the composite model incorporates norms of relevance of its own, conveyed
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by the chosen combination (the simple models that were used and the precise way
in which they were combined). These norms are intuitively associated with factual
knowledge about the target of representation: that such protein is involved in such a
way in such phenomenon, and these norms do not supervene on the relevance and
compositional norms that were used in the construction of the composite model.

Interestingly, the fact that the simple models are independently licensed in their
own contexts of application seems to confirm the legitimacy of the composite model.
Conversely, the fact that various combinations of a simple model are licensed could
confirm the legitimacy of the simple model. This aspect will be addressed in the next
chapter. However, just like for other norms, a realist interpretation of composite
models in terms of material composition is not required, in so far as we are only
concerned with the pragmatics of representation.

3.3.6 Explanations

This account of representation is deflationary in spirit. The main idea is that
epistemic models convey norms of representation, which can then be applied in
context in order to make inferences about concrete targets of representation. This
deflationary aspect might seem unsatisfactory to some readers. In particular, one
could object that general models do more than just licensing inferences in particular
contexts. The scientific models presented in classrooms, for instance, give us a
certain understanding of the world, notably because they explain phenomena of
interest.

We cannot reasonably address the debate on scientific realism without saying
a word about explanations, because of the inextricable link between the two (this
link will be explored in Chap. 6). It is generally accepted that one of the main roles
of scientific theories and models is to explain natural phenomena. The point raised
here is that one could wonder how the notion of explanation fits in the account of
representation presented in this chapter.

Explanations are often thought to be part of a family of interrelated concepts
including laws, causation and counterfactuals that are modal in character. Thus,
among the major theories of explanation are accounts in terms of covering laws
(Hempel and Oppenheim 1948), unification (Kitcher and Salmon 1989), causal
mechanisms (Salmon 1984) or counterfactuals (Woodward 2003; Saatsi and Pexton
2013). Evaluating these various accounts is beyond the scope of this work. However,
it is reasonable to assume that whatever theory of explanation one adopts, general
models, as defined in this section, actually have all the necessary features to be
explanatory.

Indeed, the relevance function of a general model brings unity to its various
possible applications (this notion of unity will be analysed in Sect. 4.3.3). Although
this might not imply a fundamental law of nature, it makes sense to assume
that proposing a general model is tantamount to proposing an experimental, or
phenomenological law (this will be defended in Sect. 5.2.2). As for causation
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and counterfactuals, I have noted that interpreted models generally have a modal
structure, and this makes them fit for representing causal processes and allowing
for counterfactual reasoning (I return to this aspect in Sect. 4.2.6). The possibility
to combine simple models into more complex ones could also be relevant to
the notion of mechanism, on which there is a growing literature. The present
account of epistemic representation does not purport to be an account of the
psychological aspects associated with explanations and understanding, because I
think that these are derivative rather than essential features of representation, but
there is no principled incompatibility between this account and the idea that models
are explanatory.

The theories of explanation mentioned above do not exhaust the landscape of
philosophical positions on the topic. Some authors have argued that all these theories
are unable to account for the sensitivity of explanations to purposes and contexts.
For example, we might explain a death following a car accident by invoking
either multiple haemorrhage, negligence on the part of the driver, a defect in the
brakeblock construction or the presence of tall shrubbery at that turning, depending
on our focus (Hanson, cited by van Fraassen 1980, p. 125). Or we might explain the
length of the shadow of a tower by invoking its height and the position of the sun
in one context, and explain the height of the very same tower from the length of its
shadow if the tower was designed to cast a shadow of a certain length in another
context (van Fraassen 1980, ch. 5). According to van Fraassen, an explanation
is an answer to a “why question”, and the answer depends on the contrast class
or (as in the examples above) on the relevance relation implied by the context.
This relation of relevance notably affects what counts as a fixed background for
counterfactual reasoning. Van Fraassen claims that “scientific explanation is not
(pure) science but an application of science. It is a use of science to satisfy certain of
our desires.” This relation to a context is all there is over and above the descriptive
content of the explanation given by the theory, and this allows van Fraassen to claim
that explanatory power simply derives from the adequacy of the theory. Given the
contextuality of the present account of scientific representation, where the context
encapsulates the interests of agents for particular applications of a model, including
fixed and variable properties (Sect. 3.2.1), it should be clear that this account also
has the resources to address this aspect of explanations, and in a way that is more
closely associated with scientific activities than what van Fraassen suggests. Users
of a scientific model assume that the model would apply to different contexts, so the
unificatory aspect is still present.

Whether or not an explanation needs to be true to be a good explanation is at the
centre of the controversy between empiricists and scientific realists. I will defend in
this work that the interpreted models of our best theories can be considered accurate
including for merely possible situations, where the possibilities considered are
mind-independent. I will also defend, in an empiricist spirit, that an explanation only
needs to be empirically adequate in this modal sense to be acceptable. The modal
component of empirical adequacy that a modal empiricist puts forth makes this
assertion more plausible, given the modal characteristics of the family of concepts
just mentioned. For a modal empiricist, the modality of counterfactual inferences
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can be interpreted “literally”, in terms of real possibilities, and the same goes for
causal assertions and experimental laws. This means that for a modal empiricist, the
link between the adequacy of a model or theory and its explanatory power is quite
straightforward.

One could have the impression that this account is still insufficient, perhaps
even as an account of representation in general, because scientific models are
often interpreted in a more pictorial, or perhaps metaphysical way. Consider, for
example, the model of the ideal gas in statistical mechanics, which depicts gases as
being composed of molecules bouncing off one another like billiard balls. It could
seem like this model is more than a set of potential mappings between aggregate
properties of its mathematical structure and accessible properties of concrete targets
(typically, mean velocities and temperatures). It depicts gases in a certain way that
is not exhausted by these potential mappings. One could also have the impression
that this depiction participates in the explanatory power of the model.

Perhaps such pictorial aspects are often involved in representation, but in so far
as they do not affect our interaction with concrete target systems, I would say that
they merely play a heuristic or psychological role, and that they do not concern us
here. The present account only aims at capturing the pragmatics of representation
in a minimal way. In any case, as said earlier, one is free to complement this
account with a realist notion of interpretation. But such a notion is not required for
representation to take place, and I would say that it is not required for explanations
either. For example, I would argue that an explanation of the emission spectrum of
a material from a quantum mechanical model of the atom is the same explanation
whether we interpret the wave function as a nomological entity relating to particles
or events, or as an ontological entity such as a multi-field. In sum, one’s preferred
metaphysics does not affect the status of scientific explanations. This point will be
discussed in Chap. 6. In the meantime, let us simply assume that the present account
correctly captures the pragmatic aspects of representation, including when it comes
to explanations.

3.4 The Norms of Representation in Science

We have now detailed the two stages of our account of representation: the first stage
is formalised in terms of interpretation, which is a mapping between a symbolic
structure and contextual properties of interest, and the second stage is understood
in terms of communal norms constraining these interpretations, where these norms
are conveyed by general models associated with functions from context to licensed
interpretation. We have seen that simple general models can be combined into more
complex ones, and this process is also constrained by communal norms conveyed
by more abstract models.

So far, the account of representation described could be applied to any kind of
epistemic representation. The aim of this section is to focus on scientific theories in
particular, and examine the norms that play a role in the application of these theories.
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I do not think that there is a specific problem of scientific representation, in the
sense that what constitutes the representation relation in science would differ from
what constitutes epistemic representation relations in general. In this respect, I agree
with Callender and Cohen (2006) that the problem of scientific representation is
merely an instance of the demarcation problem (see Sect. 2.4.1), that is, the problem
of understanding which kinds of epistemic vehicles are considered good or bad
for the purposes of science. Representational vehicles across different scientific
disciplines, such as economics, psychology, biology or physics, and different
activities, such as prediction, technological development or foundational theorising,
are various. Many types of vehicles used in science, such as maps or diagrams, are
also used outside of science. The odds of finding a common characteristic that is
unique to science seem low. The idea that science is an institution characterised by
shared values, in light of which some general models can be considered good and
others bad, seems much more promising to me.

Having said that, it seems reasonable to believe that one of the characteristic
values of science is the search for unifying frameworks, or theories, and that it is
possible to say a bit more about this aspect. This means focusing on one particular
type of scientific vehicles: theoretical models. The point is not to characterise how
these particular models represent, because there is nothing specific to them in this
respect, but to characterise the theoretical frameworks in which they are embedded,
and the norms of relevance associated with them. I will focus here on two related
aspects: theoretical laws and principles on the one hand, and the interpretation of
theoretical vocabulary on the other. Finally, I will say a word about the notion of
layers of representation.

3.4.1 Theoretical Unity

I take theoretical models to be general models, with the further characteristic of
being incorporated in a more general framework, the theory. Following the semantic
conception of theories, we can simply say that theories are families of general
models.

Each theoretical model comes with a relevance function that constrains its
possible applications. As noted earlier, these relevance functions would typically
encapsulate factual knowledge or postulates that are specific to a target or type
of target (or rather, the fact that some structures are relevant for some types of
targets conveys this factual knowledge). This ensures a certain autonomy between
models and theories, as observed by Morgan and Morrison (1999) (see Sect. 2.3.1).
However, as noted in Sect. 2.2.2, theoretical models share a common vocabulary,
and they are organised by laws and principles. A theory is not a disparate collection
of models that have nothing in common. For this reason, one might want to
characterise theories by providing further norms that specify the set of models that
are acceptable as models of the theory, as well as their general interpretations in
terms of potential contexts. These norms would typically correspond to the general
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laws and principles of the theory, and their relations with the models of the theory
could be specified in Tarskian terms: only the models whose structure satisfies
the laws of the theory are models of the theory. In addition, norms governing
the combination of simple models into complex ones could be considered. In
some cases, these compositional norms might already be implied by the laws and
principles of the theory that any model must respect.

Since the interpretation of the symbols of a general model is conveyed by
its relevance function, and since general laws are expressed in terms of these
symbols, one could view theoretical norms as meta-norms constraining acceptable
relevance functions for particular symbolic structures. For example: a symbol can
be interpreted as a position only if it respects theoretical constraints with regard to
positions in general (their relation to velocities, masses, forces, etc.).

I have claimed earlier that general models are explanatory. One can think of meta-
norms as giving the form that explanations must take in a particular field of inquiry
built around a particular theory. For example, in Newtonian mechanics, explanations
should involve forces. In the theory of evolution, explanations should involve
selection mechanisms. Perhaps, drawing inspiration from Giere (1999), norms and
meta-norms could be combined into a hierarchical picture, with various levels of
abstraction for norms, all these norms being conveyed by more or less abstract
general models (see Sect. 2.3.1). The “character” of more abstract models could
be a function from types of contexts to more concrete models. Some subdisciplines,
for example, evolutionary psychology taken to be a subdiscipline of biology, are
based on general hypotheses (the controversial massive modularity of the mind in
evolutionary psychology) which seem to boil down to constraints on the form that
explanations must take in this particular field of inquiry, on top of the constraints of
the fundamental theory. One could think of Navier-Stroke equations as giving the
form that explanations must take in fluid mechanics, and the same rationale could
be given for more specific theoretical models, which would constrain the form of
contextual explanations by means of their relevance function.

A problem with this characterisation of theories in terms of meta-norms of
relevance is that as noted in Sect. 2.3.1, some idealised models distort theoretical
laws or are based on more than one theory. A model of the solar system where the
sun is fixed in its reference frame does not strictly satisfy the laws of Newtonian
mechanics, because planets should also exert a gravitational influence on the sun,
but this simplification is often used. However, this is not so much a problem, at least
for an empiricist, assuming that these idealised models generally make the same
coarse-grained predictions as a model that does respect the laws of the theory. This
means that the accuracy of an idealised model is apt to confirm the accuracy of the
corresponding model of the theory. Meta-norm infringements do not matter if there
are good reasons to think that they do not make any practical difference.

One could be tempted to downplay the importance of higher-level theoretical
laws, and think of theories in terms of disparate models only. However, there are
good reasons to assume that such meta-norms exist. One reason is that it ensures
that the theory can be extended to new types of phenomena. Sometimes, scientists
apply a theory to hitherto unexplored types of phenomena by constructing a new
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model. As we will see later in this book, the success of such extension plays a
central role in the debate on scientific realism. If there were no rule constraining the
construction of these new models, then successful extensions of the theory would
not be indicative of any kind of success at the theory level. However, the history of
science shows that these extensions play an important role in the general acceptance
of theoretical frameworks (see for example Zahar 1973).

A second reason to accept these meta-norms is that they can provide identity con-
ditions for theories. I have mentioned earlier that norms of relevance are revisable
when they concern factual knowledge or domain-specific postulates. Presumably,
new norms of relevance become licensed when new models are constructed for new
applications of the theory. This means that a theory, characterised as a family of
general models, can evolve, but it remains the same theory. Having fixed meta-norms
at the theory level constraining the set of legitimate general models is important for
explaining in what sense it is still “the same theory”, and in what sense updating
the way particular target systems are represented in Newtonian mechanics is not the
same thing as switching to a completely different theory such as general relativity.
This distinction seems important to account for the way science functions.11

At this point, we could go as far as claiming that a theory is just a set of
meta-norms, and that factual knowledge or posits concerning particular domains
of application, that is, the norms conveyed by theoretical models, are not part of
the theory itself. This way of thinking is quite common in philosophy. For example,
domain-specific posits are often called “auxiliary hypotheses”, implying that they
are not really part of the theory itself. This would mean that the collection of
models that characterise a theory (any model satisfying these meta-norms) would
be much larger than the collection of models actually licensed by scientists. In
this context, having an intermediate level of general models between theories and
interpreted models could even seem superfluous: one could just as well say that
a theory is a very abstract general model licensing many interpreted models in
particular contexts. However, I believe that it makes more sense to construe a theory
as a family of licensed theoretical models with specific members that incorporate
domain-specific norms, and to take meta-norms to be mere identity conditions for

11Having said that, I should note that I do not want to be too sanguine about the idea that
theories have strict rather than vague identity conditions. French (2017) has argued against this
idea. Identifying different theories or research programmes such as Newtonian mechanics, general
relativity or the theory of evolution is, at least, a convenient way of talking about the product of
science, perhaps in the same way as identifying musical styles is a convenient way of talking about
the product of the music industry. Theories are probably more easily delineated than musical styles,
by means of meta-norms that persist even when local models evolve. However, these meta-norms
might also be flexible. The picture is also complicated by the fact that some models are constructed
using more than one theory (style fusion does not only happen in music!). I will not give detailed
answers to questions such as “would Newtonian mechanics still be the same theory if the law of
gravitation were different, or if it were expressed in geometrical terms instead of forces?” in this
work (the question of theory equivalence is briefly addressed in Chap. 8). Although I will talk as
if theories and their models could be strictly identified, the notion of meta-norm is more important
for the purpose of this book than the notion of theory.
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the theory.12 In this context, we could distinguish between licensed models and
candidate models. The former are licensed models of the theory, and the latter are
not, but they still satisfy the meta-norms of the theory, and they could be used for
application of the theory to new domains.13

An argument for this approach will have to wait for the next chapter. Until then,
let us just say that it makes it easier to characterise the aim of science, taking theories
to be the main product of scientific activity, because domain-specific theoretical
models are certainly an important product of scientific activity. Understanding them
as merely instrumental in confirming the meta-norms that characterise the theory
seems too reductive.

In any case, we can remain neutral in this matter for the moment by simply
sticking to our understanding of theories as collections of general models, without
presupposing anything concerning the way these models are organised.

Definition 3.6 Theory:= collection of general models {M}.
The actual domain of application of the theory is fully specified by these models

and their relevance function. Including candidate models as well gives us a larger
domain, which we could call the potential domain of application of the theory. One
could characterise the cognitive content of the theory by the relevance function
defined above, restricted to the models of the theory, since it tells us exactly how a
theory ought to be applied in any context.

3.4.2 The Interpretation of Theoretical Terms

One specificity of the characterisation of the range of acceptable models of a theory
by means of general laws and principles is that these laws and principles are
expressed in a theoretical vocabulary that is shared by all theoretical models. For
example, the laws of Newtonian mechanics relate forces, masses and the second
derivative of positions. Without this common vocabulary, not only could models not
be organised by general principles, but they would be pure structures, without any
connection to experience. So far, I have not dealt with the way this vocabulary is
interpreted in particular contexts, that is, the way it is transcribed into observations
and manipulations of target systems. I have simply assumed that contexts are theory-
laden entities, and that theoretical structures are mapped to the context. It is now

12This is analogous to Lakatos (1978)’s distinction between the core of a research programme (a
sequence of theories sharing this core) and its protective belt.
13Finer distinctions can be made: for example, a complex model combining licensed models looks
like a better candidate than one that combines non-licensed ones. Some candidate models are
incompatible with licensed models. In a hierarchical account, the place of candidate models in
the hierarchy could also matter.
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time, before concluding this chapter, to say a bit more about the relation between
theoretical terms and experience.

As remarked in Sect. 2.3.3, the transcription between theoretical terms and
observations or manipulations can be fairly complex. It can involve statistical
techniques used to extract relevant information from brute data, or data clean-up
considering contextual factors. It can involve auxiliary theories from which the
outcomes of measuring apparatus are interpreted, as well as practical knowledge
concerning the appropriate use of these apparatus, and a conceptual ability to
recognise relevant patterns. Most factors involved in scientific experimentation
go far beyond the local context (for example, knowing that such apparatus was
manufactured by a trustworthy company, that it was bought recently and should
work properly), and attempting to codify them all in terms of systematic rules of
application for the theory is hopeless.

Nevertheless, it seems reasonable to assume that all these aspects follow
communal norms constraining particular uses, such as legitimate operationalisations
for quantities, in the same way that the choice of a theoretical model to represent
a particular target follows communal norms. The relevant community in this case
is, I suppose, the community of experimenters. These norms are directed towards
particular values: the stability and reproducibility of experimental results, and the
unification of various operationalisations when they give similar results. As before,
we do not need to presuppose that any version of realism (such as entity realism) is
implied, as long as these norms capture the surface features of experimental practice
in science. Whether experimental successes warrant the belief that theoretical terms
refer to natural properties is a secondary question from a pragmatic perspective.
This question will be addressed later in this book.

These experimental norms can perhaps overlap with theoretical norms in case
auxiliary theories are used in experimentation, for example, when they are involved
in understanding the functioning of apparatus. At least both types of norms
should be coherent. However, the way they affect each other is not necessarily
unidirectional (see Sect. 2.3.3).

I mentioned earlier that theoretical models can be combined into more complex
ones, and it could be thought that this notion of combination is enough to
account for experimental contexts from a theoretical perspective, without assuming
separate experimental norms. The idea would be that the models that are ultimately
confronted with experience are complex combinations of the kind described earlier,
typically a combination of a model of the target system and a model of the
instruments involved in measuring this target. This idea is idealistic, and I believe
that we should keep experimental and theoretical norms distinct for at least three
reasons.

Firstly, scientific instruments need not be entirely modelled in a theory to
be considered reliable (see Sect. 2.3.3). Experimental techniques often evolve
independently of theories, and they can survive theory change, so these two types
of norms have a certain autonomy.

Secondly, if theories only were involved in the mapping between theoretical
terms and experience, we could fear an experimental regress: the theories would be
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confirmed or discarded by their own lights. A quantity would count as a temperature
in a data model only if it respects the laws of thermodynamics, and thermodynamics
could never be rejected by any experiment, because all data models would respect
its laws. But in general, the circularity is not complete (Franklin et al. 1989). Even
when measuring instruments are modelled in a theory, these theoretical models must
be connected to our observations, and this is the role of experimental norms.

The third and final reason for maintaining a distinction between theoretical and
experimental norms is that the interests of model users rarely lie in the position
of needles or in the value of numbers displayed on a screen. They are interested
in theoretical quantities, and theoretical models can be operationalised in various
ways. A theoretician developing a suitable model for a given type of phenomenon
will follow theoretical considerations, perhaps taking advice from empirical inputs
expressed in theoretical terms. She need not be bothered by the precise way these
empirical inputs were produced, or by the various ways in which her model could be
operationalised. This is a problem for experimenters. The same goes for someone
applying this theoretical model for concrete purposes: particular operationalisations
are contingent with respect to her purposes, which are generally best expressed in
theoretical terms. All that is required is that these operationalisations are efficient.

I would say that the respective domains of application of experimental and
theoretical norms are mainly determined, in context, by users’ particular interests.
It might sometimes be useful to model instruments in the theory for some purposes
(when manufacturing these instruments, or when trying to understand their func-
tioning), in which case theoretical norms of representation will be applied, but for
other purposes, it will be enough to assume that these instruments are reliable and
to follow experimental norms. The two kinds of contexts involved are distinct. The
fact that users’ interests can vary, and that experimental or theoretical norms can be
applied at different places for a single target of representation depending on these
interests (modelling or not an instrument in the theory), imposes a certain coherence
between these two types of norms. This could explain why experimental norms are
impacted by theories, or conversely. However, the separation between two domains
of application for communal norms, one “upstream” and one “downstream” from
where a particular user’s interests lie, one concerning the target of representation
and one its measuring environment, is always present whatever the context, so these
two types of norms are distinct.

This division of labour between theory and experience makes sense because
a theoretical model purports to represent a type of phenomenon, and not brute
contextual data (see Sect. 2.3.3 for the distinction between data and phenomena).
One could say that the role of experimental norms is to connect data and phenomena,
while theoretical norms only concern the representation of phenomena (including
sometimes the ones that occur in measuring instruments).

All this to say that experimental norms are not conveyed, but assumed by
theoretical models, which legitimates the stance of considering contexts to be
theory-laden entities that has been adopted so far. The norms associated with
licensed operationalisations of theoretical terms and the norms associated with
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the relevance of theoretical models for representing particular types of phenomena
should be kept distinct.

3.4.3 Layers of Representation

Shall we say that experimental norms are conveyed by general models, just like
theoretical norms, and shall we apply the same account of representation to
them? I believe that we can, at least to some extent. A general model unifies
various contextual uses, and similarly, theoretical terms unify various possible
operationalisations, so there seem to be a relevant analogy. One type of model is
involved in particular: what Suppes (1969) calls a model of the experiment. These
models act as mediators between a theoretical model and experience. They are
involved in the interpretation of brute data and in the construction of data models
that are apt to represent phenomena. For example, a model of the experiment could
be used to synthesise astronomical data gathered from three different telescopes
located in different places, so as to describe a phenomenon in a way that is relatively
independent of the precise location of these telescopes14 (Bailer-Jones 2013, pp.
170–171).

Arguably, a data model and a model of the experiment are epistemic represen-
tations of a particular target, which is an experimental configuration, and since our
two-stage account of representation is not restricted to theoretical models, it should
apply to them as well.

If models of experiments and data models are epistemic representations, then
according to our account of epistemic representation, they should be interpreted in
terms of a context. If their role is to connect theoretical terms and direct observa-
tions, then the contexts in which they are interpreted are presumably superficial ones
associated with directly observable objects described in natural language instead of
theoretical properties: apparatus, needles, computer screens, etc. These contexts are
also presumably quite broad (as noted earlier, the manufacturer of an apparatus
can be relevant). So, an interpreted model of the experiment would provide a
mapping between a symbolic structure expressed in a theoretical vocabulary, which
typically specifies a set of conceivable outcomes for an experiment, and a broad
experimental context interpreted in natural language. As in the case of theoretical
representation, only some of the conceivable states specified by the broad context
are “permitted” by the interpreted model: the others would not correspond to the
intended experiment.15 Some of these interpretations of theoretical terms in terms of

14Note that this is not the same as modelling the telescopes in the theory.
15We can see that in experimentation, the direction of fit is typically from the experimental context
to the model: if the model is inaccurate, then the experimental context must be adjusted, not the
model. This could provide another way of distinguishing the respective domains of application of
experimental and theoretical norms (but there might be complications).
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broad situations are licensed by the community: they correspond to the appropriate
ways of operationalising these theoretical terms. They might be conveyed by general
models of experiments that would represent types of experimental activities. In this
sense, norms of experimentation could be conveyed by general models, at least in
part, in full compatibility with the account of epistemic representation presented in
this chapter.

I have claimed earlier that the notion of context is close, in the case of science,
to the notion of model of the experiment proposed by Suppes. A model of the
experiment determines the “form” of the data. This can be expressed, as proposed by
Suppes, by providing a set of conceivable data models, in the same way our notion of
context specifies a set of conceivable theory-laden states for a target system. What
could seem puzzling is the idea that these models of experiments would play the
role of a context for theoretical models, while being themselves interpreted in terms
of a context. This implies several representational layers: a theoretical structure is
interpreted in terms of a model of the experiment, which is itself interpreted in terms
of superficial properties of an experimental configuration. Having several layers of
representation is not necessarily problematic (a similar idea has been suggested by
Latour (1993), and, in a more formal context, by Bueno (1997)), but one could
wonder whether this leads to an infinite regress, or if at some point, a context need
not be interpreted anymore: is the broad, superficial context in which a model of the
experiment is interpreted an epistemic representation as well? In terms of an even
broader and more superficial context perhaps? But where shall we stop?

This touches on a deep philosophical question that has to do with the relationship
between representation and the world in general. Van Fraassen (2008, pp. 253–261)
discusses a similar issue, and claims that the fact that a data model is a representation
of its target is a “pragmatic tautology”, in the sense that claiming “It isn’t so, but
I believe that it is” is not a logical contradiction, but is pragmatically awkward.
This strategy can be seen as a way of stopping the regress at the level of data
models. With this kind of pragmatic tautology, there is nothing more to be said
in terms of relations between various representations, since the link is between
our representations and the world directly. However, assuming our two senses of
representation (Sect. 3.3.1), this claim is ambiguous. On the one hand, considering
contextual use, the fact that a data model is a representation of its target does indeed
look like a pragmatic tautology, in so far as contextual representational use rests
on the intentional attitudes of users. But this is true of any kind of contextual
representation, including when a map or a theoretical model is used, and there is
nothing specific to data models here. On the other hand, considering communal
representational status, the assumption that the data model is a representation of the
target intended by the user can be denied if the experiment was poorly performed,
so it is not a pragmatic tautology (see also Nguyen 2016).

My guess is that the regress stops a bit further, when representation is markedly
mental, without any external vehicle being involved. There is a form of immediacy
associated with perceptual representation that is not present when representation is
externalised by means of non-mental vehicles. This suggests that in the case of
perceptual representation, we have first-order representation: the mental vehicle
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is no longer interpreted in terms of another representation. This is our ultimate
context, and since it is private, there is no question of communal licensing. From
the perspective of the community, a data model can fail to represent anything if
experimental norms were not respected. But the fact that the mental representation
of someone represents that towards which it is intentionally directed, accurately or
not, can hardly be denied at the community level. In this sense, we could say that
mental representation is licensed by default, and that the fact that it represents what it
represents for its “user” is indeed a pragmatic tautology: we reached the point where
nothing more can be said in terms of relations between various representations,
because the link is to the world directly.16 This would mean that ultimately, as
suggested by Callender and Cohen (2006), these matters would fall under the scope
of philosophy of mind.

3.5 Epistemic Values and the Axiological Debate

According to the two-staged account of epistemic representation presented in this
chapter, representational use involves an interpretation, which is a mapping between
a vehicle instantiating or describing a symbolic structure and a context. The context
can be formalised as a set of conceivable coarse-grained states or histories for a
target system, which represent the interests of a user. The interpretation restricts
these conceivable states to the ones “permitted” by the model. This constrains
the inferences made on the target. Such use can be licensed or not by communal
norms of representation. These norms are conveyed by general models, which are
symbolic structures associated with a function from context to licensed interpreted
models. They constrain the way particular types of targets ought to be represented.
Simple general models can be combined into more complex ones, and they can
be explanatory. Scientific theories are families of models. They are identified
by meta-norms constraining acceptable models. Norms of experimentation can
be associated with the operationalisation of theoretical terms. They are directed
towards stability and reproducibility. Their application constitutes one or more
additional representational layers, which map theory-laden contexts to experimental
situations (see Fig. 3.1).

There is no place here to compare this account of representation to other accounts
that have been proposed in the literature. However, I hope that this presentation
makes clear that the two-stage account is able to combine the contextual aspects

16One could object that perception can fail to represent (and not merely misrepresent) in the case
of hallucinations, so that there is some form of licensing after all, and that for this reason, the
fact that a mental representation is a representation of its target is not a pragmatic tautology at the
communal level. One could respond that hallucinations count as representation of a non-existent
target, which is different from not representing at all. Obviously, a lot more could be said on this
topic, in particular on the accuracy of perception and on the way cognition and intentions shape
perception, but all this is far beyond the scope of this book.
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Fig. 3.1 The two-stage account of scientific representation

of experimentation and the unifying aspect of general models and theories. It
accounts for most of the features of scientific representation and theories examined
in Chap. 2, such as the sensitivity to purposes, the directionality of representation
and the possibility of misrepresentation, the practical aspects of experimentation
and communal licensing. The way it does so is by understanding unifying aspects
in terms of norms constraining particular uses.

In the case of science, these norms are of four types. The three first types
are distinctively theoretical, while the fourth type is relatively independent from
theories:

1. the meta-norms conveyed by theoretical laws and principles, which constrain the
legitimate models of a theory,

2. the compositional norms conveyed by abstract models, which constrain the
construction of complex models from simple ones,

3. the domain-specific norms conveyed by indexical theoretical models, which
constrain the way of representing particular types of phenomena, and

4. the experimental norms conveyed by models of experiments, which have to do
with licensed experimental practices and operationalisation of theoretical terms.

The pragmatic nature of this account is reflected in the fact that the general
representational status of models and theories is explicated in relation to potential
contextual uses, and not the other way around: this is what I have called, in the
introduction to this chapter, a practice-first approach.



70 3 Contextual Use and Communal Norms

By way of conclusion, let us now go back to the axiological debate that occupies
us in this work: how shall we frame this debate in relation to the two-stage account?

Theories evolve. They are applied to new domains of experience, and sometimes
they get replaced by new ones. All this can be characterised in terms of a selection of
norms, and in particular, of meta-norms and domain-specific norms. The axiological
debate concerns the ultimate finality of scientists when they construct and revise
these norms: what are they after? What would be an ideal theory?

Norms and meta-norms can be evaluated according to various criteria. Norms can
be simple or complex, many or few, specific or general. And more importantly in the
context of epistemic representation, they can lead to successful or unsuccessful uses:
what I have called accuracy. There are good reasons to think that empirical success
is of primary importance for scientists, and that beyond the unificatory power of
theories, a systematic connection to experience is one of the main characteristics
that distinguish science from other human activities.

In the context of the account of representation presented in this chapter, the
axiological debate about the aim of science can be understood as concerned with
whether the values involved in the evaluation of norms of representation, and
accuracy in particular, are instrumental for achieving a greater aim such as truth,
or if they are sought for their own sakes. According to the realist, empirical success
and other values, such as simplicity, coherence and scope, are indicators of truth,
and science is after truth. Arguments concerning the truth-conduciveness of these
values can be given to support this position (this is how the epistemic debate informs
the axiological debate): these arguments will be examined in Chap. 6. In constrast,
according to the empiricist, a certain notion of ideal empirical success at the theory
level is the principal motivation for science. This notion, empirical adequacy, is
enough to account for scientific practice, or the “rules of the game” of science, and
there is no reason to assume that empirical adequacy is a means to achieve a greater
aim.

A correct understanding of the notion of empirical adequacy, taken to be the
main criteria by which representational norms are evaluated in science, is crucial
for assessing the prospect of empiricism with regard to scientific realism. The
present account of scientific representation is a useful framework for this purpose.
The empirical adequacy of a theory must supervene in one way or another on the
accuracy of its uses, since accuracy is a measure of empirical success. However, the
right way of articulating model accuracy and theory adequacy is not straightforward.
The reason for this is that accuracy is a contextual notion: it concerns one particular
model interpreted in terms of one particular context, while a theory is constituted of
more than one model, and each of them is applicable in more than one context.

The purpose of the next chapter is to make explicit this articulation between
model accuracy and empirical adequacy by providing an analysis of empirical
success for theories within the present two-stage account of representation, starting
from contextual uses up to theories as wholes. This will result in a definition of
empirical adequacy for theories in terms of the relevance and accuracy functions
introduced in this chapter. Thus, the basis for a philosophical analysis of the
aims and achievements of science will be laid out. And as we will see, this
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definition of empirical adequacy will differ substantially from traditional empiricist
understandings of the notion, in particular because of its modal character.
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Chapter 4
Modal Empirical Adequacy

Abstract Empirical adequacy, taken to be an ideal aim for theories, is undoubtedly
an important notion for understanding scientific practice, and indeed the most
important notion for an empiricist. This chapter examines empirical adequacy from
the perspective of the account of scientific representation developed in the previous
chapter. I adopt a bottom-up approach, which consists in two ampliative moves:
first from model accuracy in particular contexts to model adequacy in general,
then from model adequacy to empirical adequacy at the theory level. The resulting
conception of empirical adequacy states that a theory is empirically adequate if
it would be successful in all its possible relevant applications, that is, for all
possible manipulations and observations we could make. This notion differs from
van Fraassen’s original proposal in three important respects: it is situation-based,
pragmatic and modal. I argue that it makes better sense of scientific practice overall.

4.1 Empirical Adequacy as an Axiological Notion

As explained in the introduction of this book, the debate on scientific realism can
be framed as an axiological debate concerning the aim of science (or perhaps the
most important aim of science). This aim is not to be identified with the motives of
individual scientists, which can be diverse, but with the goal of the community or
institution of science, or the “rules of the game” of scientific practice. In particular,
this aim determines what counts as the ideal success for a scientific theory, and what
the criteria for their acceptance are.

Empirical adequacy is a notion introduced by van Fraassen (1980) to describe
what he regards as the aim of science: producing theories that are empirically
adequate. This notion is meant to account for the undeniable central aspect
of empirical confrontation in science. According to van Fraassen’s constructive
empiricism, “[s]cience aims to give us theories which are empirically adequate; and
acceptance of a theory involves as belief only that it is empirically adequate” (van
Fraassen 1980, p. 12). In contrast, for a scientific realist, “[s]cience aims to give us,
in its theories, a literally true story of what the world is like; and acceptance of a
scientific theory involves the belief that it is true” (p. 8).
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Van Fraassen defines empirical adequacy as follows:

[A theory is empirically adequate exactly if] such a theory has at least one model that all the
actual phenomena fit inside. I must emphasize that this refers to all the phenomena; these
are not exhausted by those actually observed, nor even by those observed at some time,
whether past, present, or future. (van Fraassen 1980, p. 12)

What van Fraassen means by “fit inside” here is that some parts of a theoretical
model, which he calls its “empirical sub-structures”, are isomorphic to data models
that would represent all observable phenomena1 in the universe (van Fraassen 1980,
p. 64) (see also van Fraassen 1989, p. 228). The general idea is that all that is
required to accept a theory is that it “saves the observable phenomena”. According
to constructive empiricism, even if some individual scientists are more optimistic,
and assume that the theory gives us “a literally true story of what the world is like”,
empirical adequacy is still the main criterion by which theories are to be accepted
or rejected in science. Note two interesting features of van Fraassen’s definition of
empirical adequacy: it involves a reference to all phenomena of the universe, not
only the ones that are actually observed, and it refers to a single model of the theory
that could account for all these phenomena.

The aim of this book is to present and defend an empiricist position, which
shares with constructive empiricism the idea that science aims to give us theories
that are empirically adequate. The way this position differs from van Fraassen’s
constructive empiricism lies entirely in the way it understands empirical adequacy.
I am convinced that a notion of empirical adequacy that is more pragmatically
oriented than van Fraassen’s is better apt to capture the aim of science, and I will
argue that one of the main consequences of adopting such a pragmatic stance is that
we have to assume that empirical adequacy is a modal notion, in a rather strong
sense. This results in the position that I call modal empiricism.

The previous chapter was dedicated to providing tools for the construction of
this position. This chapter presents the position itself, and its differences with
constructive empiricism. This takes the form of a proposal for a definition of
empirical adequacy, which derives quite directly from the account of epistemic
representation presented in the previous chapter. Note that the idea that empirical
adequacy constitutes the principal aim of science is not discussed here, but simply
assumed. The rest of this book is dedicated to the defence of the resulting position
on various grounds. However, the definition of empirical adequacy proposed in this
chapter could be of interest even for a realist assuming that science aims at more
than empirical adequacy.

Rather than criticising van Fraassen’s definition, what I propose is first to develop
a different proposal “from scratch”, by reflecting on the way empirical results
bear on the evaluation of the acceptability of a theory. This development phase is

1For van Fraassen, being directly observable is part of the definition of phenomena (van Fraassen
2008, p. 8). This is faithful to the history of the concept, but the term is often extended to what can
be measured with instruments. I will not follow van Fraassen’s terminology here, and talk about
observable phenomena when they are directly observable.
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based on the framework presented in the previous chapter, and in particular, on
the accuracy function, which captures a notion of empirical success for models
in particular contexts, and the relevance function, which expresses communal
norms concerning the appropriate way of applying theoretical models in particular
contexts. Remember that relevance determines conditions of accuracy for any
context, and that accuracy tells us whether these conditions are fulfilled by an
actual target of representation in context. The notion of empirical adequacy tells
us what conditions the models of a theory, with their structures and relevance

functions, should fulfill for the theory to be ideally successful. This requires
reflecting on two aspects: first, what it would take for a model to be not only accurate
in particular contexts, but ideally successful in all contexts, or adequate, and then,
what the significance of the adequacy of a model is for the adequacy of the whole
theory of which it is a model: how does the success or failure of a model affect the
ideal success or failure of the theory? These two aspects are addressed in turn in the
development phase.

After this development phase, I will compare the resulting definition of empirical
adequacy to van Fraassen’s original definition presented above. My definition differs
from van Fraassen’s in three respects: (i) it is expressed by quantifying over contexts
and models, rather than by making reference to a unique model of the theory (ii) it
is expressed in terms of the pragmatic notions of relevance and accuracy instead
of the objective notion of observable phenomena, and (iii) it is explicitly modal,
taking empirical adequacy to be about possible interventions and observations on
(actual) situations. The last difference is probably the most radical departure from
van Fraassen’s notion, and it is the main defining characteristic of modal empiricism.
However, as I argue in the last section of this chapter, these three aspects are
related and make better sense of scientific practice as a rational activity overall. This
definition is the best way to capture what scientists are aiming at as a community.

Note that van Fraassen (2008) has updated his views in several respects since
the 1980s, notably emphasising the intentional and situated aspects of scientific rep-
resentation. He has elaborated on the distinction between phenomena (observable
entities, including measuring apparatus) and appearances (measurement results,
data models, what phenomena “look like” from a given perspective). If anything,
this should show the proximity of his views with the pragmatist stance adopted
in this work. The reader could wonder why I focus here on a conception of
empirical adequacy that was proposed 40 years ago, before these more recent
developments. One reason is that the definition of empirical adequacy stated above
is not explicitly updated in van Fraassen’s recent work, even though a passage from
van Fraassen (1980) using this definition is cited in van Fraassen (2008, p. 317)
(see also p. 250). To my knowledge, no other proposals have been made in the
literature, apart from discussions concerning the mathematical relation between data
models and empirical sub-structures (Bueno 1997; Suárez 2005). This still seems
to be the general understanding of empirical adequacy today. The other reason is
that despite the pragmatist stance of his recent work, some important differences
remain between van Fraassen’s views and my own, and these differences do play
an important role for our respective understandings of empirical adequacy. They
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concern in particular the role of measuring instruments in experimentation and his
reliance on observable phenomena. The views on scientific representation developed
in van Fraassen (2008) do not necessarily call for an update of his old definition of
empirical adequacy, which could explain why the old definition is not updated in
this work, while my views do require a different definition.

4.2 From Contextual Accuracy to General Adequacy

Let us first examine what it would take for a model to be ideally successful, or
adequate, in a way that is not restricted to particular contexts.

4.2.1 An Ampliative Notion

In Chap. 3, I have introduced a notion of accuracy that applies to interpreted models
in particular contexts. Remember that an interpreted model is, roughly speaking,
a symbolic structure such that the denotation of symbols is specified in terms of
accessible properties of interest of the target. These properties of interest constitute
the context. In effect, the interpreted model determines a set of “permitted” coarse-
grained states or histories for the target, and it is accurate if the actual state or history
of the target, as described by the data model, is among these possibilities. This
notion of accuracy is not very different from van Fraassen’s idea that the empirical
sub-structures of the model are isomorphic to data models, except perhaps for the
fact that what counts as an empirical sub-structure and the way these sub-structures
are compared to data models is determined by the context and purposes of the agent
(something that is a priori compatible with van Fraassen’s more recent work).

Accuracy is a contextual notion that expresses actual empirical success. In
contrast, empirical adequacy is an ampliative concept. It is a notion of ideal
success that is not restricted to actual success. This is explicit in van Fraassen’s
definition: empirical adequacy concerns not only actually observed phenomena
but all observable phenomena in the universe, past, present and future, including
unobserved ones. The reason for this is that the purpose of the notion is to account
for the motivation of scientists as a community (what science aims at), and not
solely for what they actually do, did or will do. This is an axiological component.
So, this notion should do more than registering actual successes. The question that
will occupy us in this section is how to understand this ampliative move, and
in particular, how much extended it should be. It is at this level that the main
differences between modal empiricism and van Fraassen’s constructive empiricism
will emerge.

I take the notion of empirical adequacy to apply not only at the level of theories
but also at the level of theoretical models. Theoretical models will be the unit of
analysis in this section. Bear in mind that in the account of scientific representation
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presented in Chap. 3, a theoretical model was defined as a symbolic structure
associated with a relevance function that specifies appropriate or “licensed” interpre-
tations of this structure for any context of use (in case no interpretation is licensed,
the context is outside of the domain of application of the model). The model
thus conveys domain-specific knowledge and postulates, as well as acceptable
idealisations. We could expect a theoretical model to lead its users to empirical
success in any context, for any of its licensed interpretations, in which case we could
say that the model is empirically adequate. Ideally, this would not only concern past
uses of the model, but any potential use. In order to capture this aspect, we need to
talk about merely possible representational activities.

In van Fraassen’s definition of empirical adequacy, this extension to potential
representational uses is captured by the “able” in “observable”. According to van
Fraassen, the notion of being observable implies modal statements such as “In
some circumstances, we would observe X” (van Fraassen 1980, p.16). However,
van Frassen is a modal sceptic. He would deny that the notion of being observable
is modal and that such modal statements have objective truth-values, but he would
claim that the property of being observable is objective nonetheless. This has
generated controversy (Rosen 1994; Ladyman 2000; Monton and van Fraassen
2003; Ladyman 2004; Dicken and Lipton 2006). I will return to this controversy
later on, but until then, let me just employ modal talk innocently and see where we
can get to.

4.2.2 Situations and Possible Contexts

So, how shall we extend our account of empirical success to non-actual representa-
tional uses?

One important aspect of the representation relation is the denotational aspect:
the user takes various parts of a model to denote various aspects of a target. In
the framework presented in the previous chapter, this is captured by the notions
of context and interpretation (Sect. 3.2). The context denotes various properties of
interest, and the interpretation maps the model to the context. In order to talk about
merely potential denotation, we will have to talk about merely possible contexts
and interpretations. But we do not necessarily want the targets of denotation to be
fictitious: possible contexts can be anchored to real objects.

In order to account for this aspect, let me introduce the notion of a situation. A
situation is a local state of affairs, and a potential target of representation.2 I assume
that situations are occurrent and bounded in space and time, and that they can be
delimited more or less arbitrarily. For example, we could consider the trajectory of
a single planet, or of all planets in the solar system, over a few days or a few years: all
of these are different situations. But once their boundaries are delimited, situations

2The notion can be compared to situation semantics in philosophy of language (Kratzer 2019).
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have objective characteristics that are in principle accessible to us, for example, the
relative positions of these planets. These are the characteristics that are typically
involved in contexts and model interpretations. Typical examples of situations are
the experimental situations from which experimental data are extracted, but they
need not be, since a situation need not be actually represented. For example, a
stone falling from a cliff on a distant planet counts as a situation because it could
be represented (van Fraassen would say that it is observable). This counterfactual
does not imply that the situation is not actual: only the fact that we represent it is
counterfactual.

Let us assume that a situation can be associated with a set of possible contexts,
and therefore, a set of possible ways it could be represented. Remember that in
the framework presented in Chap. 3, a context captures the interests of agents, that
is, the set of (theory-laden) properties from which they identify a relevant target,
and the set of properties that they wish to inquire about. The idea of a possible
context is that for any situation, agents could be interested in certain accessible
properties of the situation or in others. I assume that we could enumerate these
possibilities a priori: take any accessible object of the situation and any accessible
quantity and imagine that they were relevant or not, with various standards of
precision. Assuming the distinction between fixed and variable properties of interest
introduced in Sect. 3.2.1, we could also imagine that this quantity would be known
by the agent, or that the agent would inquire about it.

Note that as explained in Sect. 3.2.1, contexts are theory-laden entities (a user
expresses her interests in theoretical terms). This means that the range of con-
ceivable contexts depends on the situation, but also presumably on a theoretical
perspective associated with a classification of relevant patterns in the accessible
characteristics of the situation. One could say that the range of contexts afforded by
a particular situation in the world is determined by the norms of experimentation
which specify the empirical interpretation of theoretical terms in terms of those
patterns (Sect. 3.4.2). These norms tell us what theoretical properties could be
attributed to the target system in a particular situation, what state-space could be
assigned to this system (in physics), and how the regions of this state-space can be
associated with empirically accessible characteristics of the situation. They classify
the phenomena in a certain way, so as to guarantee experimental stability. The
interests of hypothetical users specified by a possible context are expressed directly
in theoretical terms, so norms of experimentation determine the range of conceivable
contexts.

Although relatively autonomous from theories, these norms are not entirely
independent from theoretical frameworks. In physics, the structure of state-spaces
evolves with theories. For example, measuring with great accuracy both the position
and the velocity of an object might have been conceivable before quantum theory,
but as we know, quantum theory imposes limitations on this possibility. So, some
representational contexts that were considered a priori possible a few centuries ago
(being interested in both position and velocity, made accessible with unlimited
precisions) are not considered possible today, because our understanding of these
theoretical properties has evolved.
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However, this is not necessarily problematic. The fact that the range of contexts
afforded by a situation depends on experimental norms, which in turn are affected by
theories, will not entail any vicious circularity between our theoretical commitments
and the empirical adequacy of our theories, nor any kind of “experimental regress”.
It implies, at most, a partial perspective on reality. Merely defining a range of
representational contexts available for a given situation is insufficient to claim that
our models are accurate in these contexts. Furthermore, experimental norms are
still relatively autonomous from theories. And finally, it seems plausible that the
limitations brought by quantum mechanics are empirically grounded, so that a
theory interpreted by means of experimental norms that do not incorporate these
limitations on position and velocity could not be empirically adequate anyway
(perhaps, for example, these norms could not sustain the phenomenal stability of
position and velocity measurements, because of problematic operationalisations of
these quantities: see Sect. 2.3.3 on the role of stability).

If, assuming experimental norms, the possible contexts afforded by a given
situation can be enumerated a priori in the way specified above, by listing properties
of interest, then the relevant modality for contexts seems to be something like
logical possibility or conceivability (within the theoretical framework), and I will
talk about conceivable contexts from now on. I should note that no inference from
conceivability to metaphysical possibility is assumed here, and also that the notion
of conceivability involved is more restricted than the one sometimes entertained
by metaphysicians, since for the moment, we are not conceiving alternative states
of affairs, let alone other possible worlds, but only alternative perspectives on a
bounded and actual state of affairs. For any given set of experimental norms, the
set of conceivable perspectives entirely supervenes on this state of affairs, and these
perspectives only concern empirically accessible characteristics.

Let us introduce a new function, which specifies the set of conceivable contexts
afforded by a given situation.

Definition 4.1 aff ordance(S): specifies the set of conceivable contexts {C}
afforded by the situation S.

This function could have taken a set of experimental norms as a parameter, but I
will omit it for the sake of simplicity.

We can say that a situation, viewed from the perspective of a particular context
(a set of relevant coarse-grained properties), is in a certain state. This state is,
intuitively speaking, the projection of this situation onto the context: it is restricted
to the properties of interest specified by the context, interpreted by means of
experimental norms, given some expected standards of precision. An interpreted
model is adequate if this state is among the ones that are “permitted” by the model
(see Sect. 3.2.4).

The relevance function introduced in the previous chapter specifies which
interpretations of a theoretical model are licensed by the epistemic community in
which contexts. Let us assume that the relevance function can take a conceivable
context as a parameter. This means that the norms that guide the application of
a theoretical model can be extended to counterfactual representational uses. For
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example, there is a fact of the matter about how a Newtonian model of free fall
would apply to the fall of a stone on a distant planet if agents were interested in the
trajectory of this stone with a given degree of precision (assuming scientists know
the mass of this planet), even if this model is never actually used in such a context.
This assumption that relevance applies to merely conceivable contexts is required
for the ampliative move we are interested in: if there were no fact of the matter as
to which interpretations are counterfactually legitimate, we could only talk about
accuracy for actual representational activities, and the notion of empirical adequacy
would only concern actually observed phenomena, not all observable phenomena.
This could function as a description of what scientists do, but not as an account of
their aspirations.

4.2.3 Different Versions of Empirical Adequacy

What I propose, in order to define empirical adequacy for theoretical models, is to
quantify over all situations in the universe, and over all the conceivable contexts
associated with these situations. This should be taken as a mere transposition, in our
account of representation, of van Fraassen’s locution “all observable phenomena in
the universe”. Empirical adequacy is then defined in terms of the accuracy of the
licensed interpretations of a model in all these conceivable contexts. A theoretical
model is empirically adequate if for any situation in the world in which it would have
licensed interpretations, the model would be accurate if it were used to represent it.

We could wonder whether the quantification over contexts and interpretations,
for a given situation, should be existential or universal. Maybe it would be enough
that the model is accurate for at least one conceivable context or interpretation. But
arguably, universal quantification makes more sense. Remember that contexts of
representation specify standards of accuracy and objects and properties of interest.
They determine acceptable idealisations. I assume that in general, we do want
empirical success whatever the kind of properties we are interested in, and ideally,
for all standards of accuracy for which the model has licensed interpretations. If it
were enough to have success for at least one level of idealisation in a given situation,
empirical adequacy would be quite easy to achieve: we could just lower expected
levels of precision for the predictions of the model, or let the set of salient properties
involved in the interpretation be nearly empty.

We can then assume the following definition for adequacy, where S refers to
actual situations in the world:

Definition 4.2

adequacya(M) :=
(∀S)(∀C ∈ aff ordance(S))(∀m ∈ relevance(M,C))accuracy(m)
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A theoretical model is adequate if for any situation and any representational
context afforded by this situation, the licensed interpretations of this model in this
context are accurate.

We already notice a slight difference between this definition of empirical ade-
quacy and van Fraassen’s. It lies in the fact that a model is assumed to be interpreted
contextually, while van Fraassen’s definition apparently assumes something like a
cosmic interpretation in terms of all observable phenomena in the universe. Van
Fraassen’s definition functions as if there was a cosmic context associated with a
universal situation in which models could be interpreted, assuming a univocal way
of comparing data models and the empirical sub-structures of the model. This aspect
is in tension with his more recent writing on scientific representation, and perhaps
he would not object to this alternative formulation. I will discuss this difference in
Sect. 4.4.1.

Apart from this difference, the definition is quite compatible with constructive
empiricism. In particular, it extends empirical success to all observable phenomena,
but without considering merely possible phenomena: we are still quantifying over
actual situations. But note that it could easily be adapted to other flavours of
empiricism by changing the domains of quantification: what if instead of all actual
situations, we only quantified over situations and contexts on which we have
experimented so far or will experiment? And what if, instead, we quantified over
all possible situations? This would give us the following versions of empiricism:3

Manifest empiricism: Empirical adequacy concerns all actual situations and con-
texts on which we have experimented or will experiment.

Actual empiricism: Empirical adequacy concerns all actual situations on which
we could conceivably experiment.

Modal empiricism: Empirical adequacy concerns all possible situations on
which we could conceivably experiment, even those that
are not actual.

We have already given a reason to reject manifest empiricism: an extension
to merely potential representational uses is required for empirical adequacy to
be axiological (I will return to this reason, which is endorsed by van Fraassen,
in Sect. 4.4.3). Van Fraassen’s constructive empiricism is a version of actual
empiricism. The question that I wish to ask now is: why not modal empiricism?
Could not it be a better way of accounting for scientific practice?

There are good reasons to think that we must adopt a modal empiricism rather
than an actual one, as I will now explain.

3Giere has proposed a similar taxonomy with slightly different labels in Churchland and Hooker
(1985, ch. 4).
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4.2.4 Are Modalities Innocuous?

There is an implicit modal component in the definition of empirical adequacy
given above, which lies in the quantification over conceivable contexts. In so far
as situations are taken to be actual states of affairs, this modal component is the
counterpart of van Fraassen’s “able” in “observable”. In order to argue for modal
empiricism, let us examine this modal aspect. Can we make sense of it in an
innocuous way, that is, without assuming that there are real possibilities in the
world? In particular, what are the implications of this quantification over possible
contexts with regard to the accuracy function defined in the previous chapter? Can
actual states of affairs act as truth-makers for this function, even for counterfactual
contexts?

It seems so, at first sight. The accuracy function specifies whether the actual
state of a target is “permitted” by an interpreted model. We can conceive various
representational contexts where a general model would be interpreted in a particular,
licensed way in terms of a given situation, even if these interpretations do not
correspond to any actual representational use. This only means that no scientist is
actually using the model in these ways to make inferences on this situation. We have
assumed that these conceivable contexts can be enumerated a priori, and this process
of imagination does not seem to affect the situation itself, but only the way it would
be represented. We could think that the actual state or history that could be assigned
to the situation from various contexts would supervene on a real, underlying state.
So, there seem to be an actual fact of the matter about whether the actual state of this
situation is permitted by such interpreted models, even if these models are not used.
For this reason, it could seem that the implications of an extension to counterfactual
uses are not very important. The modal component involved seems innocuous.

But not so fast. I claimed in the previous chapters that the direction of fit when
interpreting a model is not necessarily from the model to the target. In many
contexts, interpreting a model in terms of a target involves an adjustment between
the target, the model and the contextual environment: it is not only about finding the
right model and interpretation for the target, but also about preparing the target in
the right way, calibrating our instruments, positioning them correctly and so on. In
other words, experimentation is not a matter of passively observing the world, but
also a matter of intervening appropriately. As observed in Sect. 3.4.2, in science,
the context of use will generally be a model of the experiment, which implies the
presence of measuring apparatus and their manipulation. This could be incompatible
with the actual state of the situations being considered. Shall we say that such
counterfactual contexts are still afforded by the situation?

Take as an illustration the manipulations involved in “observing” proteins. We
have molecular models of proteins, but to confirm the accuracy of these models,
one should break down the cell membranes, for example using enzymes, purify
the resulting mixture by centrifugation and isolate the proteins of interest by
using various types of chromatography on the basis of their known chemical
characteristics; only then can their properties be observed, for example through
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spectroscopy.4 A molecular model of a protein can certainly not account for our
direct observations of the behaviour of living organisms; it can only account for the
result of particular intentional operations. So, a situation involving a living organism
in its natural habitat does not directly afford contexts where a model of protein can
be interpreted. Nevertheless, there seems to be a connection between the model
and the situation (between models of proteins and living organisms): what could
it be? An option is, of course, to go realist and claim that the connection is that
some unobservable entities represented by the model are present in the experimental
situation, and also in living organisms. But what are the empiricist alternatives?

We observed in the previous chapter (Sect. 3.3.5) that models can be combined
into more complex ones, taking the example (which I owed to Mitchell and
Gronenborn) of the model of a protein integrated into a model of virus propagation.
In general, what will be relevant for representing a living organism in normal
conditions will not be a simple protein model, but a more complex model that
integrates this protein model. So, perhaps the protein model is not directly relevant
for living organisms after all, but only indirectly relevant in so far as it can be used to
construct more complex models. Although this is an important observation, it does
not entirely solve our problem, because the progression of a virus in an organism
also needs to be monitored by appropriate interventions, such as taking a sample
and analysing it. However, I presume that we consider that a model representing the
progression of a virus in an organism is potentially relevant for any infected living
organisms, including when this progression is not monitored. So, again, we need
a connection between the situation where the model can be interpreted directly in
terms of accessible characteristics and other situations where this is not the case.

In order to address this question, let us first consider another question, which
concerns representation in situations where the appropriate manipulations are
performed, for example, situations in laboratories where proteins are observed, or
situations where the virus is monitored by taking samples. Van Fraassen (2008,
pp. 99–100) would say that in such situations, scientific instruments “enlarge the
observable world” by creating new observable phenomena. But how shall we
interpret this idea? In these contexts, shall we say that interventions are part of the
context of observation, or part of the observed situation?

Here, we face a dilemma. If we want to say that interventions are observed, and
that as such, they belong to the target of representation, then a model of a protein
is only relevant for the particular type of situation where various manipulations
are performed: by no means is it a model that represents a feature of living
tissues in general, since none of the properties it denotes are accessible in most
situations involving living tissues. And the same would go for the standard model of
particles in physics, for example: its models would only represent highly controlled
situations in colliders, certainly not characteristics of all material objects. It would

4There are actually different experimental protocols, and biological models of proteins result from
an integration of multiple experimental models (Mitchell and Gronenborn 2015). This point will
become relevant later.
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be misleading to say that these models represent microscopic phenomena: colliders
are very big, and paradoxically, the more “microscopic” the phenomena a theory is
said to describe, the bigger the situations that it can represent are, in general.

All this seems quite wrong. In particular, it is hard to account for the motivations
of scientists: why do they try to produce these new exotic phenomena, when
they could be content having adequate models for the observable phenomena that
we already have? Why spend so much money to create extremely weird, highly
controlled unnatural situations such as colliders? Why develop models that only
ever apply to these very particular cases? This looks like an unfaithful description
of their activity.

On the other hand, we could claim that interventions are not part of what is
observed: they merely bring it about. But if interventions are not really part of what
is observed, then what is? Numbers on computer screens? The positions of needles?
This does not look like a very interesting “enlargement of the observable world”.

The point is that interventions are not the main objects of our observations, but
they are not mere instrumental means to produce new observations either: they are
constitutive of the way scientific observations are interpreted. A number on a screen
counts as (represents) a characteristic of a protein because various manipulations
were intentionally performed beforehand, and because these manipulations are
interpreted as a measurement of this characteristic.5 These interpretations are
typically determined by norms of experimentation, for example, by models of
experiments, and the particular operationalisation that is chosen is, in some respect,
irrelevant in so far as it is known to be effective. The properties that are denoted by
an interpreted model are not mere numbers on a screen: they are more accurately
described as the results of such or such type of intervention.

So, the dilemma is the following: we need to take into account experimental
interventions to correctly interpret the properties of the situation, but the focus of
our interest is not on these interventions. We are interested in ordinary situations,
not only the finely controlled ones that are found in laboratories.

The solution I propose to combine these two aspects is to go modal: we
have to assume that the counterfactual contexts that interest us, the ones where
particular interventions are performed, can correspond to contexts afforded by
alternative ways actual situations could be. A pragmatist cannot avoid making
our manipulations relevant characteristics of the situations being represented.
However, it could be enough that these manipulations are possible, that is, that
they characterise alternative ways a situation could be, in order to be relevant for a
given situation. The truth-makers for the accuracy of counterfactual representational
uses are counterfactual states of affairs: for example, what would happen if such or
such manipulation were performed on an actual living tissue, or what would be
observed if we monitored the progression of the virus by taking samples. However,
these counterfactual states of affairs are anchored to actual situations. This way,
our models can be about ordinary situations, and not about exotic ones, even when

5Van Fraassen (2008, ch. 6–7) makes similar remarks.
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interpreting them implies taking into account complex interventions. The contexts
where a model of virus progression would be licensed are not afforded by situations
involving a living organism that is not monitored, for instance. But they could be,
so the model is still relevantly connected to living organisms infected by the virus.
This is an empiricist alternative to the realist view that the model does represent
unobservable entities.

The main implication of this account is that the modal component of empirical
adequacy, which is required to extend this notion to unobserved, but observable
targets, cannot be innocuous. A context specifies not only levels of precision and
salient objects, but also the kinds of operations that are performed on the target
(what is measured, etc.). Perhaps possible operations on an actual target can be
enumerated a priori, but the potential results of counterfactual operations cannot
be known a priori, nor can they be identified with actually observed properties of
targets unless these operations were performed. Such counterfactual contexts apply
to alternative ways situations could be, so to mere possibilities, and the modality
involved must be alethic (for example, nomological).

The potential results of counterfactual manipulations could be interpreted as
manifestations of actual properties. But then these properties would be dispositions,
not categorical properties, and we have a modal aspect in any case. The notion of
disposition is metaphysically loaded. If, following an empiricist stance, we wish to
remain metaphysically cautious, let us just talk about merely possible observations
resulting from conceivable operations on an actual target.

4.2.5 Exotic Possible Situations

The upshot of these analyses is that an ideal desideratum for a good theoretical
model is that whatever manipulations could be performed in a situation, including
preparing the situation in a particular way and measuring particular quantities, the
model would be accurate. More precisely, whatever the conceivable context afforded
by any alternative way a situation could be,6 and whatever would eventually happen
in this context, the interpretations of the model that would be licensed in this context
would be accurate. This is what modal empiricism claims.

This commitment to natural possibilities, conceived of in terms of alternative
ways actual situations could be, makes the position stronger than traditional versions
of empiricism, but one could also fear that this way of thinking about natural
modalities is too limited. Anchoring possibilities to actual situations is a way of
avoiding the idea that theories and models would only concern exotic situations.

6This notion will be made more precise in the next chapter. For now, let us just say that these
alternative ways the situation could be correspond to the same situation of the same type, with
the same objects, but in a different state with regard to accessible properties, or with regard to the
manipulations performed in this situation.
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However, many times, scientists actually want their models to be about exotic
possible situations with no actual counterparts. For example, we can consider pos-
sible technological developments based on new theories, or possible experimental
designs that would confirm or disconfirm our theories, and these possibilities do
not correspond, or are not necessarily known to correspond, to mere alternative
ways of manipulating actual objects. Should an empiricist assume that such “exotic”
situations are possible? If not, then should we be sceptical about the ability of our
theories to account for them? And then, how shall we interpret scientific discourse?

First, note that the kind of conceivability by which such possibilities are enter-
tained seems more metaphysically loaded than the one that has been entertained
so far, with regard to the possible manipulations one could perform on an actual
situation. Alternative ways actual situations could be involve different states for
these situations, but I assume that they are still situations of the same type. Taking
samples from an organism does not significantly alter this organism. On the other
hand, considering a possible experimental design or a possible technology that
has never been implemented means considering an entirely new type of situation.
Since such possibilities are not directly anchored to actual situations, it is less clear
whether they are possibilities in our world or in another possible world. This could
bring suspicion from an empiricist perspective.

This question about the existence of possible situations detached from actual
ones is related to the metaphysical debate between actualism and possibilism. For an
actualist, only actual objects exist, and they can have modal properties, but merely
possible objects do not exist, while for a possibilist, they do. Here, the relevant
objects are situations, and what has been presented so far is a version of actualism
with regard to situations: actual situations could have different properties than the
ones they actually have, but merely possible situations unanchored to the actual
world are not assumed to exist,7 so the possibilities considered are possibilities “in
the actual world”. This actualist stance plays an important role in this work. As I
will argue in the next chapter, it makes the kind of modality involved weaker than
metaphysical or nomological modalities, and this is what primarily distinguishes
modal empiricism from realist positions such as structural realism. However, the
idea that an empirically adequate theory should ideally account for entirely new
physical configurations will also play a role in my arguments against realism, in
particular when it comes to accounting for novel, unexpected predictions, and I think
that we should account for scientific discourse in this respect. There is a tension
between actualism and this desideratum.

The solution I suggest is the following. I claimed earlier that situations can be
delimited arbitrarily. In particular, they can be arbitrarily large. Assuming this, it is
prima facie conceivable that many physical configurations that scientists could think
of are possibly realised in some alternative to a large enough situation, past, present

7I will sometimes employ the locution “possible situations” to refer to possible ways actual
situations could be in this book. This locution should not be interpreted as a commitment to
possibilism.
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or future. One could take, for example, an actual situation in a laboratory where
all the instruments required to realise the configuration or technological design we
are interested in are present. The alternative to this situation that interests us is
one where the scientists of this laboratory, instead of doing what they are doing,
perform all the actions necessary to realise the relevant configuration. It is prima
facie plausible that (i) the alternative to the large situation that interests us is not
only conceivable, but also naturally possible (that it is not precluded by natural
constraints), and (ii) in so far as a model of the theory would, in principle, be apt
to represent the large situation, and that it would be empirically adequate for this
large situation and its possible alternatives, it would also correctly account for the
configuration we are interested in, which is a sub-part of one alternative way this
large situation could be.

In sum, my proposed solution consists in reinterpreting modal talk in science
(and possibly elsewhere) in terms of sub-parts of alternative ways large enough
actual situations could be.8 It is not necessary that we locate these possible situations
precisely in so far as we assume that these possibilities exist.

I said that assumptions (i) and (ii) above are “prima face plausible” because
these assumptions are not certain, which means that a modal empiricist should
be wary. Assumption (ii) is the less problematic of the two: it could be argued
that if a complex model is empirically adequate, then the component parts of this
model are also empirically adequate, at least as far as they can be interpreted in
terms of accessible characteristics (this assumption could rest on the adequacy of
compositional norms and on the coherence between experimental and theoretical
norms).

Assumption (i) is more problematic. We do not have actual scientific models that
can represent the very large situations involved in this line of reasoning. Such a
model could inform us on whether (i) is true, assuming that our theory correctly
accounts for what is possible or not, but it is, in general, unavailable. I presume
that most of the time, the assumption that the realisation of an exotic physical
configuration is possible rests on common sense: after all, we know a great deal
about what is possible or not in this world. However, common sense is not always
reliable, and our capacity to imagine all the details of possible alternatives to large
situations is drastically limited in comparison with the way we can simply list the
conceivable manipulations and outcomes of a concrete experiment. It might be the
case that, unbeknownst to us, the large situations where the configuration we are
interested in is realised are in fact naturally impossible.

This sceptical result is actually very welcome: indeed, as engineers and experi-
menters are well aware, implementing a new experimental or technological design
is almost never an easy task. Many unexpected difficulties can appear along the way.
A consequence of our interpretation of modal discourse in terms of alternatives to
large enough situations is that the more distant from what has already been realised a

8I explore a potential formalisation of this combination of mereological and modal features in my
PhD thesis (Ruyant 2017, ch. 9).
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new physical configuration is, the larger the situation that must be considered (if new
instruments must be manufactured, we should include this as well in the situation),
and the more wary one should be that this type of situation is actually possible. This
matches our common-sense intuitions regarding the fact that remote possibilities
are less credible than proximal ones. Incidentally, this gives the modal empiricist
good reasons to be radically sceptical about our ability to gain knowledge about
purely metaphysical possibilities, in particular when they are expressed in terms of
possible worlds: these are the most remote kinds of possibilities that we could ever
conceive of.

To sum up, the modal empiricist believes that an empirically adequate theory can
correctly account for all alternative ways actual situations could be. Considering
large enough situations, this gives prima facie good reasons to assume that any
physical configuration or any exotic type of situation we could think of could be
accounted for by the theory. The modal empiricist needs not exclude such exotic
situations from her account. However, the kind of assumption just mentioned is
conditioned on the realisability of these exotic situations, and this realisability is
not, in general, a direct consequence of the empirical adequacy of the theory, at least
not one to which we have direct cognitive access, which brings sane scepticism.

4.2.6 Modal Empirical Adequacy

In light of the previous remarks, we shall retain an actualist understanding of
modalities, in terms of possible ways actual situations could be. We can now propose
the following definition for empirical adequacy:

Definition 4.3

adequacym(M) :=
(∀S)�S(∀C ∈ aff ordance(S))(∀m ∈ relevance(M,C))accuracy(m)

The only difference with the previous definition lies in the presence of the modal
operator �S . This operator quantifies over all possible ways a situation could be, and
the notion of possibility involved is alethic: these are possibilities “in the world”, not
“in the head”. In some of these possibilities, particular actions are performed, and
they yield particular results. This means that particular conceivable representational
contexts are afforded. They are given by the aff ordance function. The relevance

function gives the set of interpretations of a general model that would be licensed in
these contexts. The accuracy function returns true in case the state or history that
would occur in this possible situation is permitted by an interpreted model m. The
general model is empirically adequate if its interpretations that would be licensed in
these possible situations would be accurate, whatever the possible situation.
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More should be said about this kind of modality: one could wonder how to
delimit the range of possible ways an actual situation could be, what role our
theoretical perspective plays in delimiting this range, what the situation’s trans-
possibility identity conditions are, etc. All this will be addressed in Chap. 5.

For now, we can remain at an intuitive level and just assume that there are
concrete situations in the world, alternative ways they could be, in particular
assuming that manipulations could be performed on them, and natural constraints
on these possibilities. This definition of empirical adequacy says, in substance, that
a theoretical model is apt to capture the way these natural constraints affect the
possible representational contexts in which this model applies. It is this aspect that,
as I will argue in the following chapters, is able to respond to the main arguments
in the debate on scientific realism, without assuming that our theories are true
descriptions of a mind-independent reality.

Remember that adequacy is an axiological notion. It corresponds to criteria
of acceptance by the scientific community. According to modal empiricism, a
theoretical model is acceptable if scientists have good reasons to believe that this
model is empirically adequate in the modal sense: the model could withstand any
possible situation to which it would apply (the empirical reasons we have for
believing this, that is, questions of justification, are also the subject of the next
chapter). The model would be accurate “come what may”, as long as it is correctly
interpreted. This must be the case of the models currently accepted by scientists.

An important feature of this definition is that empirically adequate models
allow for counterfactual reasoning. Take, for example, the model of a pendulum
interpreted in such a way that the initial position of the pendulum is not fixed by
the context. It makes sense to claim that if the initial position of the pendulum
were x0, then the position of the pendulum at t would be x1, even when the initial
position is not actually x0, so long as the model says so. This is because the same
model interpreted in the same way could be used in the alternative situation where
the initial position is x0, since this initial position is not fixed. Assuming that the
theoretical model used in this context is modally adequate, this interpreted model
would be accurate as well in this alternative situation.9 This constitutes an advantage
for modal empiricism, since the position can directly account for parts of scientific
discourse, for example, explanations and causal discourse (see Sect. 3.3.6).

We have made the most important step in our understanding of modal empiri-
cism. However, modal empiricism is not a position about theoretical models, but a
position about scientific theories, so we still need one more extension in order to
reach our final definition. This will bring important reflections on the role played by
relevance and on the unificatory power of theories.

9This reasoning assumes that there is an alternative possibility where the initial position is x0. A
further requirement for counterfactual reasoning, beyond empirical adequacy, is for a model to
be perfectly informative, in that it does not represent impossible states of affairs. This is briefly
discussed below.
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4.3 From Models to Theories

In the previous chapter, I have proposed that we understand theories as families of
general models (Sect. 3.4.1). I noted that several options concerning the extension of
this family are available. One could consider that all conceivable models satisfying
the general laws and principles of the theory are models of the theory. Alternatively,
one could consider that only some of them are: the ones that are licensed by the
scientific community, because the domain-specific postulates that these models
incorporate are fully part of the theory. In the first option, a theory does not evolve
with time, while in the second one, it is enriched every time a new model is proposed
to account for a new type of phenomenon.

We now have an understanding of when theoretical models can be considered
ideally successful. The question that I wish to ask now is: how does the empirical
success or failure of a model of a theory bear on the empirical success or failure of
this theory? Answering this question is required in order to introduce a notion of
empirical adequacy that applies to theories instead of models. However, as we will
see, the answer depends on the way the family of models that constitute a theory is
understood.

4.3.1 Two Options

As proposed in the previous section, we can say that a theoretical model is
empirically adequate if all its licensed interpretations in any possible context are
accurate. If one licensed use of a theoretical model leads to an empirical failure,
then we know that the model is not adequate. But how should this discovery affect
the theory of which it is a model?

The main problem that needs to be addressed in this respect is that an experimen-
tal failure does not necessarily mean that a theory should be abandoned, even if it
concerns a model of the theory.

Let us illustrate this problem with the following scenario: imagine scientists
want to model the solar system. They produce a Newtonian model. However, they
discover that the model is not adequate: it does not account for the trajectory of
Uranus. For this reason, they propose a new model with a yet unknown additional
planet that they call Neptune, and calculate the position that this planet must have
to account for the discrepancy in the old model. They point their telescope in this
direction and discover that indeed, Neptune exists. Although an experimental failure
was initially involved, this turned out to be a great empirical success for the theory:
in a sense, the theory correctly predicted the existence of Neptune.

In other circumstances, experimental failures are indicative of theoretical failure.
Consider a similar situation: scientists want to model the solar system, but their
model does not match their observations with regard to the trajectory of Mercury.
For this reason, they propose a new model with an additional planet, Vulcan.
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Although the new model is accurate with regard to the trajectory of Mercury, Vulcan
is never observed. A few decades later, the theory of general relativity is proposed,
and it correctly accounts for the trajectory of Mercury without postulating any
additional planet: retrospectively, the initial experimental failure in accounting for
the trajectory of Mercury appears to be a failure for Newtonian mechanics as a
whole.

These well-known historical examples, discussed by Kuhn (1962), show that
the inadequacy of a model does not always entail the inadequacy of the associated
theory. However, sometimes it does, or should. How shall we account for this?

There is room for interpretation, and it depends mainly on how we identify
theories. Consider these two options, with regard to unproblematic experimental
failures (the case of Neptune):

1. A model without Neptune is relevant, but inadequate. It is licensed as a legitimate
representation of the solar system in Newtonian mechanics, but it makes incorrect
predictions. Newtonian mechanics can still be considered an adequate theory,
though, because another Newtonian model (one incorporating Neptune) is apt to
represent the solar system adequately.

2. A model without Neptune is irrelevant. It should not be licensed by the com-
munity as a representation of the solar system, at least for contexts where
enough precision with regard to the trajectory of Uranus is required. Newtonian
mechanics is still an adequate theory, for the simple reason that irrelevant models
do not jeopardise a theory’s adequacy.

In the first option, norms of relevance are liberal. Perhaps only the correct
interpretation of theoretical vocabulary (interpreting position as position) and the
conformity with general laws and principles of the theory matter. This corresponds
to the first way of identifying the family of models of the theory mentioned above.
Because of this liberalism, many Newtonian models are apt to represent the solar
system. Many of them are inadequate of course, but this does not matter: all that
matters is that the theory is capable of providing at least one adequate model for
any situation in its domain of application.10 The scientists’ job, when extending
the theory to new domains of application, is to find one adequate model, so as to
confirm that it has at least one. In this respect, we could say that the discovery of
Neptune extended the domain of application of the theory, with one more celestial
object being a potential object of interest, and confirmed the adequacy of the new
model with Neptune for this new extended domain.

In the second option, norms of relevance are strict. They include domain-specific
knowledge. A model should get things right to be considered apt to represent a target
system, and few Newtonian models meet this condition. This corresponds to the
second way of identifying the family of models of a theory that I mentioned earlier.
We can presume that it is not enough that at least one model be adequate: relevant

10This option seems to be the one implicitly adopted by van Fraassen: in his definition, a theory is
empirically adequate if “at least one model” is such that all observable phenomena fit inside.
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models should all be adequate, or we have a problem with the theory. The scientists’
job, when extending the theory to new domains of application, is to find which
models are relevant. Norms of relevance are revisable and sensitive to empirical
inputs, and a theory can evolve following experimental failures. In this respect, the
initial failure to predict the trajectory of Uranus cast doubt on the relevance of the
initial model, and the discovery of Neptune confirmed these doubts, as well as the
relevance of the new model with Neptune.

Which option is the right one? The question is whether unproblematic cases of
experimental failure should count as inadequacy or as irrelevance, and as we can see,
this question is strongly related to the problem of how to identify theories discussed
in the previous chapter: shall we identify a theory with all models satisfying general
laws and principles, in a liberal way, or shall we say that domain-specific norms are
also part of the theory, thus bringing more constraints on its applicability?

This could look like a mere verbal dispute over the meaning of “relevant” and
“adequate”. However, I believe that this dispute is substantial, and that we can settle
this case in favour of the second option: taking the model without Neptune to be
irrelevant, and therefore unproblematic for Newtonian mechanics.

4.3.2 Unproblematic Failure as Inaccuracy

What could count against the second option, and in favour of the first one, is the
following rationale. It seems quite plausible that in general, we learn that a model is
not the right one by testing its adequacy. But if not being the right model just means
being an irrelevant model, one that should not be part of the theory, then relevance
collapses into adequacy, and the adequacy of the theory is achieved at a cheap price:
instead of saying that a theory is inadequate, we exclude problematic cases from
its domain of application, by saying that the corresponding models are irrelevant.
Misrepresentation is impossible in this context. A theory cannot fail to be adequate.

This conclusion does not necessarily follow, because relevance can be sensitive
to adequacy without collapsing into adequacy, as I will explain later. In any case,
according to this rationale, we should be liberal and accept many interpreted models
as relevant, perhaps all models satisfying the general laws and principles of the
theory, so as to make room for misrepresentation. In general, many relevant models
will be inadequate, and since we do not want to say that all theories are inadequate
for this reason, we must assume that a theory can be adequate if only one of
its relevant models is adequate for any situation in its domain of application.
As noted in the previous chapter (Sect. 3.4.1), with this option, the mediation
of theoretical models becomes superfluous, because any kind of domain-specific
norm of relevance is a priori allowed as long as theoretical laws and principles are
respected. We might just as well say that the theory must have at least one contextual
interpretation that is accurate for any possible context in its domain of application,
as if the theory was one very abstract model that could be interpreted in many ways.
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However, this option has a serious flaw. It seems that if we are liberal enough
with regard to conditions of relevance, it will be quite easy to find an adequate
interpretation of a theory for any situation. In the case of Mercury presented above,
the theory has an adequate model after all: the one with Vulcan. Just assume that
this model is only relevant in situations limited to the trajectory of Mercury, and the
model will be adequate. However, we would not say that Newtonian mechanics is
adequate with regard to the trajectory of Mercury. In other words, having at least
one accurate interpretation for any context might be too easy to achieve for a theory,
and we could suspect that scientists have more stringent criteria of success.

One could respond to this objection that this difficulty disappears if we consider
various situations and contexts: the theory should account for the trajectory of
Mercury, but it should also tell us whether there is a planet between Mercury and
the Sun. Newtonian mechanics seems to fail in this respect. But this is not true:
Newtonian mechanics has at least one model that does not predict the presence of
a massive body between Mercury and the Sun. In this option, no constraint is put
on the coherence of models across various contexts, so we can take the model with
Vulcan to account for the trajectory of Mercury, and the model without it to account
for the absence of Vulcan.

Perhaps the problem can be solved by considering a larger situation that
comprises both the trajectory of Mercury and the area between Mercury and the
Sun. There Newtonian mechanics apparently fails, because a single model cannot
account for both at the same time. As we can see, the option leads us to consider
larger and larger situations, bringing more and more constraints on adequacy so as
to avoid triviality, and we might soon be led to consider representing the universe as
a whole, thus justifying van Fraassen’s definition of empirical adequacy (remember
his mention of a model such that all phenomena in the universe fit inside). We
could entertain the idea that our theory, now construed as a single abstract model,
has interpretations in a universal context where all accessible properties in the
universe are relevant. The theory is empirically adequate if at least one such
interpretation is accurate. The modality examined in the previous section would be
naturally accounted for using the traditional possible world semantics. And perhaps
assuming that such a model of the universe exists, other interpreted models become
superfluous for adequacy, because they are all contained in this cosmic model.
They would merely concern particular applications of the theory, but they would
be irrelevant for expressing what the adequacy of the theory amounts to.

I will argue in Sect. 4.4.1 that such a move is very idealistic and brings us further
from actual scientific practice, which is problematic from a pragmatist perspective.
Until then, it might be sufficient to note that even this move might not be enough.
What if Vulcan is actually transparent, made out of dark matter perhaps? What if,
for this reason, we consider that interpretations of our cosmic model should not map
Vulcan to any visible object? Then Newtonian mechanics would be safe. It seems
that with enough imagination, and if a theory having at least one accurate model
were enough, we could make any theory accurate, even considering the universe as
a whole. In light of this, we might wonder why scientists did attempt to observe
Neptune, instead of simply postulating that it is invisible.
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This example from astronomy involves observable objects, in van Fraassen’s
sense of the term. However, the property of being observable does not play any
particular role in this narrative (nor in our notion of model adequacy): observing
a planet is just one way of accessing a property denoted by our model. The same
difficulty can arise for any kind of theory or model. What is really needed to avoid
this kind of difficulty is a distinction between ad-hoc and legitimate hypotheses.
Assuming that Vulcan is transparent is ad-hoc, and therefore illegitimate (or at least
problematic).

All these remarks are, of course, related to Duhem’s observation that it is always
possible to save a theory in the face of an empirical failure. Typical examples of
Duhemian underdetermination involve the malfunctioning of apparatus. Arguably,
verifying that apparatus are functioning properly amounts to verifying that our
interpretation of the model in terms of the target (here, the interpretation of the data
model) is correct. It is a matter of relevance. So, the right way of solving Duhemian
problems is to put constraints on the relevance of models. This points to the idea that
a model with Vulcan, or a model without Neptune are irrelevant from the point of
view of Newtonian mechanics because Vulcan does not exist while Neptune does.
This should be expressed by a general model of the solar system. In consequence,
the second of our two options above should be favoured.

Accepting this, the move consisting in extending our models to incorporate
more and more phenomena until we reach a model of the universe appears to be
superfluous. We are not looking for a theory that merely has at least one adequate
model, but for a theory that can produce a relevant and adequate model, and this can
be assessed for local models. I will say more about what should be expected from
relevance in order to avoid ad-hoc hypotheses shortly.

Another reason to reject the first option is that, as we have seen in the previous
chapter (Sects. 3.3.4 and 3.4.1), the fact that a model is or is not licensed as a
representation of its target by the epistemic community is responsive to empirical
aims. The notion of communal licensing, which I borrow from Boesch (2017),
has this implication in the case of scientific models (see Sect. 2.4.2). Licensing
depends on factual knowledge or postulates concerning the target or its type.
The notion of relevance is not limited to a correct interpretation of theoretical
vocabulary: more is involved, in particular if we acknowledge that models enjoy a
certain autonomy from theories. Domain-specific models are an important product
of science: claiming that they merely play the instrumental role of showing that the
theory has at least one adequate model for every situation or for the universe as a
whole seems far-fetched. This means that relevance should not be as liberal as is
implied by this first option.

4.3.3 Unproblematic Failure as Irrelevance

Let us now examine the second option in detail: the model without Neptune is
irrelevant, which is why Newtonian mechanics should not be rejected. This option



4.3 From Models to Theories 95

assumes that a theory can evolve while remaining the same theory, because its
conditions of application evolve, and that relevance (which interpretations of the
theory are licensed in which contexts) can be sensitive to empirical inputs, in our
case, the observation of Neptune and the lack of observation of Vulcan.

What could seem unclear is what kind of empirical inputs should be taken into
account to assess relevance. As noted earlier, the risk of this option is failing to
account for the possibility of misrepresentation. If all empirical data count for a
model to be licensed, then relevance will collapse into adequacy. We could say, for
example, that a model without Vulcan is not relevant, because it does not account for
the trajectory of Mercury, and that a model with Vulcan is not relevant either because
Vulcan was never observed, and in that case Newtonian mechanics would be safe
(although it would be unable to represent the solar system!). This is not a desirable
option. We would rather say that a model without Vulcan is perfectly relevant,
because Vulcan cannot be observed, but inadequate, because it does not account
for the trajectory of Mercury, and that this points to the inadequacy of Newtonian
mechanics. Perhaps we could distinguish between two kinds of properties: the ones
that matter for relevance (the number and initial positions of solid bodies?) and
the ones that only matter for accuracy or adequacy (their full trajectories?). But as
argued in Sect. 2.3.2, it is not clear that there is a principled way of doing so.

What I propose to solve this problem is to follow Lakatos (1978)’s insight
that new theoretical posits introduced in order to save a theory should receive
independent confirmation. What this means, in our framework, is that these posits
could in principle be used in different experimental contexts, with the same or with
different general models, and lead to empirical success. For instance, a general
model of the solar system purports to be applicable to predict the position of any
massive body that figures in the model at any time, and the contexts of application
to which it applies should not be limited by ad-hoc restrictions to the ones where
it proved successful. To say it differently, norms of relevance should be cross-
contextual and unified. They should ensure a certain consistency in the application
of the theory in various contexts. They are evaluated by means of one epistemic
value in particular: coherence. This does not mean that we should be able to
represent the universe as a whole, nor that models cannot incorporate domain-
specific postulates. It only means that the way we represent various parts of the
universe should be coherent overall. This idea is consistent with coherentist analyses
of ad-hocness (Schindler 2018). Myrvold (2003)’s notion of unification could be
used to formalise what is at stake. I will say more about this notion in Chap. 6
(Sect. 6.2.2). In this context, we could say that the model that should be licensed for
particular applications is, among the coherent models, the one that performs best
with regards to adequacy, or perhaps the one that achieves the best balance between
coherence and adequacy. This model can fail to be adequate, and then, the theory is
inadequate.

According to this picture, positing new entities such as Vulcan and Neptune
amounts to putting into question the conditions of relevance of a theoretical model of
the solar system, because this means considering that another incompatible general
model is actually more relevant than the original one for the solar system. When
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scientists are confronted with an experimental failure, they do not assume that
their theory is inaccurate: they first consider that their theoretical model could be
irrelevant. This is a way of “saving the theory”, but this hypothesis is awaiting
confirmation. They then propose a new model that could be more relevant and more
accurate at the same time: a model with Neptune or Vulcan, for instance. Since
such posits are rightly understood as proposals for updating the way the theory is
applied to the world in general, these posits should receive independent confirmation
before the corresponding norm of relevance can be licensed. Scientists have to show
the cross-contextual applicability of the norm to justify its legitimacy, and the way
to do so is to use these norms in new representational contexts: for example, by
attempting to observe Neptune using the new general model.11 If this works, then
the new norm is likely to be adopted, as in the case of Neptune. If it fails, as in the
case of Vulcan, then maybe other norms of relevance will do (after Vulcan, scientists
posited an asteroid belt to account for the trajectory of Mercury). Or maybe the first
model was relevant after all, since no better model can be found, and the theory is
inaccurate. But we do not know: we have an anomaly.

Coherence could a priori concern various levels, and so, various norms of
relevance. Remember that norms of relevance specify the legitimate interpretations
of models. They can roughly be understood as rules of interpretation: at the level of
meta-norms, such as the fundamental laws of theory, a symbol should be interpreted
in terms of a particular type of quantity (for example, acceleration) only if it respects
structural constraints with other quantities (forces), and at the lower level, a model
should be interpreted in terms of a particular type of target only if it has a particular
structure (for example, respecting the Navier-Stokes equations for representing a
fluid) (see Sect. 3.3.4). Yet other norms concern the legitimate operationalisations of
theoretical terms (Sect. 3.4.2) and the combination of simple models into complex
ones (Sect. 3.3.5). Coherence is the requirement that these rules of interpretation
should be as unified as possible,12 and that exceptions to the rules should be avoided
as much as possible. In the case of compositional norms, coherence could imply that
various complex models should use the same simple models when they apply to the
same targets, and that these simple models should be licensed as well. This is not
incompatible with a certain flexibility in the application of the theory to specific
domains.

As we can see, this solution does not run into the same difficulties as the
previous one. We do not need to consider more exhaustive contexts, up to the
representation of the whole universe, to avoid trivialisation. All that is needed is
that every context is addressed in a consistent way with other applications of the
same model, and in this respect, the idea that Vulcan would be invisible is rightly

11Note, again, that the fact that Neptune is observable in van Fraassen’s sense plays no particular
role in this illustration. The idea is to access a posited entity by various empirical means: here, the
direct observation of Neptune by means of a telescope and the indirect observation of its effect on
the trajectory of Uranus.
12An example of this is the way models of protein integrate various experimental models,
corresponding to different experimental contexts, mentioned in footnote 4.
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understood as problematic, because it has very limited cross-contextual coherence,
since the corresponding norm only applies to one specific object.

Remember that a model of the solar system is a particular case in that a specific
object is represented by the general model, but in general, a theoretical model, such
as the model of a pendulum, will be applicable to various instances of a particular
type, and the specificities of an instance are not extensible to other contexts of use.
This means that relevance does not collapse into adequacy, because some empirical
inputs are specific to particular experimental contexts. They cannot be involved in
cross-contextual norms, and they cannot appear in a general model. Yet they matter
for accuracy. We could expect that in general, the aspects that will receive cross-
contextual confirmation will concern the existence of objects of a certain type in
specific targets or the categorisation of types of phenomena (how to model them,
which value model parameters should take), whereas the context-specific aspects
will concern dynamical quantities or contingent states. The former aspects would
matter for relevance, because by their nature, they should affect other contexts of
use of the theory. This gives us a sense of what a type of situation, compatible with
various possible states, could be, which will be useful in the next chapter.

If we accept this stricter notion of relevance, we can say that a theory is adequate
if all its relevant models are: we do not need to say “at least one model”, as in the
first option. The idea that all relevant models should be adequate for the theory to be
adequate is prima facie consistent with scientific practice: an experimental failure
calls for a revision of our assumptions in one way or another, and it generally affects
which models are considered relevant for representing particular types of targets
by the community. Having two models making incompatible predictions should be
considered problematic: one has to go, which would not be implied if we considered
that a theory only needs to have one adequate model to be adequate. Furthermore,
scientists sometimes do not create a model to represent a situation, but rather create
a situation that the model can represent (see Sect. 2.3.3). If the experiment fails, this
is a problem for the theory. This shows that scientists want all, and not only some,
models of a theory to be empirically adequate whenever they are relevant.

Accordingly, we are reaching our final definition of theoretical adequacy:

Definition 4.4

adequacy(T ) := (∀M ∈ T )adequacy(M)

Unpacking the modal version of the adequacy function that applies to models
gives us the definition that characterises modal empiricism:

Definition 4.5

adequacym(T ) :=
(∀M ∈ T )(∀S)�S(∀C ∈ aff ordance(S))(∀m ∈ relevance(M,C))accuracy(m)



98 4 Modal Empirical Adequacy

This, completed with a notion of coherence for the relevance function, is the main
criteria by which theories are accepted and rejected according to modal empiricism,
and scientists have good reasons to assume that currently accepted theories are
adequate in this sense.

4.3.4 Theory Evolution and Theory Change

Our conclusion in this section is that the best way of accounting for the impact of
experimental failures on scientific theories is to consider that the norms of relevance
guiding which models are or are not apt to represent which targets are rather strict,
but revisable, and that they have to do with cross-contextual coherence.

The resulting picture of the functioning of science is quite compatible with
Kuhn (1962)’s account (except for his commitment to incommensurability). More
specifically, the idea that norms of relevance are revisable allows us to consider two
ways of updating our representation of the world in the face of an experimental
failure: either make the theory evolve by updating norms of relevance, that is, by
constructing new theoretical models conveying these norms, or change the theory by
switching to a completely different family of general models. These two ways follow
Kuhn’s distinction between normal science and scientific revolutions, or Lakatos’s
distinction between the core of a theory and its protective belt.13

The first way of updating our representations corresponds to what Kuhn calls
normal science. Puzzles are solved; new theoretical models are constructed to
account for new phenomena; the theory is extended to new domains. Before first
observing Neptune, the trajectory of Uranus constituted a puzzle. Scientists could
fear that their new model was not relevant, but it turned out to be: a problem was
successfully solved.

The second way of updating our representation of the world corresponds to
what Kuhn calls a scientific revolution, which can happen when the accumulation
of anomalies calls for a more drastic revision. In our framework, this should
occur when there is no way of achieving accuracy in various circumstances while
maintaining the cross-contextual coherence of norms of relevance.

This means that the unificatory power of theories is an important component
of empirical adequacy, and it is, for a modal empiricism, part of the aim of science.
Incidentally, I would say that the radical pluralism put forth by some philosophers of
science should be tempered (see Sect. 2.3.1). After all, fundamental physics seems
to progress towards greater unification, from Newton’s theory unifying celestial and
terrestrial mechanics to the standard model of particles unifying most fundamental
forces. To be sure, physics has also developed towards more specialised disciplines,
and pluralists are right to emphasise that domain-specific models have a certain

13One could have a finer picture where various levels in a hierarchy of norms can be revised, the
theory being the highest level, as suggested in Sect. 3.4.1.
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autonomy from fundamental theories. But there is no contradiction here: coherent
meta-norms constraining the interpreted structure of theoretical models can coexist
with domain-specific applications of these constraints.

One could question the idea that science should aim at unification. The idea
makes sense for a realist, but what is the added value of unification for an empiricist?
Why entertain such an aim if domain-specific models can be successful without
having to be coherent with the models of other domains? An answer to this
question can be found in the work of philosophers who associate a certain form
of understanding with unification. Friedman (1974) has proposed that scientific
explanations provide understanding because they reduce the number of brute facts
that we have to accept in order to account for a variety of phenomena. Kitcher
(1989) has improved on this theory, and proposed that unification works by allowing
us to apply the same patterns of derivation in various circumstances. This notion
of pattern of derivation is interesting, since it preserves a relative autonomy for
domain-specific explanations, and it is not far from the notion of coherent norm
of relevance. Remember that norms of relevance are functions from context to
interpretation, so that the general models conveying them are filled in by contextual
inputs in the same way as a pattern. So, unification has the virtue of cognitive
economy, and perhaps this gives us the ability to withstand complex situations
on the basis of our knowledge of simpler ones, which could be a useful strategy
for extending a theory to new domains. After all, our possible experiences are not
always partitioned into hermetic domains.

Another question is: why think that this unification is achievable? This question
will be addressed in the following chapters.

In this picture, the aim of science is to produce theories that are both accurate
and coherent in the way they are applied. Such theories unify various possible
observations in a consistent conceptual scheme, and this is what the definition of
empirical adequacy proposed above expresses. This definition thus incorporates two
cognitive values: conformity with experience and coherence (which I take to imply
unificatory power). However, this notion of empirical adequacy might not fully
capture the aim of science. There are trivial ways of being empirically adequate for
a theory, according to this definition. One way is to have no model at all, or models
that are never relevant. Another way is to have models that are too permissive,
and that bring no constraints on what is or is not possible. This means that other
desiderata than empirical adequacy must be considered in order to properly account
for the aim of science.

One such desideratum is scope. Ideally, the range of situations for which the
theory has a relevant model should be maximal. Perhaps we could say that an ideal
theory should be universal, that is, that it could represent any situation in the world,
for any context (although arguably, this concerns physics more than the special
sciences). Such a value can be formalised in the present framework as follows:
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Definition 4.6

universality(T ) :=
(∀S)�S(∀C ∈ aff ordance(S))(∃M ∈ T )(∃m ∈ relevance(M,C))

This aim is very idealistic, but going in its direction could be desirable. Another
desideratum, which might be more attainable, is informativeness. The theory should
be able to tell us exactly what is or is not possible in a particular situation. We could
say that an ideal theory would be perfectly informative if its models would not
permit any impossible state of affairs. Formalising this notion requires unpacking
the accuracy function in terms of the actual state of the situation belonging to
the states permitted by an interpreted model. For any conceivable context in any
possible situation, and for any state permitted by any licensed interpretation of a
theoretical model in this context, there should be a possible way for the situation to
be that corresponds to this permitted state. This would give the following definition
(where state(C, S) denotes the state of situation S from the perspective of a
context C):

Definition 4.7

inf ormativeness(T ) :=
(∀M ∈ T )(∀S)�S(∀C ∈ aff ordance(S))(∀m ∈ relevance(M,C))

(∀s ∈ permitted(m))♦Sstate(C, S) = s

Even if our definition of empirical adequacy is not a complete characterisation
of the aim of science, it still captures its main component, since scope and
informativeness would not make much sense without empirical adequacy. We will
see in Chaps. 6 and 7 that it can also help us respond to the main arguments in the
debate on scientific realism.

4.4 Comparison with van Fraassen’s Account

In the previous section, we arrived at the definition of empirical adequacy that char-
acterises modal empiricism. It roughly states that a theory is empirically adequate if
all its models correctly capture the way natural constraints on possible phenomena
express themselves in the contexts where these models can be interpreted, that is,
the way these natural constraints limit possible manipulations and observations of
actual situations.

There are three main differences between the proposal for empirical adequacy
that we have reached in the previous section and van Fraassen’s original defini-
tion:
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• this new definition of empirical adequacy is situation-based, while van Fraassen’s
is universe-based: it quantifies over all models, situations and contexts, while
van Fraassen’s involves one model of the theory that could represent the whole
universe;

• this definition is based on the pragmatic, community-centred notion of relevance,
while van Fraassen’s is based on the objective notion of observable;

• this definition is modal, while van Fraassen’s is not.

I will argue that these three differences make this new definition more appropriate
to serve as an axiological notion characterising the aim of science. I will also show
that these three aspects are related: they constitute a coherent “package”, which is
distinctively pragmatist. Let us examine these aspects one by one.

4.4.1 Situations Versus the Universe

Our situation-based account of empirical adequacy considers the ability of a theory
to represent accurately any situation in the universe, by means of various models. In
contrast, van Fraassen’s universe-based definition considers the ability of a theory
to represent accurately the whole universe by means of a single model. Perhaps van
Fraassen would accept this modification, given his recent analysis of the contextual
aspects of representation. In any case, a situation-based account is more modest and
connected with scientific practice.

Focusing on a putative model of the universe for philosophical analysis is a
common practice in philosophy of science, in particular in metaphysics (see for
example Belot 2016; Greaves and Wallace 2014). It is somehow related to what I
have called a theory-first approach in the introduction of Chap. 3. A universe-based
approach can be seen as a way of ensuring a certain axiological unity for science,
which is apparently threatened by an understanding of theories as collections of
models applied contextually. The disconnect between this approach and scientific
practice can be seen in the fact that in general, scientists do not act as if they were
willing to integrate all their experimental results into an all-encompassing model.
For example, they do not necessarily write down the exact position and time of
the phenomena they record, nor do they reproduce past experiments over and over
again, so as to ensure that their models still make correct predictions in new places
and times. The fact that a given experiment is successful seems sufficient to confirm
a theory or hypothesis, irrespective of its place and time. At most, scientists could
require that independent teams reproduce a particular experiment, so as to eliminate
implicit biases in the way it was carried out.

This idea of providing a model of the universe seems more applicable to the
theories of physics than to other disciplines. But even in physics, no one has ever
seen a model that would contain all observable phenomena in the universe, from
the tiniest dust particle to the biggest structure. Cosmological models, with their
assumption that the universe is homogeneous, are a far cry from it. If the universe
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is infinite and irregular, such a model is not even constructible by finite means.
Unsurprisingly, the examples that serve as illustrations of empirical adequacy in the
literature, including in van Fraassen’s writing, are always examples of theories as
applied to particular situations through particular models, not to the universe as a
whole. So why invoke such an idealisation?

The aforementioned observations are a bit unfair, though. Admittedly, van
Fraassen does not claim that the aim of science is to produce a model of the universe.
He only claims that it is to produce a theory that would have such a model. So,
the fact that scientists do not feel the urge to record the exact place and time of
their experiments might not be relevant after all. Perhaps any empirical success
could count as an indirect confirmation that our theories might have a model of
the universe (notwithstanding the fact that this model might not be constructible).

However, this idea rests on a set of implicit postulates that do not all go without
saying. For one, it seems to assume an eternalist metaphysics, according to which
there is a determinate set of past, present and future observable phenomena. Without
this assumption, no theory could be presently empirically adequate, or only about
past phenomena, which would contradict van Fraassen’s definition. Some practising
scientists would be sympathetic to this eternalist idea, but empirical adequacy is not
concerned with the aim of particular scientists, and there seems to be no a priori
reason to count this metaphysical assumption as a prerequisite to make sense of
scientific practice.

The idea that local successes confirm the ability of the theory to produce a model
of the universe also assumes a sort of compositionality principle. In order to infer,
from the accuracy of a particular model of the theory in a given context, that the
same theory could produce an adequate model of the universe as a whole, one has
to assume that this particular model is contained in the model of the universe, or at
least, that its empirical sub-structures are contained in the empirical sub-structures
of the model of the universe. This should hold for any particular model of any
situation. In other words, one has to assume that any part of a model of the universe
provided by the theory is also a model of the same theory, or can be turned into one
while preserving the empirical sub-structures. This would explain why the exact
place and time of an experiment do not matter.

Arguably, this compositionality principle is more or less respected by contem-
porary theories to some extent. Physicists, for example, have tools at their disposal
to combine models into larger ones, or to split models into components, and these
combinations and components are all models of the same theory. This principle
is similar to what I have called compositional norms. However, if we accept this
principle, the advantage of focusing on a model of the universe is not clear, because
having an accurate model of the universe implies having accurate models for any
situation in the universe.

In this respect, a situation-based account of empirical adequacy, which focuses
directly on the constraints that the theory as a whole brings to particular models
in particular contexts instead of referring to a putative cosmic model, brings more
connections to scientific practice, and also a form of modesty. Indeed, a focus on
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particular models and situations involves an inversion of quantifiers.14 Simplifying a
bit, a universe-based account assumes that there is one model such that all situations
“fit inside” (∃M∀S) whereas a situation-based account assumes that all situations
are such that they fit inside a model (∀S∃M , neglecting the difference between “at
least one model” and “all relevant models”). The second is logically weaker, in
particular if not all arbitrary conjunctions of situations count as potential targets of
representation. Maybe some of these arbitrary conjunctions are not potential targets
of representation, even assuming that there are norms of composition. This could be
the case with objects too far apart in an expanding universe to ever have a common
causal future. This could also be the case if the way a theory is applied to various
types of phenomena is not as unified as one could expect (Wilson 2013). The whole
universe, in all its tiny details, might not be a potential object of representation, if
only because the users of representation are part of it, whereas one would expect
them to be external to the represented situation.

Particular, bounded situations are our primary access to reality, and parsimony
enjoins us to refrain from postulating that our theories could produce accurate
models of things that we could not necessarily represent or experiment on, such
as the whole universe. This is a way of staying closer to actual scientific practice.
This also gives all models of the theory a potential role, and not only one of
them, which does justice to the spirit of the semantic conception of theories. Our
definition of empirical adequacy in terms of situations is therefore more suitable for
an empiricist willing to emphasise experience as the primary source of justification
for knowledge.

4.4.2 Relevance Norms Versus Observables

As explained in Sect. 4.3.2, one possible motivation for a universe-based account
of empirical adequacy could be to impose a constraint of coherence on the way the
theory “saves the observable phenomena”. In the account presented in this chapter,
this role is played by norms of relevance and their cross-contextual unity. We could
say that modal empiricism trades an extensional notion of coherence and unity for
an intensional one: the unity of the theory is provided by its ability to be accurate in
all possible contexts.

Another (but related) role played by norms of relevance is to ensure some kind
of objectivity in the way a theory is connected to experience. In the case of science,
this connection is often mediated by models of experiments, and as suggested in the
previous chapter (Sect. 3.4.2), these models presumably have their own norms of
relevance, associated with licensed operationalisations of the theoretical vocabulary.
These norms have to do with cross-contextual coherence as much as theoretical
norms do. They concern the stability and reproducibility of experimental results

14I am indebted to an anonymous referee for this observation.
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and the unification of various operationalisations when they are equivalent, as well
as the coherence with theoretical norms, in particular when theories are used to
explain the functioning of measuring apparatus.

Using the distinction between appearances and phenomena employed by van
Fraassen, we could say that experimental norms have to do with the way exper-
imenters manage appearances and connect them with phenomena, and they are
distinct from the norms connecting phenomena to theoretical models. However,
this framing in terms of norms is deflationary in spirit: I do not wish to assume
that phenomena are real, observable entities. They merely correspond to the cross-
contextually stable categories in use in scientific experimentation. This constitutes
another important difference between modal empiricism and constructive empiri-
cism: van Fraassen assumes that real, observable phenomena exist, and they
play a crucial role in his constructive empiricism. In his account, the connection
between theory and appearances is not mediated by pragmatic, communal norms
of experimentation, but by observable phenomena. It is important to note that
according to van Fraassen, observable phenomena are distinct from appearances.
Appearances correspond to how phenomena look from a given perspective. For
example, “Mercury’s motion is an observable phenomenon, but Mercury’s ret-
rograde motion is an appearance” (van Fraassen 2008, p. 287, emphasis in the
original).15

Relying on pragmatic, communal norms of relevance instead of an objective
notion of observable phenomena can be seen as a virtue given the huge amount of
criticism that the notion of observable has received (Psillos 1999, ch. 9) (Churchland
and Hooker 1985, ch. 2) (Alspector-Kelly 2004; Buekens and Muller 2012; Gava
2016). It can be argued, for instance, that the phenomena that are accounted for by
scientific models are rarely observable in van Fraassen’s sense, and that whether
they are or not does not seem to matter for scientific practice, so being a realist
about phenomena (and not only about appearances) is in tension with empiricism.
Another crucial advantage of the notion of relevance is that it can accommodate a
sensitivity to contexts and purposes in a way that the notion of observable cannot.
In particular, with the notion of observable, contextual purposes must play a merely
selective role in representation, or, at most, a productive role prior to representation,

15Note that our account of representation implies several layers. A model of experiment connects
direct observations or “appearances”, which constitute the first layer, with their theoretical
descriptions by interpreted models, the second layer, but these theoretical descriptions are
still apprehended from a particular context associated with a focus on discrete properties of
interest. A theoretical model connects these contextual descriptions to cross-contextual, indexical
representations that could apply in various contexts, which constitutes the third layer. A fourth
layer is constituted by theoretical laws, which unify various general models. The first three layers
presented here more or less match van Fraassen’s notions of appearances, observable phenomena
and unobservable phenomena respectively. However, this match is not perfect, because the way
these layers are distinguished is markedly different. In particular, the notion of being observable
plays no role beyond appearances in the account used in this work, which is the point discussed
here.
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that of “enlarging the observable world”, while with relevance, they could play a
constitutive role in the representation relation (see Sect. 2.3.3).

Even if it dispenses with the notion of observable, modal empiricism is still firmly
empiricist. According to modal empiricism, the ultimate benchmark for empirical
adequacy is the accuracy of particular models in particular experimental situations,
and this accuracy is evaluated with regard to empirically accessible characteristics
of these situations. Relevance merely has to do with scientists’ management and
interpretation of “appearances”, in van Fraassen’s terminology, unification and
experimental stability being the main criteria. Modal empiricism crucially relies
on appearances: it merely bypasses the problematic intermediate level constituted
by observable phenomena in van Fraassen’s account.

One worry could be that metaphysical posits are smuggled in by scientists
and their norms of relevance, whereas they would be blocked by a reliance on
observable phenomena. Models could be licensed for metaphysical reasons: because
they posit the right kind of unobservable entities for example, where these would
be determined by an inference to the best explanation. Since norms of relevance
determine conditions of accuracy, this would make empirical adequacy equivalent to
theoretical truth, because a theory could only be empirically adequate if it correctly
describes unobservable entities. However, this is only true assuming, as the realist
generally does, that inference to the best explanation is truth-conducive.

Metaphysical considerations, or metaphysical prejudices inherited from our
ancestors, may sometimes play a heuristic or psychological role in science. I do
not deny that they could affect the relevance norms that are actually used by
scientists for interpreting theoretical models. However, the important point is that
they do not play a normative role, in the sense that complying with them would
be part of the aim of science. New theories often contradict our metaphysical
prejudices. Our pre-theoretical intuitions about time are contradicted by relativity
theory, when interpreted realistically, for example. This is no reason to reject these
theories. According to modal empiricism, if a theory can “save the appearances” in
a more unified way than another, then it should be preferred, whatever metaphysical
intuitions were used to construct the theory. The realist could argue that an ability
to save the appearances in a unified way is an indicator of truth, so that science, by
aiming at empirical adequacy, actually achieves truth. I doubt it, but this question
is different from the axiological question that occupies us here (this issue will be
addressed in Chap. 6).

4.4.3 Modality Versus Extensionality

The last difference between my definition and van Fraassen’s is the modal aspect.
This might be the most controversial difference for an empiricist. It is also related
to the previous issue, in that a reliance on observable phenomena can be seen as
a means of extending empirical adequacy to situations that are not experimented
upon without invoking modalities. But as we have seen in Sect. 4.2.4, modalities are
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required if experimentation is, in general, active: perhaps observable phenomena are
actual even if never observed, but it is much less clear that producible phenomena
would be actual even if never produced.

Endorsing modalities also makes the whole position more coherent for different
reasons.

First, this idea allows us to avoid problems with the notion of observable, which
is apparently modal. Van Fraassen claims that “observable” is an objective property
of actual phenomena, about which our theories can inform us (although this notion
is theory-independent, so as to avoid a vicious circularity (van Fraassen 1980, p.
57)). But such an objective notion of observable does not appear explicitly in any
scientific theory. It is not obvious that the notion can be explicated without assuming
that the theories that inform us about what is observable have modal import, in
particular if we want these theories to tell us whether types of phenomena that were
never observed so far are observable (Ladyman and Ross 2007, ch. 2.3.2.3) (on
this controversy, see Rosen 1994; Ladyman 2000; Monton and van Fraassen 2003;
Ladyman 2004; Dicken and Lipton 2006).

The idea that empirical adequacy is about saving possible observations can also
help us make better sense of scientific practice, following van Fraassen’s own line of
reasoning. Van Fraassen extends empirical adequacy to all observable phenomena to
account for the motivation of scientists when they experiment on new phenomena
(Monton and van Fraassen 2003). His argument can be reconstructed as follows:
if only actually observed phenomena mattered for empirical adequacy, scientists
could just as well observe nothing, and they would have achieved their aim. This is
not what they do. Scientific practice only makes sense if scientists want to save all
observable phenomena, and take actually observed phenomena to be representative
of merely observable ones.

This argument can be readily extended to merely possible phenomena. If only
actual phenomena mattered, scientists could just as well refrain from creating new
phenomena that would probably not occur without their interventions. But scientists
rarely draw a distinction between natural and artificial phenomena, the latter being
those that would not happen if it were not for their interventions. They do not
perform a passive observation of all the heterogeneous situations they stumble upon,
which is what they could do if they wanted their theories to be empirically adequate
for all actual situations. Instead, they actively create situations of interest, as if they
were exploring possibilities. Physicists sometimes carry out thought experiments,
such as the EPR-type experiment involved in the derivation of Bell’s inequalities,
while following purely theoretical considerations. What they have in mind, it seems,
are intriguing consequences or principles of their theories, and they are willing
to create experimental situations so as to explore these possible consequences,
regardless of whether they occur naturally. They often control target systems and
vary parameters as if they were exploring various possibilities. All this is strongly
related to the remarks in Sect. 4.2.4 about the fact that experimentation generally
involves finely controlled interventions and exotic configurations. Testing theories
against various possibilities seems to be part of the “rules of the game” of scientific
practice (see Ladyman and Ross 2007, p. 110 for a similar argument).
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Van Fraassen could claim that by doing so, scientists are merely trying to improve
their theories for further application to natural phenomena (for example, by fixing
the value of missing constants). However, in the case of, say, the implementation of
EPR-type experiments, this seems far-fetched. No theoretical constant is involved
in this case, and arguably, if no violation of Bell’s inequalities had been observed by
Aspect et al. (1982), the right conclusion would have been that quantum mechanics
is not empirically adequate, or at least, that its foundations and interpretation (its
norms of relevance) must be adapted in consequence. When this type of experiment
fails, the natural conclusion is that the theory would have been inadequate even if the
experiment had never been performed. Scientists did not make the theory inadequate
by their intervention; they merely realised that it was, so empirical adequacy must
concern merely possible situations. But even rejecting this natural interpretation,
the fact that scientists took the risk of implementing this experiment shows that they
wanted to make sure that their theory would correctly account for this possibility.

One could argue that the notion of possibility involved is merely epistemic: for
all we know, such situations might actually occur somewhere in the universe, so
we should make sure that our theories account for them. The problem with this
response is that the likelihood of this occurrence does not seem to play any role in
the motivation of scientists.

In light of this, there seem to be good reasons to think of empirical adequacy,
taken to be a criterion for ideal empirical success, as a modal notion: it concerns the
adequacy of the theory to represent or predict what would be observable in some
specific experiments that might not be actual, given the natural constraints on what
is possible for us to do and observe in this world. The aim of science is to produce
theories that would be applicable with success in all possible circumstances, without
presuming anything about what is actual. Actual experimental results are taken to
be representative or indicative not only of unobserved actual phenomena, but also
of mere possibilities. Empirical adequacy is an ampliative notion. In this respect,
the fact that these unrealised possibilities are not actually realised does not matter
any more than the fact that unobserved phenomena are not actually observed: the
ampliative move is of the same nature (this line of reasoning will be developed in
the next chapter).

There could be objections to this account regarding the commitment to the
existence of worldly possibilities on which it rests. One issue has to do with the
principled impossibility of modal knowledge. I will alleviate this worry in the next
chapter. Another objection could be that the resulting position is less metaphysically
parsimonious, because of this commitment to natural modalities. The aim that modal
empiricism attributes to science is certainly more ambitious than the one attributed
by constructive empiricism, because it extends to the realm of possibilities, but when
it comes to metaphysical commitments, I am not sure that modal empiricism really
is less parsimonious.

As already noted, constructive empiricism seems to assume an eternalist meta-
physics: our theories must ideally match a distribution of past, present and future
observable phenomena, and these phenomena must all exist, or our theories could
never be empirically adequate now. Arguably, taking position in the debate on the
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metaphysics of time in order to account for the rationality of science is problematic.
The definition of empirical adequacy that I have suggested quantifies over actual
situations as well, but it can remain agnostic on which situations (past, present or
future) are actual. Our theories could still correctly account for future possibilities,
understood as possible ways for present situations to evolve.16 So, in the end, rather
than opting for a less parsimonious position, all we have done is trade an implicit
eternalist metaphysics for natural modalities.

4.5 Modal Empiricism as Pragmatism

The aim of this chapter was to examine how one shall understand empirical
adequacy in the context of the account of scientific representation provided in the
previous chapter. The strategy adopted followed a bottom-up approach: empirical
adequacy is achieved as a result of two ampliative moves, first from model accuracy
in context to model adequacy in general, then from model adequacy to theory
adequacy.

This analysis resulted in several important conclusions. One of them is that
empirical adequacy must be a modal notion, in order to both extend to non actual
contexts of use and account for the interventionist aspects of experimentation.
Accepting that empirical adequacy is a modal notion is the only way of making
sense of scientific practice as a rational activity: the fact that scientists implement
exotic experimental configurations to test their theories would be unintelligible
without it. The other important conclusion we reached is that the relevance of a
model for representing phenomena of a particular type is mainly a matter of cross-
contextual coherence in the way the model is applied, and that norms of relevance
are substantial, revisable and sensitive to empirical inputs. This cross-contextual
coherence is strongly related to the unificatory power of models and theories.

The resulting notion of empirical adequacy, which characterises the empiricist
position defended in this book, is the following one: a theory is empirically adequate
if all its relevant applications, including in counterfactual contexts, would be
successful. In other words, an ideal theory should correctly account for all possible
manipulations and observations we could make within a domain of application,
assuming these possibilities are limited by natural constraints. One could say that
an empirically adequate theory gives us a reliable map of what is or is not possible
in this world, for a given domain of activities. According to modal empiricism, the
aim of science is to produce theories that are empirically adequate in this sense.

This notion of empirical adequacy differs from van Fraassen’s in three respects.
It is situation-based, in that it does not involve any reference to the whole universe. It

16In a sense (putting aside issues that have to do with the notion of observable), modal empiricism
is not much more than constructive empiricism made compatible with the openness of the future,
which happens to be more in tune with scientific practice.
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is pragmatic, because it relies on norms of representation rather than on a notion of
observable phenomena. And as we have just seen, it is modal. One could say that we
have on one side a definition that is centred on an ideally complete representation of
a cosmic state of affairs, and on the other, one that is centred on an ideally successful
conceptual scheme, constituted of norms of representation that could allow us to
withstand any possible situation. It should be clear, for this reason, that the definition
of empirical adequacy proposed in this chapter does not bring empiricism closer to
scientific realism, despite its commitment to natural modalities. It is more realist
when it comes to modalities, but has more instrumentalist flavours in other respects.
What it does is bring empiricism closer to pragmatism.17

We now have a good understanding of what modal empiricism is. What remains
to be done is to show that modal empiricism fares better than other positions in
the debates on scientific realism. An important step in this direction consists in
showing that modal empirical adequacy is an achievable goal, and in particular,
that the natural modalities to which the modal empiricist is committed do not
correspond to an “inflationary metaphysics” that would make the whole position
subject to a problem of underdetermination by experience. Arguably, the alleged
impossibility of modal knowledge is the main reason for empiricists to reject the
existence of natural possibilities. In the next chapter, I will argue that this reason is
not acceptable, because modal knowledge is perfectly achievable.

References

Alspector-Kelly, M. (2004). Seeing the unobservable: Van Fraassen and the limits of experience.
Synthese, 140(3), 331–353. https://doi.org/10.1023/B:SYNT.0000031323.19904.45

Aspect, A., Dalibard, J., & Roger, G. (1982). Experimental test of Bell’s inequalities using
time-varying analyzers. Physical Review Letters 49(25), 1804–1807. https://doi.org/10.1103/
PhysRevLett.49.1804

Belot, G. (2016). Undermined. Australasian Journal of Philosophy, 94(4), 781–791.
Boesch, B. (2017). There is a special problem of scientific representation. Philosophy of Science,

84(5), 970–981.
Buekens, F. A. I., & Muller, F. A. (2012). Intentionality versus constructive empiricism. Erkenntnis,

76(1), 91–100. https://doi.org/10.1007/s10670-011-9348-1
Bueno, O. (1997). Empirical adequacy: A partial structures approach. Studies in History and

Philosophy of Science Part A, 28(4), 585–610.
Churchland, P., & Hooker, C. (1985). Images of science: Essays on realism and empiricism.

Chicago: University of Chicago Press.
Dicken, P., & Lipton, P. (2006). What can Bas believe? Musgrave and Van Fraassen on

observability. Analysis, 66(291), 226–233.
Friedman, M. (1974). Explanation and scientific understanding. The Journal of Philosophy, 71(1),

5. https://doi.org/10.2307/2024924

17Note, in this regard, that Peirce, one of the main figure of American pragmatism, endorsed natural
modalities. The connection between pragmatism and modal empiricism will be elaborated in the
concluding chapter of this book.

https://doi.org/10.1023/B:SYNT.0000031323.19904.45
https://doi.org/10.1103/PhysRevLett.49.1804
https://doi.org/10.1103/PhysRevLett.49.1804
https://doi.org/10.1007/s10670-011-9348-1
https://doi.org/10.2307/2024924


110 4 Modal Empirical Adequacy

Gava, A. (2016). Why van Fraassen should amend his position on instrument-mediated detections.
Analysis and Metaphysics, 15, 55–76.

Greaves, H., & Wallace, D. (2014). Empirical consequences of symmetries. The British Journal
for the Philosophy of Science, 65(1), 59–89. https://doi.org/10.1093/bjps/axt005

Kitcher, P. (1989). Explanatory unification and the causal structure of the world. In P. Kitcher
& W Salmon (Eds.), Scientific explanation (Vol. 8, pp. 410–505). Minneapolis: University of
Minnesota Press.

Kratzer, A. (2019). Situations in natural language semantics. In E. Zalta (Ed.), Stanford encyclo-
pedia of philosophy, metaphysics research lab. Stanford: Stanford University.

Kuhn, T. (1962). The structure of scientific revolutions. Chicago: University of Chicago Press.
Ladyman, J. (2000). What’s really wrong with constructive empiricism? Van Fraassen and the

metaphysics of modality. British Journal for the Philosophy of Science, 51(4), 837–856.
Ladyman, J. (2004). Constructive empiricism and modal metaphysics: A reply to Monton and Van

Fraassen. British Journal for the Philosophy of Science, 55(4), 755–765.
Ladyman, J., & Ross, D. (2007). Every thing must go: Metaphysics naturalized. Oxford: Oxford

University Press.
Lakatos, I. (1978). The methodology of scientific research programmes. Cambridge: Cambridge

University Press.
Mitchell, S. D., & Gronenborn, A. M. (2015). After fifty years, why are protein X-ray crystallog-

raphers still in business? The British Journal for the Philosophy of Science, axv051. https://doi.
org/10.1093/bjps/axv051

Monton, B., & van Fraassen, B. (2003). Constructive empiricism and modal nominalism. British
Journal for the Philosophy of Science, 54(3), 405–422.

Myrvold, W. C. (2003). A Bayesian account of the virtue of unification. Philosophy of Science,
70(2), 399–423. https://doi.org/10.1086/375475

Psillos, S. (1999). Scientific realism: How science tracks truth. Philosophical issues in science.
London, New York: Routledge.

Rosen, G. (1994). What is constructive empiricism? Philosophical Studies, 74(2), 143–178.
Ruyant, Q. (2017). L’empirisme Modal. PhD Thesis, Université Catholique de Louvain.
Schindler, S. (2018). A coherentist conception of ad hoc hypotheses. Studies in History and

Philosophy of Science Part A, 67, 54–64. https://doi.org/10.1016/j.shpsa.2017.11.011
Suárez, M. (2005). The semantic view, empirical adequacy, and application (concepción semántica,

adecuación empírica y aplicación). Critica, 37(109), 29–63.
van Fraassen, B. (1980). The scientific image. Oxford: Oxford University Press.
van Fraassen, B. (1989). Laws and symmetry (Vol. 102). Oxford: Oxford University Press.
van Fraassen, B. (2008). Scientific representation: Paradoxes of perspective (Vol. 70). Oxford:

Oxford University Press.
Wilson, M. (2013). What is “Classical Mechanics” anyway? In R. Batterman (Ed.), The Oxford

handbook of philosophy of physics (p. 43). Oxford: Oxford University Press.

https://doi.org/10.1093/bjps/axt005
https://doi.org/10.1093/bjps/axv051
https://doi.org/10.1093/bjps/axv051
https://doi.org/10.1086/375475
https://doi.org/10.1016/j.shpsa.2017.11.011


Chapter 5
Situated Possibilities, Induction
and Necessity

Abstract Modal empiricism is the position according to which the aim of science
is to produce theories that correctly account for all possible manipulations and
observations we could make in their domain of application in a unified way. This
chapter analyses the kind of modalities to which modal empiricism is committed,
and responds to sceptical arguments against the possibility of modal knowledge.
I defend an inductive epistemology for situated modalities, and I show that no
practical underdetermination could affect general modal statements without thereby
affecting the corresponding universal generalisations. This account is shown to fit
well with scientific practice, thus vindicating modal empiricism as an account of
the aim of science. The debate on what distinguishes laws of nature from accidental
generalisations is briefly addressed. I suggest that law-like statements are just those
that are justified by induction, and that they have a modal force. However, they are
weaker and more diverse than the laws of nature as generally construed.

5.1 The Sceptical Challenge

We concluded the previous chapter with a characterisation of modal empiricism
as the position according to which the aim of science is to produce theories that
would be successful in all their applications, including counterfactual ones. This
means, roughly speaking, theories that can account for all possible observations and
manipulations we could make within a domain of application. It is now time to
take a more argumentative approach, and to defend modal empiricism against its
various opponents in the debate on scientific realism, in particular with regard to the
question of justification.

The first type of opponent, which will be the focus of this chapter, is constituted
of traditional versions of empiricism that would reject the modal component of
modal empiricism. This modal component is expressed by the reference to all
possible applications of a theory. This specificity of modal empiricism makes the
position more ambitious than traditional versions of empiricism, and one reason
to prefer a more traditional empiricism could stem from scepticism towards modal
knowledge.
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We seem to know a great deal about what is or is not possible in this world.
For example, I believe that I know that glass is fragile, and that if I had let a glass
vase fall from my window 1 min ago, it would have broken. I also know, from my
physics classes, that it would have accelerated at a rate of about 9.8 m/s2: in normal
conditions such as these, an object in free fall could not accelerate at a much lower
or higher rate. All this, it seems, is common knowledge that came to be known
by experience (mine or others’), not by merely reflecting on the meaning of words.
Thus, modal knowledge is very mundane. But it poses an epistemological challenge:
how could we know, from our experience, anything about unrealised possibilities?

One answer to this question, the one typically adopted by empiricists, is that
we cannot. Hume notoriously observed that no necessary connections are found in
experience. Other authors have argued that possible worlds, if there are such things,
are causally disconnected from the actual world: we have no “modal telescope”
to observe unrealised possibilities. Their conclusion is that we have no modal
knowledge: at most, we can capture regular patterns in past phenomena, and
anticipate future phenomena on this basis. The laws of nature, dispositions or causal
relations either supervene on the mosaic of actual facts, or they only exist in our
minds.

If these sceptical arguments are correct, then the notion of empirical adequacy
presented in Chap. 4 becomes dubious. According to this notion, the “truth-makers”
of empirical adequacy are possibilities in the world, including unrealised ones,
and these possibilities are not mere conceivable states of affairs, but alternative
ways actual situations of the world could be in virtue of natural constraints on
possibilities. How could we know if a theory is empirically adequate in this sense
without any epistemic access to unrealised possibilities? It does not make much
sense to assign an aim to science if this aim is not achievable, and not even
approachable as an ideal. One cannot play impossible games. This could be a reason
to endorse more traditional versions of empiricism that do not incorporate this modal
component, such as constructive empiricism.

In this chapter, I wish to defend modal empiricism against objections of this kind
by proposing an empiricist-friendly epistemology for modalities. I will argue that it
is rationally justified to assume that a theoretical model is empirically adequate in a
modal sense on the basis of empirical evidence. I am indeed convinced that modal
knowledge in general, and modal empirical adequacy in particular, are perfectly
achievable, assuming that one empiricist-friendly mode of inference is warranted,
namely induction. This is true at least considering one type of possibilities, the one
involved in our definition of empirical adequacy: situated possibilities.

Induction is an ampliative mode of inference by which one infers, from a sample
of exemplars of a given type displaying a regularity, that this regularity holds for a
larger set: the set of all objects of this type. One received view has it that induction on
actual experiences is insufficient to justify relations of necessity. It can only justify
universal generalisations. As a consequence, empiricist-minded philosophers, even
when they accept induction, tend to be sceptical about natural modalities, which they
consider too metaphysical, while optimists about modalities tend to accept in their
epistemology ampliative modes of inference that go beyond induction, typically,
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inference to the best explanation. In this chapter (which is based on Ruyant (2019)),
I challenge this received view by arguing that relations of necessity can be justified
by induction, so long as we accept the existence of situated possibilities (I will
give a few reasons to accept their existence). I also show a stronger result: for all
practical purposes, such relations of necessity are no more and no less justified than
a corresponding universal generalisation, so that it would be irrational to accept the
latter while rejecting the former. The consequence of this is that empiricist-minded
philosophers have no reason not to endorse modal empiricism.

Note that there has been a resurgence in empiricist epistemology for modalities
in recent years. Some authors have argued in favour of the idea that knowledge
of metaphysical possibilities is attainable by induction on experience (Roca-Royes
2007; Hawke 2011; Strohminger 2015). I am sympathetic to these accounts, and
mine shares similarities. However, it differs in its focus on natural modalities rather
than metaphysical ones, which makes it more modest in this respect. It is also more
ambitious in other respects, because I aim to show that one can have knowledge not
only of possibilities, but of relations of necessity from experience, and that they are
as justified as universal regularities.

Let us start by presenting the kind of situated modalities involved in modal
empiricism’s notion of empirical adequacy. I will then explain how they can
be known by induction, and finish with some remarks on the epistemology and
metaphysics of the laws of nature.

5.2 Situated Possibilities

I have introduced the notion of situation in the previous chapter (Sect. 4.2.2). A
situation is a local, bounded, occurrent state of affairs that one could represent. We
describe a situation using our language, possibly using theoretical language, for
example values for measured properties in a scientific context. This allows us to
classify situations into types, corresponding, for example, to the kinds of objects
they contain and to the way they are related to their environment, and to assign a
state to them, corresponding to definite properties and relations for the objects they
contain, including specific values for particular degrees of freedom.

What I call a possible situation is an alternative way a given situation could be.
This is the same situation, of the same type, but in a different state. When I say
“possible”, I am not talking about epistemic, conceptual nor any kind of mind-
dependent possibilities, but about alethic possibilities, that is, mind-independent
possibilities “out there, in the world”. To say it differently, whether or not a situation
is possible is not known a priori.

Let us first see how this notion differs from other kinds of possibilities, such as
metaphysical and nomological possibilities. I will then give a few reasons to accept
them in our ontology.
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5.2.1 Conceivable and Possible Situations

It is common to think of nomological possibilities as a sub-set of conceivable
possibilities: only part of what can be conceived is allowed by the laws of nature.
Situated possibilities are similar to nomological possibilities in this respect, except
for their situatedness (I consider that both nomological and situated possibilities are
kinds of natural possibilities), and an intuitive way of presenting them is first to
consider the set of conceivable situations.

Imagine that a scientist wants to test the laws of classical optics. She aims a laser
towards a reflecting surface from a particular angle and observes that the light ray
is reflected by the surface at the same angle.1 This is a situation described from a
certain perspective: a focus on incident and reflection angles with a certain degree
of precision. There is a set of conceivable situations that correspond to it: the ray
could have been aimed and reflected at any angle within the range of angles that
we could discriminate, all else being equal. This set, which corresponds to various
conceivable manipulations and observations of the situation, can be enumerated a
priori (in physics, they would correspond to coarse-grained regions of the state-
space of the represented system). But because of natural constraints, only some of
these situations are naturally possible: as we know from the laws of optics (or as we
shall assume for the sake of this illustration), those possible situations are the ones
where the light ray is roughly reflected at the same angle as the incident angle. All
other conceivable results are naturally impossible.

Conceivable states for targets of representation were already mentioned when
introducing the notion of context in Sect. 3.2.1. I also mentioned conceivable con-
texts, including conceivable manipulations on situations, in Sect. 4.2.2. Combining
these two processes gives us a set of conceivable situations. The idea is to imagine
the range of states in which an actual situation, to which we refer rigidly, could
be while remaining the same situation of the same type with the same objects if it
were measured or manipulated differently.2 Possible situations can be thought of
as a sub-set of this range: the ones that are naturally possible. Since it results from
natural constraints, this sub-set is not known a priori: it is not a matter of meaning
or conventions, but of real possibilities in the world.

I assume that a situation is identified at least by its type. This type must be
preserved when considering alternative states the situation could be in. We must still
be talking about a laser pointing at a reflective surface when considering alternative
possibilities. This is important, because the range of conceivable situations, hence
the range of possible situations, depends on the way the situation is identified. Sev-
eral situations with different modal characteristics can share a material constitution.
To take Aristotle’s famous example, there are alternative states a lump of clay could

1This is simplified for the sake of the illustration. Optical phenomena are more complicated than
this.
2As noted in Sect. 4.2.2, norms of experimentation and theoretical frameworks could be involved
in this imagination process, but this is not necessarily problematic.
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be in which do not correspond to alternative states a statue constituted of this lump
of clay could be in, because this alternative state for the lump of clay would no more
constitute a statue. So, a situation identified as containing the statue is not a situation
identified as containing the lump of clay, because the ranges of conceivable states
they could be in are different. The same kind of remark can be made assuming that
a given coarse-graining is part of the characteristics of a type of situation: a coarse-
grained description will not discriminate between some possibilities that a more
fine-grained description would, so the range of conceivable situations associated
with these types is different.

One could wonder what these types of situations are: do they correspond to
natural kinds, or to conventions? In the former case, are we not conceding too
much to the realist, and in the latter case, can we maintain that possible situations
are objective aspects of the world? My answer would be this: it does not really
matter how situations are identified. Their bounds in space and time, for instance,
can be delimited arbitrarily: as noted in the previous chapter (Sect. 4.2.2), we could
consider the trajectory of a single planet, or of all planets in the solar system, during
a few days or a few years, and all of these choices succeed in delimiting situations.
However, once their boundaries are delimited, situations have objective, empirically
accessible characteristics. The same goes for their type: we could consider any
identity condition, for example, functional identifications for organs in biology, or
an identification in terms of material constitution in other cases. All of these choices
will be associated with broader or more limited ranges of conceivable states, as the
statue and clay example shows. But once the choice is made, once the range of
conceivable states is delimited, there is an objective fact of the matter about which
of these conceivable states are possible and which are not. So, type identification
is indeed conventional, and actually, the way we classify situations into types is
generally theory-laden (it depends on experimental norms: see Sect. 4.2.2), but this
does not mean that possible situations are mind-dependent entities.

Having said that, I presume that some conventions for identifying situations are
more fortunate than others, because the associated types are projectible, in the sense
of Goodman (1954) (which will translate into their instances having shared modal
characteristics). I will say more about this later.

Let me emphasise an important aspect of this picture: possible situations should
not be conceived of in abstracto, but they are, so to speak, anchored to an actual
situation of reference. In the illustration above, when conceiving a different angle at
which a light ray could be reflected, we are not talking about any random situation
anywhere and at any time, nor about an abstract type of situation, but about this
very situation at this place and time, albeit in a different state. This is important if
we want to say, as suggested in the previous chapter, that our models of proteins are
relevant to actual living tissues for instance.

A good way of accounting for this “anchoring” aspect is to borrow Kripke’s
principle of necessity of the origin. The idea is that all alternative ways a given
situation could be share a common origin, which can be traced back by considering
the continuous evolution of the situation from its origin to the present state,
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demanding that it remains a situation of the same type. One need not go very far:
perhaps tracing back to the moment the situation was first identified by ostentation
is enough.3

This rigid reference to an actual situation implies fixed background conditions:
these background conditions, and the environment of the situation more generally,
are preserved across possibilities. For example, if a situation involving an object
in free fall is located on the surface of the Earth, then this is also the case for
all alternative ways the situation could be. These background conditions do not
characterise types of situations, but only particular instances. They are not in general
known exhaustively by someone representing a situation (which will be important
later), rather they could be expressed by a ceteris paribus clause, pointing at the
situation and assuming that some degrees of freedom of the situation could vary, all
else remaining equal. So, these background conditions are shared by all alternative
ways this particular situation could be. They can affect which among the conceivable
states the situation could be in are possible and which are not, because constraints on
possibilities can depend on the environment. For example, the possible trajectories
of an object in free fall depend on the presence of nearby massive objects.

Note that these background conditions do not entirely determine the set of
possible states the situation could be in. By stipulation, the particular state of a
situation of a given type is not part of its identity, but a contingency. This allows, for
example, to consider various possible manipulations we could make on the target.

To sum up, a situation is characterised by a bounded range of conceivable states,
and this range is determined by the way the situation is identified, notably, by
its type. This range is somehow conventional, generally theory-laden and known
a priori (assuming experimental norms). Natural and environmental constraints
associated with the type, origin and background conditions of the situation further
limit this range to a set of possible situations, which is not known a priori.

Because of all the characteristics mentioned above, possible situations are
different from possible worlds. More precisely, they differ from possible worlds
in two important respects:

Extensional limitation: Possible situations are not maximal states of affairs. They
are situated, bounded in space and time and contain a
finite set of objects.

Intensional limitation: The range of possibilities for a situation is also limited in a
way possible worlds are not. The identity of the situation,
in particular its type, origin and background conditions,
must be preserved when considering alternative states a
situation could be in.

3Note that I take this principle to be a useful convention rather than a metaphysical principle, since
situations are identified conventionally in any case. Maybe other conventions could be considered.
In any case, the necessity of origin will not play an important role in the arguments of this book,
but the anchoring aspect will.
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Modalities are often represented using Kripke’s possible world semantics, by
introducing an accessibility relation between possible worlds. In the S5 system, this
relation is reflexive, symmetric and transitive, which means that all possible worlds
are accessible from all others. Similarly, situated possibilities can be represented by
considering an accessibility relation between actual situations and their alternatives,
using S5 modal systems centred on every actual situation, each limited to the
relevant objects in this situation. The situations that are accessible from a given
actual situation are the possible ways it could be. This semantics provides an
interpretation for the modal operator �S that was used in the previous chapter: this
operator quantifies over all possible situations that are accessible from a given actual
situation S.

In this chapter, I assume that possible situations exist (I give a few reasons
below). I do not want this assumption to be too metaphysically loaded: I do not
claim that possible situations are concrete entities, or that they represent dispositions
or relations between universals. All I assume is that there are alternative ways actual
situations could be, and alternative ways they could not be in virtue of natural and
environmental constraints. I assume that it is a matter of empirical inquiry to know
which, among the conceivable situations, are naturally possible and which are not,
and the purpose of this chapter is to show that such knowledge is attainable by
induction on realised possibilities. Such knowledge will take the form of necessary
statements that characterise all the possible situations of a certain type, and these
alone.

Let us say a bit more about these statements, and the kind of necessity involved.

5.2.2 Statements of Necessity

In the framework introduced in Chap. 3, sets of conceivable, coarse-grained states
for situations were represented by means of contexts. The set of conceivable states
specified by a context is limited by a choice of relevant variables for an agent (in
particular a distinction between fixed and variable properties: see Sect. 3.2.1). As
noted earlier, considering all the contexts afforded by a situation and its conceivable
alternatives (assuming its type and origin are preserved) give us a set of conceivable
states for this situation.

We have seen that interpreted models bring restrictions on the set of states
specified by a context: only some of them are “permitted” by the model, and the
model is accurate if the actual state of the target is among them. A general model
is characterised by a function from contexts to sets of licensed interpreted models,
so in effect, a general model also brings restrictions on the set of states specified by
the set of conceivable contexts in which it has a licensed interpretation. To take an
example, the general mechanical model of the pendulum has a relevance function
that gives its domain of application, in this case, pendulums, which corresponds to
the set of contexts for which it has licensed interpretations. We can associate this
domain with the definition of a type of situation, which is the type represented
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by the general model. This type is characterised by the features shared by all
contexts in which the model has licensed interpretations: the general characteristics
of pendulums from a mechanical perspective.4 The general model brings restrictions
to the possible trajectories of various pendulums, whatever our perspective is on
these pendulums (that is, whatever degree of precision, etc.).

It follows that claiming that a general model is modally adequate, taking the
definition of adequacy of Sect. 4.2.6, amounts to claiming that all situations of
a certain type are necessarily in a certain way. The type of situations involved
characterises, as just said, the domain of application of the model. What the general
model “says” about these situations corresponds to the conditions of accuracy that
its licensed interpretations specify. For the model to be modally adequate, these
conditions must be fulfilled in all possible contexts and situations in its domain.
So the claim that a general model is modally adequate is a claim of the form:
(∀s)As → ��(s), where A denotes a type of situation.

The reverse is likely to be true as well: any statement of necessity of the form
(∀s)As → ��(s) can be turned into a statement to the effect that a general model,
whose relevance conditions are limited to objects of type A, is modally adequate.

Take, for example, the statement that all swans are white as a matter of necessity.
This can be translated into a statement about a very simple general model. This
model has two symbols: one object, s, and one property, w, and s is in the extension
of w. The relevance function of the model is the following: (1) the model has
licensed interpretations only in contexts where the target of representation is a
swan and where the colour of the target is the property of interest, and (2) in these
contexts, object s is mapped to the swan and property w to the property of being
white. What the model does, in these contexts, is limit the set of permitted states for
targets to the ones corresponding to being white. The model is modally adequate if
all its licensed interpretations are accurate for all possible situations in the universe,
which is to say that all possible swans are white (that is, all alternative ways swans
could be are such that they are white).

So, at least simple statements of the form “necessarily, all swans are white” can
be translated into the statement that a model is modally adequate. The same rationale
could be given for universal generalisations and non-modal versions of adequacy. I
presume that scientific models have all the resources necessary to express more
complex statements: for example, that all emissions or absorptions by hydrogen
atoms should have a frequency corresponding to one of the lines of the spectrum
predicted by the model of the hydrogen atom, or that all trajectories of solid bodies
around a black hole should respect the constraints of a particular model of relativity
theory. In the latter case, the same model can apply to situations of the same type
(black holes) even if the mass of the black hole is distinct in each case. The kind
of statements that might not be translatable into models are statements that do not
concern objects of a certain type, but perhaps the universe in general, or abstract

4This type is perspectival, since it is primarily characterised by a set of contexts. It can be conceived
of as a type of activity. See Sect. 3.3.3.
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entities. Such statements are more metaphysical in nature, and I am not interested
in them here.

What I am interested in is the kind of necessity involved if necessity statements
are interpreted in this way (which is a kind of de re necessity about situations). These
statements are not made true by possible worlds, but by alternative ways actual
situations could be. As mentioned above, this implies intensional limitations to the
range of possibilities considered, when compared with possible world semantics.
Let us examine them.

Some of these limitations can be classified as a type of coarse-graining. The
general idea is that we are blind to some counterfactual variations, either because
they are not the focus of the statement considered or the associated model (a
mechanical model of pendulum describes properties such as position and velocity,
but remains silent about the colour of the pendulum, for instance) or because they
are beyond our discrimination abilities (remember that an interpretation involves
accessible properties only). For example, variations in the size of the swan do
not matter; only the colour does. The term “white” does not denote a very
precise property, but variations in whiteness do not matter, or perhaps cannot
be discriminated. Counterfactual situations where the swan would not be a swan
anymore are de facto excluded. All these limitations will translate into the fact
that our general model has no licensed interpretation in some contexts. This kind
of limitation is typically associated with the vocabulary used by the model (here,
“swan” and “white”), in the same way the information brought by a city map is
limited by the symbols it uses. A certain notion of relativity is implied, which is a
relativity to a class of purposes associated with particular domains of experience.

These limitations entail that the statements of necessity we are concerned with
are closer to phenomenological laws, or what Duhem (1906) called “experimental
laws”, than they are to fundamental laws of nature. Assuming that there are such
things as laws of nature, such statements of necessity would at best correspond to
approximations of these laws restricted to particular types of objects, activities and
accessible properties. Take, for example, Bohr’s model of the hydrogen atom. This
model predicts the frequencies of emissions and absorptions of light by hydrogen
atoms. Limiting ourselves to this particular prediction for the sake of the illustration,
claiming that this model and this model alone is empirically adequate is tantamount
to claiming that Balmer’s formula (or one of its generalisations), an experimental
law predicting spectral lines, is correct. Perhaps the model can predict more than
this, but by no means does the empirical adequacy of Bohr’s model entail that
Schrödinger’s equation is correct, for instance, and the same remarks could be
made with respect to a relativistic model of black holes and relativity theory (this is
because any model incorporates domain-specific posits: see Cartwright (1983, ch.
6)).

There is another kind of limitation that is more specific to the situatedness of
possibilities of the present framework. It has to do with the fact that the possibilities
considered are anchored to actual situations. When claiming that all swans are
necessarily white, we are considering alternative ways that actual, situated swans
could be, and not merely possible swans. The identity of these swans, in particular
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their origin, is considered fixed. Even considering a situation that comprises the
entire life of a swan, from its birth to its death, we are still rigidly referring to this
particular swan with particular genes, assuming that these genes are determined by
the origin of the swan.

The range of actual situations to which we have access could be limited by our
position in the universe. Some situations could be out of reach in principle (for
example, situations inside black holes), and if the possibilities that matter for the
justification of a statement of necessity must be anchored to actual situations that
are in principle accessible, then the associated contexts are not among the ones we
can consider. These limitations entail that the necessity involved here is markedly
weaker than the necessity usually associated with the laws of nature (hence weaker
than metaphysical necessity).

To show this, assume that there are such things as laws of nature, and imagine
a possible universe with the same laws of nature as our universe, wherein a
civilisation is interested in the acceleration rate of free-falling objects. However,
in their universe, all objects are situated near the surface of the Earth. The laws of
nature of this world, which are the same as ours, do not preclude an object free-
falling at an acceleration rate higher or lower than 9.8 m/s2, but in their universe, it
is still true as a matter of necessity that all objects fall at this rate, because this is true
of all alternative falls of actual objects, given that these objects are all situated near
the surface of the Earth, and that background conditions are considered fixed for
all alternative ways these objects could fall. Note that the same would go if instead
the limitation was epistemic: if, for any reason of principle, the civilisation had no
access to situations far from the surface of the Earth. But the statement “necessarily,
all objects fall with an acceleration rate of 9.8 m/s2”, although true of all situations
to which this civilisation has access in principle, is hardly a law of nature, let alone
an approximation of a law, because it depends on contingencies associated with the
situation of this civilisation.

This example shows that the kind of necessity associated with situated possibil-
ities is relative to our epistemic situation in the same way that technical modalities
(as in “it is not possible to travel from Brussels to Hong Kong in one hour”) are
relative to our technical abilities. This means that this notion of necessity is more
permissive than nomological necessity: more relations count as necessary in this
sense. On the other hand, this means fewer possibilities. One could construe this
kind of necessity as expressing not natural constraints directly, but the way these
natural constraints express themselves in the contexts to which we have access,
given background conditions shared by these contexts. Furthermore, as observed
earlier, only a certain type of context is concerned by a statement. Statements of
necessity are thus relative to a perspective associated with our epistemic position in
the universe, and with a focus on a certain type of situation.

This is the kind of necessity involved when a modal empiricist asserts that
a theoretical model is empirically adequate, and I will argue that this kind of
necessity is knowable. My aim is not to show that we could have access to
metaphysical essences, let alone to the fundamental “modal structure of the world”,
as structural realists would have it (French 2014; Ladyman and Ross 2007). The



5.2 Situated Possibilities 121

modal structure of our possible interactions with reality would be more appropriate,
since a perspectival component is implicit. However, in contrast with the way
modalities are generally considered by empiricists, I am talking about objective,
alethic possibilities: not mere heuristic or fictional devices, not known a priori, not
degrees of credence or other mind-dependent entities, but possibilities in the world.

5.2.3 Why Should We Accept Situated Possibilities?

The purpose of the following sections of this chapter is to show that if situated
possibilities of the kind presented above exist in nature, then we can have knowledge
of them, knowledge which takes the form of statements of necessity. This justifies
adopting a modal version of empirical adequacy as the aim of science, because
this aim is achievable in principle. However, the arguments that I will propose are
conditioned on the existence of situated possibilities. Arguably, the assumption that
these possibilities exist at all, an assumption which has metaphysical overtones,
should be justified independently. The main reasons to accept it are semantic,
pragmatic and empirical, and these reasons are empiricist-friendly. Let us briefly
review them.

On the semantic level, modal discourse is ubiquitous in natural languages, and in
science as well, and denying meaningfulness to whole parts of our discourse looks
like a dogmatic position. This is particularly true for empiricists, like van Fraassen
(1980, ch. 1.2), who advocate a “literal interpretation” of scientific theories, since
modalities are involved in the motivations for a “literal interpretation”

As explained in Sect. 1.2, the idea that theories should be interpreted lit-
erally opposes what Psillos (1999) calls reductive empiricism, which attempts
to reinterpret the content of scientific theories in terms of mere observables by
means of correspondence rules. This is a version of semantic reductionism. There
are many arguments against reductive empiricism. Some have to do with the
problematic status of correspondence rules, and the distinction between theoretical
and observational vocabulary. They are addressed by a focus on models instead of
statements (see Sect. 2.2). Others have to do with the fact that most theoretical terms
are dispositional, and that the meaning of dispositional terms cannot be reduced to
logical relations between observations because of their modal aspect: a disposition,
such as being soluble, can be assigned to an object, such as a sugar cube, without
ever being manifested, for example if the sugar cube is never put into water. This
problem seems to call for a literal interpretation of modalities.

Another type of argument against semantic reductionism is directed against
descriptive theories of meaning more generally. According to Kripke (1980) and
Putnam (1975), the meaning of a term like “gold” or “water” cannot be elucidated
in terms of descriptions, such as “yellow metal” or “transparent liquid” that would
hold as a matter of a priori necessity. Kripke’s arguments, in particular, rest on an
analysis of modal discourse: he argues convincingly that necessity and aprioricity
should be kept distinct. It follows that what holds necessarily of a substance
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such as gold can be discovered by experience, and we should not think that the
descriptions that we associate a priori with such a term, such as being a yellow
metal, are a matter of necessity. Putnam notes, in a similar vein, that any description
associated with a theoretical term is revisable in principle (such as “being a fish” for
whales). The upshot of these analyses is that the meaning of theoretical terms should
be understood in terms of direct reference to a kind which typically causes the
manifestations that we associate with this term, rather than being analysed in terms
of these manifestations. Being transparent is not part of the essence of water, but
rather the essence of water causes transparency and other superficial manifestations
in normal contexts. Note that the concept of causation is modally loaded, and that
these problems faced by descriptivism are not very different from the problems
related to the reduction of dispositional terms.

My aim here is not to defend a particular kind of semantics, for example, direct
reference to natural kinds, nor any version of essentialism (I will suggest adopting
a pragmatist semantics in Chap. 8). However, these arguments show, conclusively
in my opinion, that modal discourse is distinct from discourse about meaning and
analyticity. I presume that advocates of a literal interpretation of theories accept as
much, since this is part of the motivations for their view. This conclusion holds
whether or not there are natural possibilities in the world, and one should not
feel obliged to draw ontological conclusions from semantic arguments, of course.
Perhaps modal statements have no mind-independent truth conditions at all. Perhaps
they are really meaningless. Or perhaps they are all false and we are all confused
when using counterfactual talk. But I would say that since Kripke and Putnam’s
arguments, it has become the modal sceptic’s burden to convince us that this is
the case. And given the centrality of modally loaded concepts in science, such as
explanation and causation, this burden is quite heavy.

Situated modalities are well-suited to account for modal discourse, since in
general, counterfactual statements are not maximal and are, so to speak, “anchored”
to particular objects to which we refer directly (this can be understood in terms of
the notion of rigid reference employed by Kripke, in which a term refers to the
same object in all possible worlds). In this respect, my focus on possible situations
rather than possible worlds shares some motivations with situation semantics in
philosophy of language (Barwise and Perry 1983; Kratzer 2019). Their approach
notably emphasises the fact that universal statements whose truth conditions do not
depend on the context of utterance are the exception rather than the rule in natural
languages. Counterfactual statements generally assume a fixed background, which
is contextual. This is the case, for example, with explanations (see Sect. 3.3.6). The
explanation of a fire can take the form of a counterfactual: the fire would not have
occurred if not for this spark (so the spark explains the fire). In this explanation, the
fact that there is oxygen in the air is not considered a relevant explanatory factor,
but a background condition. Explanations depend on variables of interest. All these
aspects of counterfactual talk are easily captured by our understanding of situations.

Let us now turn to pragmatic reasons to endorse modalities. Many of these
reasons have already been mentioned in Chap. 4 (Sect. 4.4.3). Accepting modalities
can help make sense of scientific practice as a rational activity. Scientists often
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implement experimental situations that would not occur if it were not for their
interventions. They control target systems or they vary parameters as if they were
exploring various possibilities. From the beginning of modern science, this is an
important principle of scientific methodology, which is particularly well expressed
by Galileo, when he claims to be “trying to investigate what would happen to
moveables very diverse in weight, in a medium quite devoid of resistance”. He
then proposes to “observe what happens in the thinnest and least resistant media,
comparing this with what happens in others less thin and more resistant” (cited in
McMullin 1985, p. 267).

As argued in Chap. 4, these experimental activities make sense if the scientists’
motivation is to know what would happen in such situations, as acknowledged
explicitly by Galileo, implying that gaining modal knowledge must be part of the
aim of science.

Situated possibilities are also particularly well-suited to account for this prag-
matic aspect in a minimal way, because the situations scientists implement are not
maximal states of affairs, and because idealisations, as employed by Galileo, involve
focusing on properties of interest and neglecting others, which can be addressed by
the perspectival aspect of situated possibilities that is involved in the identification
of situations.

A final class of reasons for accepting modalities are empirical. These reasons
come from empirical research on action-based perception.

On action-based views of perception, what agents perceive at particular moments
is partly constituted by what they are doing, or what they are able to do (see Briscoe
and Grush (2015) for a review).5 This can be translated into the idea that we perceive
(veridically or not) possibilities for action, or what Gibson (1986) calls affordances:
for example, that a door knob is graspable, or that a surface is walkable. Such
views are supported by philosophical arguments. For example, the fact that we
instinctively attempt to catch a ball thrown at us from behind a plexiglass, even
though we know that it is not actually catchable, seems to show that we perceive it as
catchable (Nanay 2012, pp. 438–439). It is also supported by research in cognitive
science (for example, Prinz 1997; Hommel et al. 2001; Hommel 2004; Schütz-
Bosbach and Prinz 2007), which shows that sometimes perceptual representations
include a motor component. This research suggests that action plans and perceptual
items share a common representational format.

In the context of a naturalised epistemology, in particular its methodological
version (Goldman 1994), one could expect empirical science to inform epistemol-
ogy. More specifically, an empiricist assuming that the notion of observation plays
an important role in the justification of scientific theories could turn to cognitive
science in order to inquire about this notion. According to action-based views of
perception, the conclusion would be that our observations are strongly associated
with modal characteristics. In particular, possibilities for action are sometimes part

5I am indebted to Andrew Sims for my acquaintance with these accounts, as well as for the
technical details that follow.
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of the content of perception. Note that the ability to correctly perceive possibilities
for action can be learnt by experience, but this is true of perception in general:
one can learn how to recognise birds or letters, for instance. The way perceptual
expertise about possibilities could be achieved is actually compatible with the
inductive epistemology that will be presented in this chapter.

Just as in the case of semantic arguments, one should not feel obliged to draw
metaphysical conclusions from these empirical observations. Perhaps the modal
component of perception when one perceives a ball as catchable is illusory, for
instance, and not only in particular cases (no one denies that perception is fallible):
perhaps it is a massive illusion, because there are no possibilities in the world.
However, the most natural move consists in taking this perceptual content at face
value, that is, accept that there are possibilities in the world which we can perceive,
and (assuming action-based views) the burden is on the sceptic to show why we
should think that this is a massive illusion.

Again, the situatedness of the kind of modalities considered here has good
compatibility with action-based accounts of perception, since possibilities for action
are anchored to actual objects and relative to the perspective of an agent, in particular
its abilities. As we have seen previously, part of the motivation to incorporate modal-
ities in our notion of empirical adequacy stems from the interventionist aspects of
experimentation, which is also in line with these accounts of perception. The idea
could be that scientific knowledge is nothing but an extension or a sophistication of
mundane modal knowledge, assuming a wider range of possibilities for action.

So, we have prima facie good reasons to accept possibilities in our ontology, that
is, that there is a fact of the matter about whether the situations we encounter could
have been different in one way or another, all else being equal, in virtue of natural
constraints. As far as I can see, a principled impossibility for modal knowledge is the
main reason to assume that modal statements have no truth-value, but the aim of this
chapter is to show that this reason is not tenable in the case of situated modalities.
So, let us now explain how modal knowledge is attainable.

5.3 The Inductive Route Towards Necessity

In the previous section, we have examined the notion of situated possibility that
characterises modal empiricism. We have seen that statements of necessity, if
interpreted in terms of possible situations, are weaker than statements interpreted
in terms of nomological or metaphysical necessity, in particular because they
are relative to our epistemic position in the universe. The claim that a model is
empirically adequate is, per the definition of Sect. 4.2.6, a statement of necessity of
this kind.

My aim in this section is to show how such statements of necessity (and so,
empirical adequacy) can be justified by means of an “empiricist-friendly” type of
inference: induction. This is a mode of inference by which one starts from the
observation of a regularity in a sample of exemplars of a given kind, and infers



5.3 The Inductive Route Towards Necessity 125

that this regularity holds for all entities of the same kind. In our case, the exemplars
will be realised possibilities, and the larger set the set of all possibilities.

Let me start with some generalities about the justification of induction.

5.3.1 Induction and Underdetermination

In this work, I assume that induction is a valid mode of inference, in the following
weak sense: given that a sample of experienced situations of a given type displays
some regularity, we have prima facie good reasons to believe that this regularity can
be extended (or “projected”) to the set of all situations of the same type, so long as no
relevant conflicting statement that we have knowledge of is equally justified. Hence
it is often reasonable to believe statements of universal regularity. I do not claim
that such beliefs cannot be defeated by more evidence, only that it is reasonable to
believe them as long as no evidence to the contrary is at our disposal, and as long as
they are not in competition with other equally well-justified statements.

I cast general statements in terms of situations. As explained in the previous
section, it is likely that this can be done without loss of generality, assuming that
a statement like “all swans are white” can be translated into “all situations where
there is one swan are situations where there is one white swan” (or the claim that a
corresponding model is adequate).

The clause about competing statements is important because in principle, we
could have conflicting statements that are both justified by induction. For example,
an induction on gold spheres could tell us that they are stable whatever their size,
and an induction on metal spheres in general could tell us that they become unstable
past a given size. Since gold is a metal, these two results are in conflict. They are
underdetermined by evidence. I would say that we should suspend our judgment in
such a case and wait for more evidence. But I would also say that there is no such
problem in the case of statements that have no known serious competitors.

It might be hard to tell what counts as a serious competitor. One might worry that
there is always a possibility of coming up with an inductively justified statement
in conflict with any statement, even if it is far-fetched. This problem is somehow
related to Goodman (1954)’s new riddle of induction: why would the predicate blite,
meaning “white before t and black after t” not be valid for inductive reasoning?
In Goodman’s terminology, why would it not be “projectible”? If it was, then “all
swans are white” would be as justified as the incompatible “all swans are blite”.

There are other sceptical arguments against induction, tracing back to Hume at
least, according to which induction rests on the postulate that nature is uniform,
which cannot be justified by deduction (because we need an ampliative inference)
nor by induction (because it would be circular). Concerns about induction can
in general be reframed as problems of underdetermination by available evidence.
Hume’s scepticism, for example, could be framed, taking the case of swans, as
resulting from an underdetermination between the statements “all swans are white”
and “all swans are white until now and non-white from now”: before the observation
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of a black swan, both are compatible with the same available evidence, so we cannot
have any justification for one or the other without adding presuppositions.

This issue has been turned by some authors into a reduction against the kind
of sceptic epistemology that would warrant induction but refrain from accepting
more ambitious modes of inference, such as inference to the best explanation: if all
ampliative modes of inference suffer from a problem of underdetermination, why
set the bar at one height rather than another? Why not be more ambitious? This has
been mounted as a defence of modal knowledge, assuming that such knowledge is
arrived at by inference to the best explanation (Ladyman and Ross 2007, ch. 2.3).
It has also been argued that induction ultimately rests on an inference to the best
explanation (I return to these arguments in Sect. 5.4).

I will not address these problems in depth in this chapter (see Williams
1963; Stove 1986; Campbell 2001; Wright 2018, for defences of induction). I
will simply assume that some predicates are projectible while others are not, and
that therefore, some statements can be justified by induction, while others, such as
“all swans are blite”, cannot. I presume that most predicates of ordinary language
are projectible, and that the projectibility of theoretical predicates is ensured by
the norms of experimentation which connect theoretical and ordinary predicates.
It is ensured, in particular, by the fact that these norms are directed towards the
stability and reproducibility of experimental results (see Sect. 3.4.2).6 I will talk
about underdetermination only when two justified statements are in conflict.

Like Ladyman and Ross, my focus is on modalities, but my defence of modal
knowledge will take a different route. I do not wish to argue that modal sceptics
place the bar at a wrong position. I wish to argue that at least for situated
possibilities, wherever one places the bar in these matters, universal generalisations
and relations of necessity will fall on the same side of it: given a universal
generalisation of the type “all A are B” and its modal counterpart “all A are
necessarily B”, either both are underdetermined by evidence, or neither are. So,
there is no reason for someone accepting induction towards universal generalisations
not to accept the possibility of modal knowledge.

This seems counterintuitive, because modal statements are strictly stronger than
their non-modal counterparts. My main argument is that although one statement is
indeed stronger, this cannot make any pragmatic difference concerning what it is
rational to believe or not, so that for all practical purposes, they will always fall on
the same side of underdetermination (or to be precise, one cannot be in a position to
know that one of the statements is underdetermined but not the other). This follows
at least as far as situated possibilities are concerned.

6This idea is not very different from Goodman’s proposed solution, that projectible predicates are
“entrenched”.
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5.3.2 The Inductive Route

So much for the preliminaries. Let us now turn to the main question of this section:
can at least some relations of necessity be justified by induction?

The received view, as far as I know, is that they cannot, whatever the kind
of alethic necessity considered. Here is a short rationale that bolsters this view.
Induction is an ampliative mode of inference by which one infers, from a sample
of exemplars of a given type displaying a regularity, that this regularity holds for
a larger set: the set of all objects of this type. Hence, what can be known by
induction is a universal regularity. But a relation of necessity goes beyond that. It
does not only concern the actual world, but all possible worlds. However, we have
no epistemic access to other possible worlds (no “modal telescope”); we do not
experience relations of necessity or mere possibilities. Possible worlds, if they exist
as such, are causally disconnected from the actual world, so we cannot observe their
effects either. An induction on possible worlds will not do: with only one exemplar
at our disposal, the actual world, the induction cannot get off the ground.

If one accepts this rationale, there are two options.
The first option is to be a modal sceptic and assume, for example, that modal talk

is a mere pragmatic way of speaking that does not purport to be objectively true or
false (van Fraassen 1989), or perhaps that modal talk is meaningful, but generally
false. Taking the case of nomological necessity, one can deny that there are such
things as laws of nature (which is van Fraassen’s view), or one can assume that the
laws of nature supervene on non-modal facts, as in the best system approach (Lewis
1973, pp. 72–77).7 Then the laws of nature might be knowable by induction, but
they have no “modal force”: they merely summarise the regularities of the actual
world. I have given in the previous section some reasons to reject this modal-sceptic
option.

The second option is to accept that there are other modes of inference than
induction, typically, inference to the best explanation. As far as I know, this is
the option followed by all philosophers who assume that the laws of nature have
a “modal force”, and do not supervene on non-modal facts: they assume that these
laws play an explanatory role, and that they are justified as such. The rationale can
be the following. One sees some regularity in a sample of phenomena: all Fs in
the sample are Gs. The best explanation for this observed regularity is that as a
matter of nomological necessity (that is, as a consequence of the laws of nature),
all possible Fs are Gs. From this one can infer that all actual, past, present and
future Fs are Gs, but one did not arrive at this result by induction: it was arrived
at by making a detour through inference to the best explanation (Dretske 1977;
Armstrong 1983; Foster 1982). I will present and reject some motivations for this
approach in Sect. 5.4.

7Although, as is well known, Lewis was not a modal sceptic.
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The problem with this second option is its use of inference to the best explanation
as a principle of justification. Empiricists typically deny that the non-empirical
criteria that are constitutive of a good explanation, such as simplicity, are truth-
conducive. They could play a pragmatic or heuristic role when it comes to proposing
new hypotheses, but from an empiricist perspective, this tells us nothing about their
validity: these hypotheses should then be put to the test so as to ensure that they are
empirically adequate, and the justification of their empirical adequacy can, at best,
be inductive (I will return to this theme in the next chapter).

Our two options are therefore problematic. However, I would say that we are
facing a false dilemma: we do not have to choose between the truth-conduciveness
of inference to the best explanation and modal scepticism. The received view is
wrong. One can justify necessity by induction alone, at least when it comes to the
situated necessity considered here.

This is because the possibilities we are considering, contrarily to nomological
or metaphysical possibilities, are situated: one should think of them not in terms of
possible worlds, but in terms of possible situations. Then all that is required to justify
a claim of necessity by induction is to assume that the situations we experience are
a representative sample of the larger set of possible situations of the same type. As
an example, one can take the observation that all objects dropped at the surface of
the Earth accelerate towards the ground at a certain rate and infer that this is true of
all possible situations of the same type, which is to say that it is true as a matter of
necessity, at least relative to some background conditions that happen to be present
in our surrounding environment. This means that one is in a position to assign truth-
values to counterfactual statements such as “if I dropped this object, it would fall
towards the Earth”.

An induction on possible worlds would of course be problematic, since our
sample would consist in only one exemplar. If possible situations are construed
as alternatives to actual ones, an induction on the alternatives to a single situation
would be problematic as well, for the very same reason. But this is not so with an
induction on all possible alternatives to all situations, at all places and times in the
universe, assuming that observed situations are representative not only of all other
unobserved actual situations of the same type, but also of all unobserved alternatives
to all other situations of the same type in the universe. In this sense, the actual
fall of a dropped object can be considered representative of the counterfactual fall
of an object that was not actually dropped (assuming this object could have been
dropped, which can also be known by induction on objects of this type). Similarly,
the various manipulations performed by scientists in experimental contexts can be
considered representative. For example, the manipulations involved in observing
the characteristics of proteins mentioned in Sect. 4.2.4 are representative of what
could have been observed on other samples of living tissue. This kind of induction
is defeasible. New evidence might prove a relation of necessity wrong. But the same
goes for any kind of induction.

Note that this account is not very different in spirit from Roca-Royes (2007)’s
similarity-based epistemology for de re modalities. She argues that one can have
knowledge of unrealised possibilities on the basis of realised possibilities: for
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example, the fact that a table breaks indicates that it is possible that it breaks
(because actuality implies possibility), and this modal knowledge can then be
extended to other similar tables, to the conclusion that they are breakable.

This approach can be qualified, in Hale (2003)’s terminology, as a possibility-
first approach: the idea is that knowledge of a given class of possibilities, and in
particular, the absence of some relevant possibilities in this class, informs us about
relations of necessity. Here, the relevant class of possibilities is the class of realised
possibilities.8

The assumption that observed situations are representative of possible situations
cannot itself be justified by induction without circularity. But this is no more
a problem than it is for other versions of induction, where one assumes that
observed situations are representative of all unobserved ones of the same type in
the universe. The notion of representativeness involved here is, of course, sensitive
to the way situations are classified into types. One could wonder at which point
some variation in an experimental setting makes the type of situation different, and
not representative anymore. I have claimed earlier that types of situations can be
defined conventionally (Sect. 5.2.1), but that some choices are more fortunate than
others. This is also related to the notion of projectibility mentioned in Sect. 5.3.2: a
property attributed to situations of a type is projectible in so far as these situations
are representative of other situations of their type with regard to this property.
As explained earlier, I presume that the assumption that a theoretical predicate
is projectible rests on experimental stability and reproducibility, so this is itself
known by induction (assuming that more mundane predicates associated with
our observations are projectible), and the same goes for representativeness. Any
assumption of representativeness is, of course, defeasible. In any case, the main
point that I wish to make here is that this kind of problem is not specific to modal
knowledge: small variations in experimental designs can also be observed among
the set of actual situations. Yet, scientists generally consider that the phenomena
observed in such designs are representative of their type.

As we can see, assuming situated possibilities, there is a homogeneity between
an induction towards universal regularities and an induction towards necessity: both
involve generalising from a sample of situations to a larger set of the same type. One
could reject the latter while accepting the former assuming some disparities between
the two cases: either merely possible situations do not exist while unobserved actual
situations do, or observed situations are representative of unobserved actual ones,
but not of merely possible ones. I assume that possible situations do exist (qua
possible states of affairs), and in this context, claiming that observed situations are
representative only of actual ones seems to be question-begging. Actual situations
are merely a sub-set of the possible situations: the ones that are realised. There
seems to be no more reason to assume a bias in the way these are selected among

8Note that Hale explicitly rejects this option, but (1) he does not discuss inductive reasoning in his
paper, and (2) he is mainly concerned with knowledge of metaphysical modalities, and assumes,
wrongly in my opinion, that knowledge of weaker modalities must derive from it.
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the larger set of possible situations than there is to assume a bias in the way actually
observed situations are selected among the larger set of observable ones.

The fact that, in this view, knowledge of necessity is arrived at by induction
allows one to defuse a lot of arguments against the possibility of modal knowledge.
Take, for example, Hume’s contention that no necessary connections are found in
experience. No universal regularities are found in experience either; yet universal
regularities can be justified by induction, so in our case, Hume’s argument against
modal knowledge boils down to his argument against induction in general.

Another contention cited above is that possible worlds are causally disconnected
from the actual world: we have no “modal telescope” to observe mere possibilities.
However, situated possibilities are not disconnected from actual situations in the
same way possible worlds are. Arguably, possible situations are among the possible
effects of actual ones. For this reason, we possess a sure way to explore possible
types of situations: all we have to do is implement them through controlled
interventions. If we want to know what would happen if a laser were aimed at a
reflecting surface at an angle of precisely 32◦, all we have to do is to implement the
situation. It will be representative of all exemplars of its type.

One could argue that once the situation is implemented, it becomes actual
rather than merely possible, and more generally, that all situations that we will
ever experience are actual, so that we never have knowledge of mere possibilities.
Note that we have seen reasons to doubt this: mere possibilities could be part of
the content of perception (Sect. 5.2.3). But more importantly, the same problem
affects an extension to all actual situations: all situations we will ever experience
are observed, so we have no knowledge of unobserved ones. Yet, we are generally
willing to extend our knowledge of observed phenomena to unobserved, but
observable phenomena. This is nothing but ampliative reasoning. It seems legitimate
because unobserved or merely possible situations are of the same type (arguably, an
inference to the unobservable is more problematic). So again, this type of argument
affects any version of induction.

Finally, relations of necessity have been considered illegitimate by some empiri-
cists because they are posited as explanations of empirical regularities, and inference
to the best explanation, as we have seen, is generally rejected by empiricists (van
Fraassen 1989, ch. 4.7). This is not the case here: relations of necessity are not
explanations, but mere extensions of regularities to the realm of possibilities. They
are not arrived at by inference to the best explanation, but by induction. Relations
of necessity supervene on the mosaic of possible facts in the same way universal
generalisations supervene on the mosaic of actual facts.

In sum, assuming that there are situated possibilities in the world, statements
of necessity are in the same boat as universal generalisations with regard to
epistemic justification. There is no principled obstacle to modal knowledge from
the perspective of someone who accepts the validity of induction. This means that
modal empiricism is an acceptable position, even for an empiricist who is sceptical
about the “inflationary metaphysics” that can only be justified by inference to the
best explanation.
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5.3.3 Modal Underdetermination

So far, I have argued that knowledge of situated necessity can be arrived at by
induction. This means that the modal empirical adequacy of a model, as defined
in Sect. 4.2.6, can be justified by an induction on particular uses of this model.
However, one might remain a modal sceptic on the grounds that these relations
of necessity are strictly stronger than universal generalisation, by adopting a
principle of metaphysical parsimony. Perhaps one could adopt van Fraassen’s
epistemological voluntarism, according to which it is not irrational to have strong
realist commitments, but neither is it to have more modest ones, and this is the
stance that the empiricist adopts. Accordingly, one could say that it is not irrational
to be a modal empiricist and to accept an induction on possibilities, but that
it is not irrational not to do so. Claims of necessity are prima facie stronger
than universal generalisations, and metaphysical parsimony could enjoin us to
remain uncommitted to the former while endorsing the latter. This could take the
form of an argument from underdetermination: statements of necessity would be
underdetermined by actual phenomena, while universal generalisations are not, so
it is more reasonable to only accept the latter, and to adopt a version of empirical
adequacy that only quantifies over actual situations (see Sect. 4.2.3 for the different
versions of empirical adequacy).

I wish to argue, against this idea, that it is actually irrational to refrain from
accepting a modal version of empirical adequacy once a non-modal version is
accepted, because no practical underdetermination could affect the former without
thereby affecting the latter. This means that both are as warranted, from the same
evidence and with the same inferential standards (at least once one accepts that
there are situated possibilities). The argument generalises to any kind of statement:
once a universal generalisation is accepted, there is no reason not to endorse the
corresponding statement of necessity.

As explained before, my focus here is on the underdetermination of competing
statements. Let us say that two statements are underdetermined if they are incom-
patible (they cannot be both true), but no observation can help us decide which one
is true. Translated into talk of models, two models are incompatible if there are
possible situations and contexts where the states “permitted” by the two models are
mutually exclusive, and they are underdetermined if we are in no position to know
which one is accurate in these situations and contexts.

Note that different ranges of relevant observations from which statements or
associated models are evaluated, for example, only past observations, or all past,
present and future observations, or all possible observations of actual phenomena,
will determine different kinds of underdetermination: one can set the bar at various
positions. A version of underdetermination that is often considered in the literature
is an underdetermination between theories that have exactly the same empirical con-
sequences (it will be examined in the next chapter). This is an underdetermination
by all possible evidence, and obviously, the modal version of empirical adequacy is
no more underdetermined than a non-modal version in this sense, because possible
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evidence could help us tell which of two theories are empirically adequate for both
versions of adequacy. Other versions of underdetermination could give different
results. However, the argument of this section does not depend on a fixed choice
in these matters, the point being that any choice will result in necessary statements
and universal generalisations falling on the same side of it, for all practical purposes.

I consider that the statements that can be justified by induction are perfectly
general: they do not refer to specific objects, and they are not restricted to particular
places or times (in logical parlance, they contain no proper names). They concern
all situations of a certain type in the universe. This is the case of statements claiming
that a general model is empirically adequate in so far as the domain of application of
this general model is not restricted extensionally. As an example, a model of optics
where a ray of light aimed at reflecting surfaces from an angle is reflected at the same
angle is general in this sense, because it can be interpreted in terms of any reflecting
surface and any ray of light at any place and time in the world. Presumably, most
scientific models respect this condition.9

Consider a general statement r and its modal counterpart m. As an example, r

could be the statement that all actual gold spheres of more than 1 km in diameter in
the universe are stable, and m the statement that all possible gold spheres of more
than 1 km in diameter are stable. Both statements can be expressed as the claim that
a particular model of gold spheres establishing a relation between their size and
stability, call it M , is empirically adequate, using a non-modal version of empirical
adequacy for r and a modal version for m.

Arguably, m is strictly stronger than r because it quantifies over all possible
situations. It would seem, then, that m could be underdetermined by evidence when
r is not. Let us examine what it would look like.

Concretely, this means that m could have a competitor that is as well-justified
inductively, call it m′, so that it is impossible to decide which of m and m′ is true
on empirical grounds. m′ could be, for example, the statement that all possible
metal spheres of more than 1 km in diameter are unstable. This statement could
be associated with a model of metal spheres, call it M ′, which would imply
“permitted states” incompatible with the ones permitted by M in at least one
possible situation (one with big gold spheres). m′ would be justified by observations
of metal spheres (excluding gold spheres), while the incompatible m would be
justified by observations of gold spheres.

But we also want the non-modal statements not to be underdetermined. If r is not
underdetermined, then r ′, the non-modal counterpart of m′, must not be a legitimate
competitor of r . This can be the case either if r ′ is not as well-justified as r , or if it
is not actually incompatible with r . But there can be no reason that m′ is justified

9Perhaps the models of cosmology or climatology do not if they refer to a particular time, the
origin of the universe, or to a particular object, the Earth’s atmosphere, but they could inherit their
modal force from other theories. This requires justifying adequacy at the theory-level, which will
have to wait for the next chapter.
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by induction while the weaker r ′ is not, so this must be because r and r ′ are not
actually in conflict: both can be true at the same time.

How is this possible? Well, in our example, this is possible if there are no gold
spheres of more than 1 km in diameter in the whole actual universe. Then it is true
that all actual gold spheres are stable (r), and it is also true that all are unstable
(r ′), because there are none. The universal generalisations are not in conflict, but
the corresponding modal statements are, because we are not in a position to know
whether such a gold sphere would be stable or unstable if it existed. Translated into
talk of models, the two models are incompatible, since there are possible situations
and contexts (big gold spheres) where the states permitted by the two models (being
stable or not) are mutually exclusive, but these situations are not actual. So, the
two models M and M ′ are both empirically adequate in the non-modal sense, but
only one of them can be modally adequate, and we do not know which: we have a
case of underdetermination. Therefore, it seems perfectly possible that two modal
statements should be underdetermined while their non-modal counterparts are not.

5.3.4 Modal Statements are Not Underdetermined

So far, modal scepticism seems vindicated: maybe metaphysical parsimony could
incite us to reject induction towards necessity, in particular if it were always possible
to find competitors to modal statements that are not in competition with their non-
modal counterparts (which remains to be shown). This could persuade us to adopt a
non-modal version of empirical adequacy. But let us examine this case more closely:
how could we possibly know that no big gold spheres exist in the whole universe?
What if an alien civilisation in a remote galaxy is creating big gold spheres? What if
human scientists in the distant future attempt to create big gold spheres, just to know
whether they are stable? What if they form naturally in some parts of the universe?
Are there any reasons to exclude these possibilities?

Call r1 the statement that no big gold spheres exist in the universe, past present
and future. Two cases should be distinguished. Either we know r1 by induction,
or we know it by direct observation. The latter case is implausible: r1 is itself a
universal generalisation (all situations are such that there are no gold spheres), and
there is no way we could observe all parcels in the universe to make sure that no
gold spheres exist. So, we must have acquired this knowledge by induction. But
now consider m1, the modal equivalent of r1, that is, the claim that big gold spheres
are impossible. If induction justifies r1, why could it not justify m1? And if it does,
then we have no underdetermination of the modal statements after all, because m

and m′ are actually compatible: all possible big gold spheres are stable, and all are
also unstable, because big gold spheres cannot possibly exist in our universe.

What could compel us to assume that r1 is justified, but not m1, is if there
could be an underdetermination affecting m1 but not r1. This means that there
must be a modal competitor to m1, call it m′

1, such that the corresponding universal
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generalisation r ′
1 is not a legitimate competitor of r1. But we can apply the same

argument recursively, and an infinite regress looms: we must assume that a statement
m2 is underdetermined while a statement r2 is not. Where will it stop?

There are good reasons to think that it will stop at a point where neither mi nor
ri can be known to be true. In our example, I would argue that we reach this point
as early as during the first step: we should not assume that there are no big gold
spheres in the universe. But even if the regress does not stop there, it could not go
very far.

Bear in mind that induction requires extending a regularity in a sample of
situations of a given type to the set of all situations of the same type. The relevant
type for r/m is, in our example, situations with gold spheres with a diameter of
more than 1 km. r1/m1 claim that there is no situation of this type. Therefore, the
relevant type for r1/m1 must be a less specific type, a “super-type”: it could be
situations corresponding to gold spheres of any size, the claim being that they are
never bigger than 1 km in diameter, and the competing claim being that in some
physical configurations, big gold spheres can form. Conditions of application of the
corresponding model are less specific, and the domain of application is therefore
larger. If we lose specificity at each step in the recursion, at some point, we will
reach a completely unspecified type of situation, perhaps something like “any chunk
of matter”. We will have a very general model that applies to any situation in the
universe.

However, the less specific the type of situation, the more varied its exemplars,
and the less representative our sample can be. At some point, induction cannot
be vindicated at all.10 Given the size of the universe, it is very likely that many
configurations of chunks of matter that we never observe in our surroundings
actually form somewhere, so not observing them does not imply that they do not
exist in the universe. This is a reason to assume that there could be big gold spheres
in the universe, even if we never observe them.

So, the regression must stop at a point where neither mi nor ri are known
to be true, which means that both mi−1 and ri−1 are underdetermined, and
neither is known to be true, which means, by recursion, that both m and r are
underdetermined. In other words, if a modal statement is underdetermined, then
its non-modal counterpart must be underdetermined as well. The reason is the
following: if there can be a possible situation where two necessary statements are
in conflict, then for all we know, this possible situation might as well be realised,
hence the two corresponding universal generalisations are in conflict as well.

My argument rests on an example for the sake of presentation. However, it can
be generalised to any universal generalisation, in so far as we consider perfectly
general statements, that is, statements that are not restricted to particular objects,
places or times in the universe.

10This can be shown in a Bayesian framework, assuming a principle of indifference to fix prior
probabilities for the conceivable states of a given type of situation.
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What is relevant for our purpose is a formalisation in terms of empirical
adequacy, since our objective is to show that modal empirical adequacy is no more
underdetermined than its non-modal counterpart (see Ruyant (2019) for a more
general formulation). The argument can be formalised as follows, by considering
two incompatible models M and M ′ (their “permitted states” are mutually exclusive
in at least one conceivable context):

1. Hypothesis: we are justified in believing, on the basis of their incompatibility,
that at least one of M and M ′ is not modally adequate. However, we do not know
which (they are underdetermined).

2. Hypothesis: we are justified in believing, by induction, that M and M ′ are
extensionally adequate (M is not a competitor of M ′ for actual situations).

3. If we know, on the basis of their incompatibility, that at least one of M and M ′
is not modally adequate, then we must know that the type of situation in which
they are incompatible has possible instances.

4. If M and M ′ are extensionally adequate, then the type of situation in which they
are incompatible has no actual instance.

5. By 1, 2, 3 and 4, we are justified in believing (by induction and inference) that
the type of situation in which M and M ′ are incompatible has possible instances,
but no actual instance.

6. We cannot be justified in believing, by induction and inference, that some type
of situation has possible instances, but no actual instance.

7. Contradiction (1, 2, 5, 6): the conjunction of hypotheses 1 and 2 is absurd.

This argument rests on a few assumptions. Assumptions 3 and 4 should be
uncontroversial. Assumption 3 presumes that our justification for the fact that at
least one of the two models is not modally adequate is their incompatibility in
a possible situation. This seems plausible if we do not know which of the two
is not adequate, and this is the case that interests us anyway. Step 5 rests on the
principle of transmission of epistemic justification by inference, and although there
are counterexamples to this principle (Wright 1986), arguably, the present case is
unproblematic. The crucial assumption is 6. Its justification is roughly the following:
the claim that some type of situation T has no actual instance can be translated
into the claim that a model M1 applying to a less specific type of situation is
extensionally adequate. But the adequacy of M1 is justified by induction only if it
has no known competitors, and by recursively applying the same argument, we can
show that the modal adequacy of M1 is just as justified, by the same standard, which
would entail that T has no possible instance. The main idea is that every reason we
could have to believe that a type of situation is not realised in the universe would be
as much reason to believe that it cannot be realised.

A direct consequence of the conclusion is the following: if we should believe in
the extensional adequacy of a model because it has no known competitor (hyp. 2 is
true), then it has no known modal competitor (hyp. 1 is false), and we should also
believe in its modal adequacy, by the same standard. So, if we have enough reasons
to believe that a model is empirically adequate in all actual situations, then we have
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enough reasons to believe that it is empirically adequate in all possible situations.
We have no reason not to endorse a modal version of empirical adequacy.

5.3.5 Modal Conflicts in Scientific Practice

The argument that has just been outlined is rather abstract and formal, and one could
perhaps wonder if it is really relevant to real cases. I am convinced that it is.

It is important to note that this argument has a normative aspect. It is an argument
about what it is rational to believe. The point is not about whether statements of
necessity can be absolutely underdetermined by all actual facts in the universe. The
answer is: of course this can happen, for example if, actually, there are no big gold
spheres in the universe. The point is about whether it can be rational, at some point
in any inquiry, to assume that a statement of situated necessity is underdetermined
while the corresponding universal generalisation is not. And the answer is no.

Despite the rather formal nature of the argument, I am convinced that it is
relevant for practical inquiry, and for scientific practice in particular. This relevance
is strongly connected to the idea that there can be crucial experiments for deciding
between competing hypotheses, if not at the abstract level of theories, at least at the
level of competing models for a particular type of phenomenon, and that attempting
to select competing hypotheses by means of such experiments is part of scientific
rationality. This could be illustrated by real-world examples. I will give a few real-
world examples later. However, because of the normative nature of the argument, I
think that it will be more appropriate to first abstract away from the messiness of
scientific practice, and present my case by means of a hypothetical scenario.

For the purpose of illustration, imagine that two groups of scientists each believe
in one of our hypotheses about gold and metal spheres conveyed by models M

and M ′ respectively: one group, specialised in gold, has performed many tests
on gold and has come to believe that all gold spheres are stable, while the other,
specialised in metal, has tested many different metals and believes that since gold is
a metal, some of the gold spheres (those that are big enough) are unstable. Would
it be rational, in these circumstances, to assume that M and M ′ are both adequate
because they are both justified by different groups of scientists? Would it be rational
to assume, as a direct consequence of the conjunction of these assumptions, that
there are no big gold spheres in the whole universe? This looks absurd, since neither
community has ever attempted to justify that claim independently. Would it be
rational to conclude that it is impossible to know whether possible big gold spheres
are stable or not, because we have no “modal telescope” anyway? Should we stop
our inquiry there? It seems not.

My intuition is that we could have been justified in accepting either M or M ′
in isolation. But for the first group of scientists, the fact that the adequacy of M ′ is
justified by another group constitutes new evidence that M might not be adequate
after all. It acts as a potential defeater of M , and the inverse is true for the second
group. The fact that they are modal competitors is enough to put them in conflict.
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What is rational, in consequence, is to pursue our inquiry: someone should make the
relevant tests to know which of M or M ′ is adequate. We should try to create big
gold spheres.11

What if we discover during the process that gold spheres of 1 km in diameter
cannot be created? Then the underdetermination is resolved: big gold spheres are
both stable and unstable because they cannot exist. And this resolves the modal
underdetermination as well: big gold spheres are impossible in this universe.

What this example purports to show is that in practice, in science or elsewhere,
modal incompatibility between general hypotheses is enough to create a conflict to
be resolved. So, making sure that a hypothesis is true, or that a model is empirically
adequate, involves eliminating all its known modal competitors, which, incidentally,
resolves any modal underdetermination. And as a consequence, we have all reasons
to accept that all inductively justified knowledge, including the adequacy of a model,
has a modal force.

Now, there might be some cases where we have independent inductive reasons
to believe that particular types of situations are never instantiated in the whole uni-
verse. Arguably, this would be a case where a mere possibility is underdetermined,
while the corresponding universal generality can be known. Imagine, for example,
that there is not enough gold in the whole universe to ever form any gold sphere
of more than 1 km in diameter. Is it enough to consider such cases in order to be a
modal sceptic?

A first problem with this strategy is that it could presuppose modal facts. In
our example, we could know that there is not enough gold in the universe because
we know something about the initial conditions of the universe, and we accept a
principle of conservation of matter. But the idea that the initial conditions of the
universe, plus some law, limit the kinds of situations that can be instantiated later is
modally loaded. Arguably, grounding modal scepticism on modal knowledge is a bit
problematic. . . An answer to this objection could be that the law of conservation of
matter is a simple regularity. However, this would require showing that the situations
where this law is not respected are possible, but never actually instantiated.

A second problem is that this kind of case is rather limited in scope. It does not
warrant modal scepticism in general, but only for specific cases, where we have
information about some type of situation that is never actually instantiated.

And a third, fatal problem in our context is that these cases only exclude
knowledge about possibilities that could not even happen in our universe. This
means that in the framework of situated possibilities, they should be considered
impossible. Remember that we are concerned with alternative ways actual, bounded
situations could be, given some fixed background conditions. Arguably, the initial
conditions of the universe are part of these background conditions. The alternatives
to a situation are situations of the same type: they often contain the same objects, but

11We could also, of course, remain agnostic. What is irrational is to assume that both models are
adequate, and that therefore, pursuing the inquiry is impossible. Modal conflicts are enough to
defeat the belief that some general hypotheses are true.
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these are configured differently. According to this definition, if there is not enough
gold in the universe, then gold spheres of more than 1 km in diameter are impossible,
and whether such gold spheres would be stable or not should not bother us: the
notion of possibility involved here is too metaphysical to ever be tested (see also
Sect. 4.2.5).

But for all the more mundane hypotheses, that is, the ones that concern objects to
which we do have epistemic access, there is no real problem. If a general hypothesis
has no known competitor, then it is legitimate to extend it to all possibilities. And
if it turns out that it does have a modal competitor,12 then we should doubt this
hypothesis and make relevant tests. In all cases, the relation of necessity is as well-
justified as the universal generalisation.

All these remarks vindicate modal empiricism as the best way of making sense
of scientific practice as a rational activity. As we can see, an important aspect
of this narrative is that in general, it is possible to decide between competing
hypotheses by means of crucial experiments, and that we should do this if we want
to advance scientific knowledge. The illustration proposed was hypothetical, and the
idea that there can be crucial experiments for selecting between competing theories
has been notoriously criticised by Kuhn (1962). There is, indeed, a problem of
underdetermination by experience that affects this idea, since theories are applied
by means of models that incorporate auxiliary hypotheses, and by the mediation of
experimental norms that also incorporate auxiliary hypotheses. Kuhn is particularly
concerned with paradigm choice in “revolutionary science”. Even accepting this,
the idea that competing models within a theory can be selected during periods of
“normal science” by means of crucial experiments (accepting Kuhn’s distinction
between normal and revolutionary science) should be less controversial.13

Roll-Hansen (1989) gives the example of competing hypotheses concerning
whether natural selection acts continuously or discontinuously. Experiments on
homogeneous lineages confirmed that natural selection acts discontinuously. We
have a clear example where two hypotheses make different predictions for a possible
type of situation, and Wilhelm Johannsen decided between them by carefully
selecting peas so as to implement this possible situation. Another example of
crucial experiment that concerns the molecular structure of DNA is given by Weber
(2009). Yet another example is the confirmation of the Higgs mechanism, which was
actually in competition with other models (Mättig and Stöltzner 2019). In all these
cases, there were good (presumably inductive) reasons to prefer one or the other
hypothesis, and “unnatural” experimental situations were implemented in order
to decide between them. All these cases involve methodological complications,
and a lot more could be said about what makes an experiment decisive, but these

12I presume that these modal competitors could first be discovered by inference to the best
explanation, and then justified by induction. I will argue in the next chapter that inference to the
best explanation plays no justificatory role, but at best a strategic role in scientific practice.
13These experiments are “crucial” at least relative to background assumptions, assuming an
agreement on experimental norms of operationalisation, for instance.
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experiments nevertheless convinced the scientific community of the superiority of
one hypothesis. We can see that the approach presented in this chapter matches
scientific practice in this respect.

5.4 Laws of Nature

Let me finish this chapter with a quick note about the epistemology of laws of nature.
There is an ongoing debate about the laws of nature between Humeans, who

assume that these laws supervene on the mosaic of actual facts, and non-Humeans,
who assume that they have a “modal force”, to which we could add anti-realists,
who assume that the laws of nature do not exist.

One could say that the arguments put forward in this chapter are in line
with the views of Humeans and anti-realists when it comes to scepticism about
inference to the best explanation. Law-like generalisations are merely the kind
of statements that can be justified by induction; no other mode of inference is
needed. But my arguments fit with non-Humeanism when it comes to the idea
that law-like generalisations have a modal force. It should be clear that there is
no contradiction here: law-like generalisations are precisely the ones that can be
justified by induction, and this means that they have modal force, because the
corresponding laws of (situated) necessity are as well-justified.

But one could worry that the present account cannot really distinguish law-
like statements from accidental generalisations, if both are equally well-justified
by induction. Accounting for this distinction is, after all, one of the main motives
of the debate on laws of nature. The worry could be that accidental generalisations
would count as necessary for a modal empiricist, which seems absurd.

5.4.1 Induction and Projectibility

This distinction between law-like statements and accidental generalisations is often
presented by means of examples, by appealing to our intuitions: intuitively, “no
raven moves faster than 30 m/s” is not a law of nature, even if true, but “no object
moves faster than 300,000 km/s” is a law. However, both statements have apparently
the same linguistic form (Carroll 2008, pp. 2–3). Or the fact that all coins in my
pocket are silver coins is accidental, but the fact that all pieces of copper conduct
electricity is a law.

Goodman (1954) remarks that there is a strong connection between this dis-
tinction and induction. The statement that all coins in my pocket are silver coins
cannot be confirmed inductively. It is somehow confirmed every time I observe a
new silver coin in my pocket, but this is only because this observation eliminates
some possibilities (at least the coin I have just observed is made out of silver).
However, observing a new silver coin does not change the credibility that the next
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coin that I will observe will be a silver coin: my observation cannot be projected on
future observations. The same goes when a tossed coin lands on tails three times in
a row: this does not affect the probability of the next toss resulting in tails. There is
still a 50% chance that it will land on heads. On the contrary, the fact that a piece
of copper conducts electricity increases the credibility of the belief that the next
piece of copper that I will observe will conduct electricity as well. Being made out
of silver is not projectible for the coins in my pocket, but conducting electricity is
projectible for copper pieces.

As Hume noted, inductive reasoning rests on a postulate of the uniformity of
nature. The lesson of Goodman’s remarks is that we are not willing to attribute
uniformity to any kind of properties. So, what is the difference between the
conductivity of copper pieces and that of silver coins? It could seem that the former
is a good candidate for being a law, or a matter of necessity, but not the latter.
This would mean that a statement must be assumed to be possibly law-like or
necessary prior to inductive inferences, because induction is only warranted for
law-like or necessary candidates. This is the conclusion drawn by Lange (2000, ch.
4) and Dretske (1977). How do we decide whether a statement is possibly law-like?
Perhaps by some inference to the best explanation (which is what Dretske argues):
the conductivity of copper pieces could be explained by the nature of copper, while
there does not seem to be any good explanation for the fact that all coins in my
pocket are silver coin, even if true. If there were an explanation, a reason why non-
silver coins were falling outside of my pocket for instance, then induction could be
warranted in this case too.

This supports the rationale presented in Sect. 5.3.2: a sequence of observations
(conductive copper pieces) would confirm a relation of necessity or law (copper is
conductive) by inference to the best explanation, and not by induction, from which
one can deduce that all copper pieces are conductive. This would undermine the
results of the previous section.

I remain unconvinced by this kind of argument. I would say that they put the cart
before the horse. Let us see why.

A useful framework for analysing inductive inference is the Bayesian frame-
work, which consists in the application of Bayes’ theorem to derive conditional
probabilities between prior and posterior assumptions.14 In a Bayesian framework,
the differences between the inference we make in the case of silver coins, which

14Bayes’ theorem derives directly from probability theory, and it is independent from one’s
interpretation of probabilities. It requires that probabilities be assigned to hypotheses, but they
can be interpreted as subjective degrees of credence or as objective degrees of confirmation for
instance, and the probabilities assigned to events, as opposed to hypotheses, can be interpreted
differently (assuming an account of their connection with hypotheses probabilities). My use of
this framework should not be interpreted as a commitment to any version of Bayesianism, such as
subjective Bayesianism, the latter being associated with specific interpretations of probabilities in
terms of degrees of credence. I am personally not convinced that subjective degrees of credence
play any significant role in science (if they exist at all). However, this framework remains a useful
tool for philosophical analysis of rational inferences.



5.4 Laws of Nature 141

is thought to be an accidental generalisation, and the one we make in the case of
copper pieces, a law-like statement, can be addressed in terms of prior probabilities.
Imagine we observe ten coin tosses in a row. How shall we assign prior probabilities
to possible sequences of observations?

One way is to give equal weight to all possible sequences: ten heads is a priori as
likely as nine heads followed by tails, which is as likely as eight heads followed by
tails followed by heads, and so on. Since any sequence is equally probable, the first
observations tell us nothing about how the sequence will unfold: past observations
are not projectible onto future ones. This is what happens in the case of silver coins
in my pocket.

Another way to assign prior probabilities is to give equal weight to all property
distributions. This means considering that having one heads in total (which corre-
sponds to ten possible sequences) is a priori as likely as having two heads in total
(forty five possible sequences), which is as likely as having ten heads (only one
possible sequence). In this context, every observation of a heads result affects the
probability that future observed results will be heads as well, because it confirms
the distributions where the proportion of heads is higher. For example, after having
observed nine heads, an application of Bayes’s rule gives ten chances out of eleven
that the right distribution is ten heads in total, and only one chance out of eleven
that it is nine heads in total, which means ten chances out of eleven that the final
toss will be heads. This looks like what happens in the case of the copper pieces.
As we can see, in a Bayesian framework, Hume’s postulate of the uniformity of
nature is hidden in a focus on distributions rather than sequences for assigning prior
probabilities.

What Dretske’s analysis suggests, when transposed to this Bayesian framework,
is that opting for an equal weighting of distributions must be justified by a prior
inference to the best explanation. An equal weighting of sequences would be
the default approach, so to speak, but in some cases, we could be drawn into
assigning equal weights to distributions instead, because these distributions could
be explained. The problem with this strategy is that it seems to rest on a mysterious
intuition concerning which predicates are projectible, or which statements have
potential explanations.

In any case, I believe that this is wrong, and that assigning equal weights to
universal distributions is the way to go in all circumstances: this is not only the
default approach, but the only valid one. Assigning equal weights to sequences
instead of distributions, as we do when throwing dice or tossing coins, is only
the special case we arrive at for particular types of distributions: the ones where
all results are equally frequent. We already know, prior to tossing a coin, that the
right distribution of results for coin tosses in general is half tails and half heads,
and we know this because we (or others) have already performed an induction on
coin tosses in general. We can deduce from this background knowledge that any
random sequence corresponding to a sub-set of the larger and evenly distributed
set of all coin tosses is as likely as any other (assuming that the larger set is
much larger, perhaps infinite). However, nowhere did we need an inference to the
best explanation. After a hundred heads, it would be legitimate to suspect that
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this particular coin is loaded, so this background knowledge is defeasible. More
generally, any enduring pattern (having only silver coins in my pocket for years and
years) could prompt the need for an explanation and warrant inductive inference,
even before this explanation is found, so it cannot be true that inference to the best
explanation comes first.

In sum, there is no need for an inference to the best explanation to select
candidates for induction: induction always comes first, and it is always applicable.
Only the fact that we rely heavily on background knowledge in daily life could
make us think otherwise. The fact that some regularities are accidental is itself
discovered by induction. As for explanations, I would argue that they have to do
with the unification of various inductively confirmed statement, but this is another
topic (see Sect. 3.3.6).

5.4.2 Laws and Accidents

Going back to the problem of differentiating statements such as “no raven moves
faster than 30 m/s” and “no object moves faster than 300,000 km/s”, if induction
is generalised in the way suggested above, it could seem that we lack resources to
do so, and that accidental generalisations would have a modal force in the present
framework.

Note, however, that the kind of necessity considered in this work is weaker
than nomological necessity, because it is relative to our epistemic position and
to background conditions (and the exact conditions to which these relations of
necessity are relative are presumably unknown). This means, as noted earlier, that
the kind of necessity at stake is more permissive than nomological necessity: some
regularities might count as necessary in the framework of possible situations, even
though they would count as contingent from the perspective of a metaphysics
of laws of nature. As argued in Sect. 5.2.2, if, for some contingent reasons, our
observations were limited to the surface of the Earth, the idea that all objects in free
fall accelerate towards the centre of the Earth at 9.8 m/s2 would count as necessary
(and arguably, assuming fallibilism, it could have been considered as such some
time ago), although, as we well know, it is not a universal law of nature. There are
many inductive inferences that concern contingent states of affairs rather than laws
of nature. They still support counterfactual reasoning. Lange (2000, ch. 4) gives
the following example: any person of entirely Native-American heritage is blood
type O or blood type A, because all Native Americans are descended from a small,
isolated population, and as it happens, allele B was not present in that population.
The statement “all Native Americans have blood type O or blood type A” is not
a law of nature, because it results from a coincidence, but it can be confirmed by
induction, and it can be used for counterfactual reasoning. It can be considered a
statement of necessity in the present framework.
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This relative permissiveness can defuse the problem of demarcating accidental
generalisations from law-like generalisations. I assume that our capacity to imagine
legitimate modal competitors for the various hypotheses we could form, and our
ability to test them by implementing the relevant experimental situations, is enough
to eliminate accidental generalisations. So, I might invent a contrived predicate by
which I show, inductively, that all coins in my pocket right now are silver coins.
With sufficient imagination, I might propose a general model that only applies to my
pocket, without referring to particular places and times. It would look as if I have
inductively justified an accidental generalisation to be a matter of necessity. I would
argue that such a statement does indeed count as a candidate law-like statement: it is
only a very bad one. I can as easily justify the competing statement that all coins in
pockets in general are mixed, and this statement has far more occurrences to make
its case. My first claim, with its tiny sample, appears to be quite weak in comparison.
And if we insisted in considering that both statements are equally justified, we would
have a case of underdetermination, but a simple experiment could settle this case:
simply add a non-silver coin to my pocket and see if it turns silver.

The idea is that most accidental generalisations could be eliminated, simply
because they would not survive the fierce competition to which a good inquiry
would submit them. Law-like statements are just the generalisations that survive
in this competition. However, in virtue of the permissiveness mentioned above,
some cases given in the literature as cases of accidental generalisations could count
as necessary connections in the present framework: for example, it might well
be impossible for ravens to fly at more than 30 m/s, given some environmental
constraints. In sum, relaxing the metaphysical conditions for what counts as a law-
like generalisation, but maintaining rather stringent epistemic criteria for what is
inductively justified, can help produce a meaningful distinction between accidental
and law-like generalisation.

The question remains why this statement about ravens, if it is law-like, does not
derive from or appear in any scientific theory, as opposed to the claim, of the same
form, that no object moves faster than light. My answer would be the following:
what induction towards necessity can justify is not fundamental scientific laws
directly, but rather observational laws. It is not the empirical adequacy of a theory,
but that of a theoretical model. As noted by Cartwright (1983) and Giere (1999), the
fundamental laws of scientific theories are rarely applied directly to the world (see
Sect. 2.3.1). I consider that they correspond to meta-norms constraining the set of
relevant models (Sect. 3.4.1). This means that the empirical adequacy of a theory
cannot be justified by a simple induction of the kind analysed in this chapter. This
appears clearly in the definition of empirical adequacy proposed in the previous
chapter (Sect. 4.3.3): this definition quantifies not only over contexts and situations,
but also over models. Something like a meta-induction, an induction on models, will
be needed to justify it. This type of induction is presented in the next chapter.

In this respect, the fact that a statement such as “no raven can move at more
than 30 m/s” is not a fundamental law, while the statement “no object can move at
more than 300,000 km/s” is a fundamental law is not particularly surprising. Note
first that the apparent formal similarity between the two statements obscures the fact
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that the speed of ravens in question is relative to a particular frame of reference, the
Earth. Ravens can certainly move at more than 30 m/s in some frames of reference.
Now, if we specify “relative to the Earth” in both statements, neither of them is
a fundamental law. It is true that the second one is the direct consequence of a
fundamental law, but granting that the first one is not, the difference between the two
statements appears to be extrinsic. If we specify “relative to the Earth” for the first
statement, and “in any frame of reference” for the second, we might be able to say
that this first statement is not a fundamental law while the second one is. But their
forms are now distinct, and it appears that the second statement needs the mediation
of a more particular model associated with a particular frame of reference to have
any practical consequences for concrete phenomena. The status of this fundamental
law is therefore distinct: it acts as an organising principle for a family of models,
and its justification will be distinct as well.

I presume that this argument can be applied to other cases: for example, the
instability of big uranium spheres, as opposed to the instability of big gold spheres,
is a consequence of fundamental theoretical laws, and paying attention to these
laws would reveal that they have a different status, that of organising principles,
because they are not about particular classes of empirical phenomena, but rather
they establish relations between theoretical concepts.

In any case, we seem to know a lot of law-like modal facts, about the fragility of
glass or the direction of free-fall of falling bodies for example, without necessarily
grounding this knowledge in fundamental scientific theories, and this is what matters
here: that these facts, with all their modal force, are perfectly knowable from
experience.

5.5 Do We Need More?

In this chapter, I have presented the notion of situated possibilities on which
modal empiricism is based. Situated possibilities, contrarily to possible worlds, are
anchored to actual situations, which brings intensional and extensional limitations.
I have also given a few reason to accept their existence: the ubiquity of modal
discourse, their role in motivating scientific experimentation and their role in action-
based theories of perception.

If one accepts that there are situated possibilities in the world, that is, alternative
ways actual situations could be given some natural and environmental constraints,
then there is an inductive route towards knowledge of relations of necessity. Realised
possibilities can be taken to be representative of merely possible ones, and they
inform us about what is or is not possible in this universe. The modality involved
is weaker than metaphysical or nomological necessity, but that should not bother
us for all practical purposes. Furthermore, there is no reason to resist knowledge
of situated necessity, because any underdetermination that would affect it, from our
perspective, would affect the corresponding universal generalisation just as much: if
there is a problematic possibility that contradicts a relation of necessity, then for all
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we know, it might well be realised somewhere in the universe. This is in line with
scientific practice: a modal conflict between two hypotheses is enough to motivate
further inquiry.

Given that the alleged impossibility of knowledge of relations of necessity from
experience remains one of the main reasons for modal scepticism, this means that
there is no good reason for an empiricist not to embrace natural modalities.

The kind of modality discussed in this chapter is precisely the one involved in
the empirical adequacy of theoretical models introduced in the previous chapter. It
characterises modal empiricism. So, scientists are justified to believe that their best
models are empirically adequate in a modal sense. If only induction is required to
justify this adequacy, then there is no reason to think that models correspond in
any way to a mind-independent reality, for example, that they correctly describe the
essence of natural kinds. This idea would be warranted if their empirical success
was in need of an explanation. However, an inductive justification removes the need
for explanations: at most what is needed is something like a certain uniformity of
nature, now extended to the realm of situated possibilities.

However, this rationale applies to the empirical adequacy of theoretical models,
and more should be said to justify the adequacy of theories. The status of law-like
statements that can be justified by induction and the status of fundamental laws
of theories are distinct: the latter are not about particular classes of phenomena,
but rather act as organising principles for the family of models constituting a
theory. Maybe the fact that families of models organised by laws and principles are
generally empirically adequate is still miraculous from an empiricist perspective,
and maybe scientific realism provides the only explanation for this miracle.

I am convinced that modal empiricism gives us enough resources to resist this
conclusion, by invoking a different form of induction: an induction on models. This
is the topic of the next chapter.
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Chapter 6
Scientific Success

Abstract One of the main motivations for scientific realism is that it would
explain the “miraculous success” of science, in particular the successful extension
of theories to new domains of experience. After recalling the reasons to doubt the
validity of the realist strategy, and in particular, the idea that inference to the best
explanation is a principle of justification, this chapter shows that modal empiricism
presents us with an alternative way of accounting for the successful extension
of theories. This alternative consists in completing van Fraassen’s “selectionist”
proposal with the notion of an induction on models: the fact that various models of
a theory have been successful justifies, by induction, that other models of the same
theory will be successful as well. This particular form of induction is discussed, and
I argue that it does not imply that justified theories are true.

6.1 The Miraculous Success of Science

In the previous chapters, I have defined the aim of science according to modal
empiricism, and I have defused sceptical arguments against the idea that this
aim would be achievable in principle. Modal empiricism is more ambitious than
traditional versions of empiricism, because it assumes that scientific theories aim
at accounting not only for actual phenomena, but also for possible phenomena.
However, could we not be even more ambitious? Maybe science, and its undeniable
empirical success, deserves a more optimistic approach. Maybe our best scientific
theories do not merely account for possible observations, but they also unveil the
fundamental nature of reality.

Relativity theory predicted the deviation of light by massive bodies. The wave
theory of light predicted that a bright spot should appear at the centre of a circular
shadow created by a punctual source. Quantum theoretical models of atoms predict
the emission spectrum of various elements with an accuracy that has not been
defeated even though the precision of measurements has been increased by several
degrees of magnitude. Such empirical successes are impressive. These examples
are often taken to support a particular epistemological position: scientific realism,
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according to which successful scientific theories are true, or approximately true
descriptions of reality.

As Putnam (1975) puts it, “The positive argument for realism is that it is the only
philosophy that does not make the success of science a miracle”. Similar arguments
or intuitions had been expressed earlier by Smart (1963) and Maxwell (1970).
This so-called no-miracle argument is now generally understood as an inference
to the best explanation: the empirical success of our scientific theories calls for an
explanation, and the best, or only explanation is scientific realism. What explains
the empirical successes mentioned above is that the wave theory of light, general
relativity or quantum mechanics are true descriptions of reality, or descriptions that
are close enough to the truth. They capture important aspects of its fundamental
nature. So their success is no miracle.

Here, we have definitively left the axiological debate about the aim of science
for the epistemic debate about its achievements. The two are of course related, and
we can understand scientific realism as the claim that science not only aims at true
descriptions of reality, but that it has also achieved this aim, at least to some extent.

So, what exactly is it for a theory to be true, to correctly describe reality? As
noted in Sect. 2.2.2, there is a tension between the view that theories are best
conceived of as families of models, and the idea that they are truth-bearers. A family
of structures cannot be said to be true or false, so a theory must also be qualified by
a statement asserting that its models have a certain relation with reality. This means
specifying “what its models are about”, and “what they say”, and the two must be
distinct if misrepresentation is possible (see Sect. 2.3.2). To put it differently, this
means providing an account of scientific representation, such as the one developed
in Chap. 3.

The two-stage account of representation of Chap. 3 is not perfectly suited
for a realist for several reasons. One of them is that contexts play a prominent
role: relations between models and the world depend on the purposes of agents,
and outside of a context, a model only gives norms of representation that are
applicable in various contexts. Norms are not descriptions. Another reason is that
this framework assumes that the properties of interest specified by contexts are
accessible empirically. Their interpretation is given by norms of experimentation
(Sect. 3.4.2). By contrast, a scientific realist would say that theoretical terms
purport to refer to natural properties that are well-defined independently of their
accessibility, and independently of our purposes and representational activities in
general. She would say that theoretical models pretend to describe objects that really
exist and have the properties attributed to them by these models, even when these
objects are not directly observable. Perhaps she would also say that the dynamical
relations between properties postulated by theories are candidates for corresponding
to the laws of nature, or that the structures of particular models correspond to causal
relations between real objects, and again, these laws and causal relations would be
what they are independently of our epistemological position. In sum, she would say
that our theories potentially correspond to reality.
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The two-stage account of scientific representation presented in this book is not
fundamentally incompatible with these ideas. However, this account does not make
such postulates, because its purpose is to account for representational activities in
a minimal and general way, and we cannot presume that anti-realists are unable to
represent. For this reason, a scientific realist could accept that the two-stage account
correctly describes the surface features of representational activities, but she would
probably be willing to complete this account with realist aspects.

It is not my place to provide a full realist account of scientific representation,
but here is a sketch of how this could be done. One could introduce a notion
of realist interpretation that would not map models and contexts, as is the case
in our two-stage account, but models and situations of the world directly. This
mapping would not be mediated by norms of experimentation: the symbols used
in models would typically refer to real objects and properties of the situation they
represent. The realist could take on board the indexical component of representation
presented in Sect. 3.3.3, and assume that each theoretical model is associated with
a relevance function that specifies the set of legitimate realist interpretations of this
model (so contexts would still be present, but they would merely specify salient
targets of representation). These relevance functions would determine the domains
of application of associated models. We could say that a theory is true if all the
legitimate realist interpretations of its models in terms of concrete situations are
accurate, but now in a realist sense: the model, now that it is realistically interpreted,
corresponds to the represented situation. The structure of objects and properties
that it describes is actually instantiated in the target system. Finally, the realist
could provide an account of the relation between this realist notion of interpretation
and actual representational activities, since the latter involve idealisations and a
sensitivity to purposes that is not present in realist interpretations.

There might be other approaches than the one sketched here (one of them is
to simply reject model-based conceptions of theories), but whatever the solution
adopted by the realist, I assume that something like a realist, as opposed to a merely
pragmatic, interpretation of theories is involved, and that it has the following feature:
this interpretation transcends our epistemic position. A realist interpretation goes
beyond a surface account of the way a theory is used in experimental setups. This
is one central feature of the semantic component of scientific realism, so it is non-
negotiable. This means that truth is strictly stronger than empirical adequacy, even
for the modal version of empirical adequacy defined in Chap. 4. I will assume
that theoretical truth entails empirical adequacy, but not the other way around
(this assumes realism also concerns our operationalisations, see Lyons (2002) for
complications regarding this link). So, from a realist perspective, two theories that
are equivalent pragmatically speaking, that are used in exactly the same way and
have the same practical consequences in all circumstances, can differ in their realist
interpretation, and in so far as they are incompatible, only one of them can be true.

I am not sure that these ideas of realist interpretation and correspondence to the
world really make sense (this will be discussed in Chap. 8), but let us assume that
they do for the sake of the discussion. What reasons do we have to assume that
theories, when realistically interpreted in this way, are true?
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As said earlier, the main reason that one can find in the literature is that this is
what best explains the impressive empirical success of science. According to the
realist, the empiricist merely states this success, but she does not explain it, and this
is why the position is lacking. Another way to express this is to say that empirical
success provides a justification not only for empirical adequacy, but also for truth,
and the inference involved in this justification is an inference to the best explanation.

The argument has intuitive appeal, but its ramifications are quite complex. I will
examine them in this chapter. I will then explain how modal empiricism is able to
respond to the realist, by defusing the need for an explanation. The main observation
is that empirical adequacy already accounts for the empirical successes of theories,
so what we really need is a justification of empirical adequacy, and the question is
whether this justification implies theoretical truth. I will provide such a justification
by means of an induction on theoretical models. Finally, I will examine what this
justification implies, so as to answer this question: how far from scientific realism
is modal empiricism?

The two-stage account of representation presented in Chap. 3 will be used in
the discussion, and incidentally, I hope that this will prove its fruitfulness for
philosophical analysis.

6.2 The No-Miracle Argument

Let us first review the main motivation for scientific realism, the so-called “no-
miracle argument”. This argument bears on the role of non-empirical virtues
in theory choice and on the status of inferences to the best explanation. The
best way of introducing these aspects might be to first examine the problem of
underdetermination by empirical evidence, which affects scientific realism.

6.2.1 Underdetermination and Non-Empirical Virtues

The problem of underdetermination is the following (for a general presentation, see
Stanford 2017). In principle, any theory or hypothesis has empirically equivalent
rivals, which are different theories or hypotheses with the exact same observational
consequences. This is a possibility assuming that theories are never mere syntheses
of empirical regularities, but rather explanations of these regularities by means of
theoretical posits: in principle, there can be more than one explanation for the same
phenomena. Assume that only the conformity of the observational consequences
of theories and hypotheses with our observations can count as evidence in favour
of them. Then there seems to be no reason to accept any theory over one of its
empirically equivalent rivals: since their observational consequences are exactly the
same, either both are confirmed, or both are disconfirmed by any piece of evidence.
This is a problem for the realist: this could mean that the theories selected by



6.2 The No-Miracle Argument 153

scientists are not necessarily the closest to the truth. This could also be a problem
for scientific rationality in general. Perhaps psychological and sociological factors
are involved in theory selection, and they might affect the evolution of science in a
decisive way. Perhaps the content and validity of well-accepted theories is relative
to a social context.

This problem rests on two premises: first, that there are always empirically
equivalent rivals to any theory, and secondly, that the confirmation of a theory only
depends on its observational consequences. Both premises can be challenged.

The strategy that is generally adopted in order to challenge the first premise is
to put constraints on theoreticity. After all, in actual scientific practice, finding one
theory that can account for a particular set of phenomena is often quite hard, so
this premise seems dubious. Surely, there are trivial ways of producing empirically
equivalent rivals to a theory (Kukla 1996): for example, take a theory T and consider
the theory T ′ that states that only the empirical consequences of T obtain, or that
they only obtain when someone makes an observation, but not otherwise. T and
T ′ have the same observational consequences, by mere stipulation. However, no
scientist would consider such constructs as legitimate rivals of the original theories,
since they are clearly parasitic on them.

Note, in this respect, that the debate often seems implicitly framed in a statement-
view of theories (see Sect. 2.2): theories are taken to be sets of statements, among
which some are observational (or observational statements can be deduced from
auxiliary hypotheses), and we are asked to consider alternative sets of statements
with the same observational consequences. Transposing the debate to a semantic
view, it appears more clearly why constructs of the kind mentioned above are not
genuine rivals: they do not consist in proposing new models that would account for
the same phenomena, but rather in assuming a different kind of relation between the
same models and the world (a different theory of representation). For example, we
are asked to assume that the models of the theory only correspond to their targets
when measurements are made on the target. What is underdetermined is not the
theory itself, but our stance towards the theory, or our meta-theoretical (or semantic)
assumptions. This is why such proposals can be presented in full generality, without
even presenting the content of the original theory. Or at least, as Leplin and Laudan
(1993) observe, it would require much more work to flesh out genuine rival theories
along these proposals (modelling the fact that we do or do not measure something,
for instance).

This point is particularly salient in the two-stage account of scientific representa-
tion presented in Chap. 3 (or its realist alternative presented in the introduction). In
this framework, we can say that two models or theories are empirically equivalent
if, for any context, the licensed interpretations of the two models or theories bring
the same constraints on “permitted states” for the target system. Clearly, proposing
an empirical equivalent to a theory T is not as straightforward as stating “T ′ says
that only the observational consequences of T are true”. It requires proposing
different general models with different structures that bring the same constraints in
all contexts. As argued by Norton (2008), one could suspect that when this process
is too easily achieved, it is because the resulting theory is sufficiently similar to the
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original one to be considered a mere reformulation of it. Furthermore, modelling
the fact that we do or do not make an observation would amount to switching
to a different target of representation, so these theories would not be comparable
anymore: we would have a theory of measurements instead of a theory about the
original target of representation, for instance.

This casts doubt on the idea that empirical equivalents to our theories can be
constructed in a systematic, “algorithmic” way, and this in turn casts doubt on
the generality of the underdetermination thesis, at least if this thesis is understood
as a thesis of philosophy of science specifically. Indeed, due to their meta-
theoretical nature, the proposals examined here seem tailored to raise various kinds
of metaphysical scepticism that could apply to any kind of statements, including
ordinary ones (perhaps the world only exists while I am looking, etc.), rather than a
problem for scientific rationality in particular.

Note, however, that even if these trivial, “algorithmic” cases of underdetermi-
nation are rejected, there might still be problematic cases of underdetermination
that affect particular theories. Examples of these are a reformulation of Newtonian
gravitation in terms of deformations of spacetime rather than forces, and a version
of Lorentz’s theory as an alternative to special relativity (Earman 1993). Such
examples do not boil down to a radical form of metaphysical scepticism anymore.
They do not concern the way our representations relate to reality, and they do not
generalise to any theory or statement. Rather, they cast doubt on one particular
realist interpretation of one particular theory.

Indeed, Norton (2008)’s remark mentioned above also applies to these cases: a
formulation of Newtonian mechanics in terms of deformations of spacetime can
be considered a mere metaphysical reinterpretation of the same theory, since it can
easily be shown that the two theories have the same observational consequences.
Following our account of scientific representation, I presume that both versions of
Newtonian mechanics will have equivalent models which license the same contex-
tual interpretations. So, what is underdetermined is not the pragmatic interpretation
of the theory, but its realist interpretation, and what could be rational, in this context,
is to refrain from accepting one realist interpretation over another. This corresponds
to an empiricist stance.1

Another way of responding to this problem consists in minimising one’s
metaphysical commitments, assuming that various realist interpretations share a
common core. A good contender in this respect is ontic structural realism, according
to which our theories should be interpreted in structural terms: they describe
“real relations”. The strategy just described has been proposed with respect to
the problem of particle identity in quantum mechanics, which is affected by a
problem of underdetermination between two interpretations. According to French

1Note that van Fraassen does not use an argument from underdetermination to defend his
constructive empiricism as more rational than other positions. He only uses underdetermination
to make sense of the position (van Dyck 2007). According to his voluntarist epistemology, it is not
irrational to be a realist, but it is not irrational to be an anti-realist either.
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(2014, ch. 2), we can only be realist about the common commitments of these two
interpretations, which are structural. For this to count as a version of realism, real
relations must be qualified in one way or another, and it remains to be shown that all
realist interpretations of theories actually share a core commitment to the specific
qualification of the structure that a structural realist must assume. Otherwise,
structural realism would seem to be just one among the many available candidates.
I will return to this kind of problem and examine structural realism at more length
in the next chapter.

As we can see, this problem of underdetermination is specific to realist interpreta-
tions. However, there is still the possibility, for the realist, to adopt a more ambitious
stance by challenging the second premise of the argument from underdetermination:
the idea that the confirmation of a theory only depends on its observational
consequences. This premise seems to rest on a naive positivist epistemology. Even if
they are empirically equivalent, rival theories (or realist interpretations of a theory)
might not be as well confirmed by the same observations (Laudan and Leplin 1991).
It can be argued that matching our observations is neither necessary nor sufficient
for confirmation. For example, a hypothesis can be indirectly confirmed by new
evidence because it is part of an overarching theory that is confirmed by this new
evidence, even though the hypothesis says nothing about this particular piece of
evidence. Psillos (1999, p. 164) gives the example of Einstein’s account of the
Brownian motion, which was widely taken to confirm the atomic theory although it
was not among its consequences.

This points to a more general solution to problems of underdetermination, which
consists in claiming that non-empirical virtues, such as theoretical unification,
simplicity, scope, coherence with background knowledge or fruitfulness, must be
part of a good confirmation theory. These are criteria for being a good explanation.
So, not only should a theory be explanatory, but it should also be able to
provide good explanations: explanations that are simple, fruitful, coherent, etc.
With all these constraints on theoreticity and confirmation, perhaps the problem of
underdetermination vanishes: one could simply choose the best explanation among
empirically equivalent rivals. For example, special relativity can be considered
simpler than Lorentz’s alternative, because it does not assume that the ether exists,
and it can be considered more fruitful because it can be used to build general
relativity. This would count as a confirmation of the theory (Acuña and Dieks 2014).

In sum, according to the realist, theories and hypotheses (including realist
interpretations of theories) can be justified by a particular type of inference:
an inference to the best explanation. This mode of inference supposedly goes
beyond mere induction: rather than simply justifying a universal generalisation,
one could infer, for example, the existence of unobservable entities that explain
our observations. Whereas induction can at best justify the empirical adequacy of a
theory, inference to the best explanation can justify its truth. Such inferences would
eliminate problems of underdetermination.

Is it enough to vindicate scientific realism? Well, there are at least three problems
with this strategy.
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The first problem is that cases of metaphysical scepticism, even if not specific to
science, might still be sufficient reason to adopt a more parsimonious interpretation
of scientific theories. They could give us reasons to be sceptical with regard to the
semantic component of scientific realism, and the idea that something like corre-
spondence truth should be assumed. The fact that this kind of underdetermination is
not specific to science does nothing to show that it is not relevant to science. I will
address these questions in Chap. 8.

The second problem is that even if cases of underdetermination can be suc-
cessfully resolved by scientists by taking into account non-empirical criteria, there
might exist unconceived alternatives to our theories. Being able to know which of
two theories is best confirmed does not mean that we know that one of the two is
true, because both could be false. The history of science seems to support this idea.
According to Stanford:

We have, throughout the history of scientific inquiry and in virtually every scientific field,
repeatedly occupied an epistemic position in which we could conceive of only one or a few
theories that were well confirmed by the available evidence, while subsequent inquiry would
routinely (if not invariably) reveal further, radically distinct alternatives as well confirmed
by the previously available evidence as those we were inclined to accept on the strength of
that evidence. (Stanford 2010, p. 19)

By induction, we should assume that we are today in such a position, and we
should doubt that our theories are close to the truth.2 This problem is not unrelated
to the pessimistic meta-induction that will be discussed in Chap. 7.

Finally, a third problem, which will be the focus of this chapter, is that even
granting that the non-empirical criteria involved in theory choice are rational and
objective, there is no reason to think that they are truth-conducive. At most it can
eliminate relativist positions that would claim that theory choice is irrational. But
there is no reason to think that inference to the best explanation is a valid mode of
inference, rather than a heuristic or pragmatic device.

6.2.2 Against Inference to the Best Explanation

Arguably, resorting to inference to the best explanation constitutes the main dividing
line between scientific realists and empiricists,3 and there are various arguments
against the validity of this mode of inference that I will not repeat here (see for
example van Fraassen 1989, ch. 6) (Cartwright 1983, ch. 1).

Note that when considering indirect confirmation as a solution to the problem
of underdetermination, one particular virtue, unificatory power, plays a central role.

2For critical responses, see Chakravartty (2008); Godfrey-Smith (2008); Devitt (2011).
3However, Ghins (2017) has proposed a different defence of realism about unobservable objects
that does not rest on inference to the best explanation, but on causal inferences. A similar strategy
is adopted by entity realists, and it will be briefly discussed in Chap. 7.
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A typical case of indirect confirmation is when a hypothesis is the consequence of a
more general theory. In such a case, any evidence confirming the theory indirectly
confirms the hypothesis. As observed by Hempel, this principle cannot be applied
to any random “theory”, for example any conjunction of two statements, otherwise
any evidence would confirm any hypothesis (Okasha 1997). There are criteria of
theoreticity for this principle to be sound. Not any set of statements constitutes a
potential scientific theory. In particular, the theory must unify various phenomena
into a coherent whole.

So much is perfectly acceptable for an empiricist, because indirect empirical
confirmation is still empirical. It can indeed be shown that a certain notion of
unity “boosts” confirmation in Bayesian inference (Myrvold 2003). For example,
there is a systematic concordance between the retrograde motion of planets and
their positions relative to the sun. In the Ptolemaic model of the solar system, this
concordance is a mere coincidence: epicycles that do not respect it are a priori
possible. However, this concordance is a direct consequence of the Copernican
model. We would naturally say that the Copernican model explains the fact that
retrograde motion occurs when a planet is in opposition to the sun. Myrvold
shows that assuming equal prior probabilities for the two theories, the Copernican
model ends up having higher posterior probability given empirical evidence, simply
because it unifies these phenomena in a precise, probabilistic sense (their correlation
is higher assuming the theory). In daily life too, we are often led to give more
credence to hypotheses that explain away coincidences.

This means that the unificatory power of a theory can be considered an empirical
criterion, in so far as it can be confirmed by observations. Remember that in the
definition of empirical adequacy introduced in Chap. 4, a criterion of unification
is implicitly involved in the notion of relevance. Such a criterion is enough to
eliminate some cases of underdetermination, and it was introduced precisely for this
purpose in the context of ad-hoc hypotheses. Ad-hocness and theoretical unification
are related (one could say that the concordance between retrograde motion and the
position of the sun is ad-hoc in the Ptolemaic model). So, the modal empiricist
accepts that unificatory power is an important virtue, and this virtue is indeed part
of what makes a model or a theory empirically adequate.

However, unificatory power, understood in this probabilistic sense, and in so
far as it only concerns our observations, is not enough to infer that a theory is
true. The realist interpretation of a theory is still underdetermined assuming this
criterion, because two realist interpretations of the same theory are exactly as
unificatory in this sense (Myrvold (2016) is clear that his notion of unification does
not support an inference to the best explanation). This is where the scepticism that
characterises empiricism starts to bite. When it comes to metaphysics, for example
the existence of unobservable entities or of natural kinds, there is no reason to favour
one interpretation over another, as long as they are empirically adequate. It does
not matter whether Newtonian mechanics is interpreted in terms of deformations
of spacetime or in terms of forces of gravitation. It does not matter whether the
ether exists, or whether quantum systems are really point particles, multi-fields or
collections of events (Belot 2012). For the empiricist, inflationary metaphysics starts
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exactly where empirical adequacy, taken to include unificatory power, becomes
ineffective as a criterion of choice between competing theories.

An empiricist does not necessarily deny that non-empirical criteria are involved
in theory choice. But she will generally consider that they are pragmatic or strategic
rather than justificatory. Take simplicity, for instance: a simple theory could be easier
to handle, or a good strategy for achieving empirical adequacy rapidly could consist
in testing simple hypotheses first before devising more complex ones in case they
fail. In a context where observations are prone to errors, models with too many
adjustable parameters run the risk of fitting the noise of a particular data sample
rather than the signal (this is called overfitting), and for this reason, models with
fewer parameters are more likely to make good predictions when used with new
data (Forster and Sober 1994). This can be a pragmatic reason to opt for simpler
models. But there is no reason to think that nature is simple, and simplicity cannot
override empirical adequacy. It can easily be abandoned if required, and the history
of science does not look like an ineluctable progress towards simpler theories. There
is no reason to think that simplicity or other aesthetic criteria are indicators of truth,
even if they result in more satisfying explanations.

It cannot be denied that inferences to the best explanation are used in science,
and in everyday life as well. According to a modal empiricist, they can be warranted
so long as only unificatory power is involved. In this case, they are merely disguised
forms of induction. However, in so far as they would go beyond induction, they
should be considered, at best, heuristic devices that can be used to formulate
new hypotheses, or strategic devices that can help us decide which hypotheses
to consider as a priority. Hypotheses selected by means of non-empirical criteria
should then be put to the test in order to be justified by experience: being simple
or fruitful or respecting any kind of metaphysical view is no justification of any
sort. Empirical tests only confirm empirical adequacy, and when it comes to the
realist interpretation of empirically equivalent theories, they become ineffective;
only pragmatic considerations remain, and we should not assume that any of these
realist interpretations are true.

Interestingly, this view of inference to the best explanation is actually how Peirce,
who introduced the concept under the term “abduction”, viewed it (Nyrup 2015).
He claims, for example, that “[a]bduction [. . . ] furnishes the reasoner with the
problematic theory which induction verifies” (Peirce 1931, 2.776).

Note that this downplaying of the role of inference to the best explanation by no
means amounts to denying that theories are explanatory. However, an empiricist will
typically deny that explanatory power and truth are connected. After all, as observed
by van Fraassen (1980, p. 99) and Bokulich (2016), the standard explanation for
tides in oceanography is given by a superseded theory, Newtonian gravitation, and
not by its supposedly more veridical successor, relativity theory. The widespread
use of idealisations in science seems to indicate that the best explanation for some
phenomena is not, in general, the closest to the truth. Arguably, idealisations foster
non-empirical explanatory virtues, such as simplicity and cognitive tractability. So,
idealised models explain better than their non-idealised counterparts, but this is
achieved by deliberately moving away from the truth.
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According to Bokulich, falsehood and fictions can be considered explanatory
so long as they capture patterns of counterfactual dependence between relevant
variables. If these relevant variables are empirically accessible, then the modal
empiricist will conclude that theories are explanatory so long as they are empir-
ically adequate. For a modal empiricist, explanatory power is not a criterion for
justification, but a mere by-product of empirical adequacy (see Sect. 3.3.6). There is
nothing more to scientific explanations than an application of theories in particular
contexts, with particular variables of interest (van Fraassen 1980, ch. 5).

There is no doubt that some realist interpretations or formulations of theories
have more virtues than others. Some formulations are heuristically fortunate. They
can lead scientists to propose new hypotheses or to construct new theories which
turn out to be empirically successful. Hamiltonian and Lagrangian formulations of
Newtonian mechanics have played this role, for example. McAllister (1989) and
Salmon (1990) have suggested that the non-empirical virtues that are constitutive of
good explanations could be justified by a meta-induction on the basis of the history
of past successes. Non-empirical virtues would be confirmed as virtuous by the fact
that the theories and hypotheses displaying them have proved successful in the past.4

Even if this is the case, this does not show that these virtues are truth-conducive: the
past successes that confirm them, as well as the future successes we expect from
taking them into account are all empirical successes, so at most we can say that
these virtues are conducive to empirical adequacy. Conformity with experience is
always the final judge.

Take relativity theory for instance. According to Zahar (1973), this theory was
considered heuristically superior to Lorentz’s theory, and Einstein’s programme
was adopted for this reason by a substantive number of scientists as a research
programme. However, as Zahar further explains, this research programme did not
really supersede other programmes until the predictions of general relativity turned
out to be confirmed by experience. So, non-empirical virtues do play a strategic role,
but experience has the final word.

For all these reasons, the realist owes us a positive argument to convince us
that non-empirical virtues are indicators of truth, and that inference to the best
explanation is a valid form of inference. The realist should tell us why the empiricist
approach towards non-empirical virtues presented here would be insufficient. This
is where the no-miracle argument comes into play.

4Salmon proposes that they affect prior probabilities of hypotheses in Bayesian inferences
performed by scientists. As explained in footnote 14 of Chap. 5, I personally doubt that such prior
probabilities, interpreted as subjective degrees of credence, play a significant role in science.
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6.2.3 The No-Miracle Argument

The main realist argument is the no-miracle argument, according to which the
success of science would be a miracle if our best theories were not true, or
approximately true. The argument has intuitive appeal: who would deny that DNA
exists as described by scientists, given the huge amount of confirmation that its
existence receives every day? Of course, everything depends on what we mean by
“exists”, and an empiricist could well accept that DNA exists in a sense, “for all
practical purposes”, without giving too much ontological weight to this statement
(this is a semantic issue that I will address in Chap. 8). The scientific realist will
want to be more positive, and claim that DNA exists as described by scientists in
an absolute sense, as an objective category of nature that does not depend on our
representational activities or perspective on the world. However, fleshing out an
argument from success in order to justify this positive attitude is more difficult than
it seems.

A naive version of the no-miracle argument could run as follows:

1. Theory T is highly empirically successful.
2. The success of T would be a miracle if T was not true.
3. There are no miracles. Therefore, T is true.

But close examination of this argument shows that it is question-begging. Take
T to be quantum theory, for example. We could have the realist intuition that it
would be a miracle that quantum theory works so well if it were not true, so the
truth of T explains its success. However, the explanandum “quantum theory is very
successful” can be rephrased as “all the observational consequences of quantum
theory are true” (considering ideal empirical success in a statement view of theories
for the sake of simplicity). This, in turn, can be rephrased by listing all these
empirical consequences, by using the disquotational property of truth (“p is true”
is equivalent to p). The explanans “quantum theory is true” can be reformulated,
using the same disquotational property, by presenting the content of the theory. So,
what premise 2 states is ultimately something of this kind (taking as an example
the explanation of an emission spectrum in quantum physics): it would be a miracle
that the spectral lines of atoms of type X have frequencies Y and Z if it was not
the case that electrons exist, that they emit photons when changing their energy
states with frequency corresponding to the difference of energy between the states,
and that only energy states corresponding to frequencies Y and Z are available for
atoms of type X. Basically, all the realist does with this naive argument is rehearsing
the explanation provided by the theory, and claiming that this is the only possible
explanation for the phenomena we observe, and that therefore it is true (for a similar
remark, see Levin 1984).

This is a simplification, because in practice, models rather than theories explain
and have empirical consequences, and models have a certain autonomy from
theories. But acknowledging this makes the realist argument harder to uphold, if
anything, because having at least one successful model among the candidate models
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of a theory is easier to achieve, and seems less miraculous than if only one model
was imposed by the theory. However, even this simplified version fails to provide a
convincing argument.

The problem is that this idea that our theories are the only explanations for
the phenomena they account for is implausible. The phenomena we observe are
not particularly miraculous in themselves, and it would not be a miracle if our
explanations of them were actually false: there might be alternative explanations,
perhaps unconceived ones, for the same phenomena. Even weakening the argument,
and claiming that our theories are not necessarily the only, but at least the best
explanations for these phenomena, and are therefore true, would beg the question,
because this is precisely what the anti-realist denies. We have seen that idealised
models explain better than non-idealised ones, and that superseded theories can
provide good explanations. Now some phenomena, such as Fresnel’s bright spot,
might be genuinely unexpected, and they could seem somehow “miraculous”
without a good explanation for them. However, I would say that they are unexpected
only in light of past theories or common-sense assumptions. Finding an explanation
for a phenomenon, however unexpected, does not make this explanation ipso facto
true.

This is the reason why realists generally put emphasis on novel predictions.
What is remarkable is that Fresnel’s bright spot, although unexpected, was predicted
by the wave theory of light prior to actual observations of the phenomenon. The
intuition here is that the wave theory of light must have got something right about the
behaviour of light, otherwise, how could it have predicted a phenomenon that was
unexpected at the time it was developed?5 More generally, what seems miraculous
is that a theory that was designed to explain a given type of phenomena can be
extended to new contexts and still be successful. This includes an extension to: (i)
other types of phenomena that were never observed before, (ii) unprecedented levels
of precision, (iii) new operational means of accessing the same theoretical entities
(Hacking 1983) (sometimes referred to as corroboration), and (iv) new theoretical
developments that will be empirically successful (Boyd 1980; McMullin 1984).

Point (iv) is related to the conjunction argument. Assuming that two theories T1
and T2 are true entails that their conjunction is true, but the fact that T1 and T2
are empirically adequate does not entail that their conjunction is. So, the empiricist
would be unable to explain the fact that combining successful theories or models
leads to new empirical successes.

In contrast with the naive version of the no-miracle argument presented above,
this approach rightly moves to meta-theoretical considerations that are more relevant
for the discussion (this move is due to Boyd). With this approach, we are now
focusing not only on the phenomena to be explained or predicted, but also on the
methods of selection of theories and hypotheses, presumably inference to the best

5However, Hitchcock and Sober (2004) argue that this new prediction did not play a prominent
role in the acceptance of the wave theory of light, because the accuracy of the theory for diffraction
phenomena was impressive enough.
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explanation. The miracle in need of an explanation is not the phenomena themselves,
but the extraordinary success of the methods used by scientists for selecting their
theories. These methods prove to be ampliative: the theories thus selected can
be successfully applied to new domains of experience, and, for example, predict
phenomena that were unexpected prior to their observation. Finally, these methods
are not merely inductive: new theories do not generalise our observations, but they
explain them, so inferences to the best explanation are involved.

Focusing on selection methods and novel predictions leads to a more subtle
version of the no-miracle argument, which Psillos (1999, ch. 4) calls a “meta-
abductive strategy”. It can be formulated as follows.

1. Our best scientific theories are selected by inference to the best explanation on
the basis of available evidence.

2. Our best scientific theories can be extended with success to domains of applica-
tion, levels of precision, etc. beyond that of the evidence on the basis of which
they were first selected.

3. The best, or only, explanation for these successful extensions is that inference to
the best explanation is truth-conducive.

4. Therefore, inference to the best explanation is truth-conducive, and therefore,
theories selected by inference to the best explanation are likely to be true or
close to the truth.

What we have here is a justification of inference to the best explanation by
inference to the best explanation, hence the “meta-abductive” qualification (whereas
the first, naive argument was merely a first-order inference to the best explanation).
One problem is that this justification is circular for this reason, but according to
Psillos, the circularity is not vicious.

The argument is expressed in terms of theories, but let us note, again, that models
rather than theories directly make predictions, so the argument should be qualified:
are we talking about selection methods and successes for models or for theories? I
presume that the no-miracle argument could apply to both.6

In the case of novel predictions, the theory is successful, because novel pre-
dictions involve the extension of the theory by means of different models. The
no-miracle argument would bear on the selection of what I have called meta-norms
of relevance, which correspond to theory-level laws and principles that constrain the
construction of models (see Sect. 3.4.1), to the effect that the virtues involved in the
selection of these laws and principles (simplicity, etc.) are truth-conducive, since the
norms of representation that the selected laws convey often lead to new empirical
successes. The same goes for new successful theoretical developments, if these are
based on theories, although single models can lead to new successful developments
as well.

6However, talking about inference to the best explanation could be inaccurate in the case of theory
selection if theories are not directly explanatory. Perhaps talking about inference to the best type
of explanation would be more accurate.
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Note that in this case, the argument cannot work at the level of a single theory.
Arguably, the fact that a single theory has been successfully extended is not
sufficient to infer that it was selected by a truth-conducive method. If the wave
theory of light had been revealed to a scientist in a dream, we would probably
suspect that its successful prediction of Fresnel’s bright spot was just a lucky strike,
and we would not necessarily infer that the theory is true. This is because revelation
is not systematically reliable. So, what is at stake is not the success of one particular
theory, but the reliability of scientific methodology in general. This version of the
no-miracle argument does not provide a theory-level explanation, but a science-
level explanation, and the truth of particular theories is not given as an explanation
for their success, but deduced from the prior conclusion that inference to the best
explanation is truth-conducive in general. This will be important for the arguments
of the next section.

In the case of unprecedented levels of precision, on the other hand, the focus is
on particular theoretical models that are successful when applied in new contexts,
so the argument bears on the virtues involved in the selection of models, and
the domain-specific norms they convey (although these are constrained by meta-
norms). In this case, it is possible to devise a no-miracle argument at the theory
level that explains the successful extension of models to new contexts. Remember
that theories can be associated with specific forms of explanations, for example,
evolutionary explanations in biology (Sect. 3.4.1). These forms of explanation
involve general principles, including what I have called compositional norms, by
which complex models are constructed from simpler ones (Sect. 3.3.5). The idea
would be the following: the success of models when applied to new contexts (for
example, new levels of precision) is impressive, and the best explanation is that the
inferences to the best explanation from which these models are constructed, which
consist in applying the laws and principles of the theory, including rules of model
composition, are truth-conducive.

Finally, in the case of various empirical accesses to the same theoretical entities,
maybe we could have a look at norms of experimentation (Sect. 3.4.2), assuming an
inference to the best explanation is involved as well in the selection of these norms.
We can see that the two-stage account of representation, with its various levels of
norms, brings interesting distinctions that can help make sense of the different levels
at which a version of the no-miracle argument applies.

Is truth-conduciveness of inference to the best explanation the best, or only,
explanation for the successful extension of scientific theories to new domains? In
this chapter, I will argue that this is not the case. I will argue, more precisely, that the
empirical success of science can be entirely justified by a specific form of induction,
and that inference to the best explanation need not be invoked. Or rather, if this had
to take the form of an alternative explanation (because the debate is expressed in
these terms), the explanation would be something like a postulate of uniformity of
nature: just enough to justify the kind of induction that is required.
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6.3 An Inductivist Response

Let us see how the modal empiricist can respond to the realist demand of accounting
for the “miraculous” success of science without resorting to inference to the best
explanation. The alternative “explanation” provided by modal empiricism is an
extension of the one suggested by van Fraassen, so let us first examine it.

6.3.1 The Selectionist Explanation

Van Fraassen (1980, p. 40) is not convinced by the no-miracle argument. He has
suggested an alternative “selectionist” explanation:

I claim that the success of current scientific theories is no miracle. [. . . ] For any scientific
theory is born into a life of fierce competition [. . . ]. Only the successful theories survive—
the ones which in fact latched on to actual regularities in nature.

This (brief) explanation for the empirical success of theories can be interpreted
in terms of a selection bias: the success of theories seems miraculous only because
we only ever consider the theories that were retained because of their successes.
However, it is likely that many theories and hypotheses selected by inference to
the best explanation were quickly rejected. So, the truth-conduciveness of inference
to the best explanation cannot be the right explanation. The selection method that
is successful is not inference to the best explanation, but simply the elimination
of non empirically-adequate theories, and the right explanation for the success of
our current scientific theories is that they were retained precisely because they
were successful. Note that in principle, this explanation could also apply to the
successes of models when used in new contexts, with new standards of precision,
etc. These successes would be explained by the fact that only the models that pass
empirical tests are eventually retained. In this picture, explanatory virtues would
play a strategic or pragmatic role rather than a justificatory one.

Van Fraassen’s argument has been criticised for only providing a “phenotypic
explanation”, while scientific realism also provides a “genotypic explanation”
(Psillos 1999, pp. 93–94). The distinction between these two types of explanation
can be illustrated as follows: imagine that during the final game of a tennis
tournament, someone asks you to explain why the players are so good. A phenotypic
explanation would be: because they were selected by a fierce competition, the
tournament itself. Only good players can make it to the final game. A genotypic
explanation would be: because these players are fast, muscular, reactive, smart, etc.

The argument is that scientific realism would be a better position than anti-
realism because it provides a genotypic explanation for the empirical success of
scientific theories: they are successful because they are true. Such explanation is not
available to the anti-realist. However, this argument is flawed (and it was actually
anticipated in van Fraassen (1980, p, 40, footnote 34)).
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In the context of the present discussion, the distinction between a genotypic and
a phenotypic explanation corresponds exactly to the difference between the naive,
theory-level no-miracle argument presented in the previous section and the more
elaborate, science-level no-miracle argument presented later on.

In the genotypic case, we want an explanation for the success of particular
theories or models by means of their specific features. For the realist, the relevant
explanatory feature is truth. However, being true does not seem to mean that the
theories concerned have particular observable features in common (compare to: “all
players winning tournaments are muscular”). Rather there is a distinct explanation
for each theory’s success, which, as already observed, boils down to claiming that
theories explain the phenomena they predict. The empiricist can accept as much:
our theories indeed explain the phenomena they predict. So, the empiricist actually
has a genotypic explanation for empirical success, and it turns out to be the same as
the realist one! The only difference is that the anti-realist denies that constituting an
explanation implies being true in the case of scientific theories. Empirical adequacy
is enough for scientific explanations. As exemplified by idealised models, a theory
or model can be empirically successful and explanatory without being true (see also
van Fraassen 1980, ch. 5.1).

Maybe what the realist demands is to provide a true genotypic explanation for
empirical success. In this case, what the realist actually demands is merely to accept
that a good explanation must be true. However, as explained before, this demand is
question-begging, because the idea that our best theories must be true is precisely
what the empiricist denies. One cannot blame empiricism for not being realism.

As for the more subtle version of the no-miracle argument, it is focused on the
way theories are selected, and the explanation for success involves our selection
methods. The question that is answered is not “why is this theory in particular
so successful?” but rather “why are we in possession of theories that are so
successful?”. What is called for is not a genotypic explanation, but a phenotypic one,
just like van Fraassen’s explanation. So, van Fraassen’s explanation is a legitimate
alternative.

What could give credit to van Fraassen’s explanation is the observation made
above that models rather than theories explain and predict. It entails that the
successful extension of theories to new domains might not be as miraculous as
it seems, because there is a certain flexibility in model construction. If the way
of applying theories to new phenomena was entirely determined by the theories
themselves, then success would be harder to achieve, and maybe miraculous, but
this is not so. Combining the idea that models are selected for their success when
extended to new contexts, and then the idea that theories are selected for having
successful models when extended to new domains, we might well explain why
contemporary theories are so successful.

However, van Fraassen’s explanation might be insufficient in one respect: it does
not explain the continuing success of theories after they were first selected, or “why
theories that were selected on empirical grounds then went on to more predictive
success” (Lipton 2004, p. 195). Relativity theory superseded Newtonian gravitation
after successfully predicting the deviation of light by the sun. It could have failed,
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and it was retained because it succeeded. There is no miracle here if we balance
this success with all the failures that other now forgotten theories have faced in the
history of science. However, relativity theory has been extended to new domains
since then, and it has never failed to be successful. It was no longer in a “fierce
competition”. This, perhaps, is still miraculous and deserves an explanation that the
empiricist does not provide. So, one advantage remains for scientific realism.

In order to address this issue, I propose completing van Fraassen’s explanation
with an inductive account.

6.3.2 Induction on Contexts

What needs to be explained is the continuing empirical success of theories after
their initial selection, in particular when it comes to novel predictions. Remember
that empirical adequacy is an ampliative notion: it is an expression of ideal success.
So, in effect, a justification of the empirical adequacy of a theory (or of a future
evolution of the same theory) on the basis of its initial successes is largely enough
for our needs. If we are justified in believing that a theory is empirically adequate,
that is, accurate for all possible applications, then we are also justified in believing
that it can make novel predictions, because these are among the possible applications
just mentioned. We can see that the focus of the debate on explanations is not
entirely fair: any justification is enough to claim that empirical success is no miracle;
this justification need not be an inference to the best explanation, and demanding a
further explanation for a justified statement is misplaced.

For the realist, the justification of empirical success is indirectly given by the
truth-conduciveness of inference to the best explanation, which implies that theories
are likely to be true, which implies, in turn, that they are likely to be empirically
adequate and to lead to novel predictions. What I propose, as an alternative, is a
direct inductive justification of empirical adequacy: the first successes of a theory
give us direct inductive reasons to assume that it is empirically adequate, and that it
can therefore lead to novel predictions, without requiring a detour by truth.

Let us start by considering theoretical models. Per the definition of Sect. 4.2.6,
a model is empirically adequate if its legitimate interpretations are accurate in all
situations and contexts. This suggests that the empirical adequacy of a model can
be justified by a simple induction on situations and contexts.7 Induction consists
in extending a particular property from a sample of entities to a population of the
same type. Here, the relevant type of entity is the kind of situation and context
for which the model has licensed interpretations, for example, hydrogen gases in

7For a modal empiricist, the relevant range of situations is the set of all possible situations, so
the claim that a model is empirically adequate is a statement of necessity rather than a universal
generalisation. I have argued in the previous chapter that the same kind of inductive justification is
available for both types of statements, but in any case, the arguments in this section do not rest on
this modal aspect.
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various conditions where Bohr’s model is deemed applicable, or a star orbiting
around a black hole represented by a relativistic model, and the property attributed
to situations of this type corresponds to the conditions of accuracy of the model, for
example, emitting and absorbing rays of light at particular frequencies or having
a certain trajectory (see Sect. 5.2.2). Note that these conditions of accuracy are
a function of contexts, so the entities we are concerned with (the truth-makers
for the property that is predicated) are presumably perspectival. We are interested
in some properties of the situations, and not others, sometimes assuming some
manipulations. This perspectivity can be more or less innocuous depending on
whether active interventions are implied by the properties of interest. However,
this does not affect the argument. After having observed that the situations and
contexts where the model is applicable are such that the conditions of accuracy of
the model are fulfilled, one infers that the model would be accurate in all situations
and contexts of this type, which is to say that the model is adequate. Hence, the
adequacy of a model can be justified by a simple form of induction.

Is it enough to respond to the no-miracle argument? An adequate model correctly
accounts for empirical regularities associated with a given type of situation and
context, and it could well be considered as a “black box” for making predictions
in these contexts. There is no need to assume that any of its realist interpretations
are true. However, as Psillos (1999, p. 73–74) notes:

To be sure, ‘black boxes’ and the like are constructed so that they systematise known
observable regularities. But it does not follow from this that black boxes have the capacity
to predict either hitherto unknown regularities or hitherto unforeseen connections between
known regularities.

This is certainly a valid observation. Nothing justifies the assumption that a
model could predict “hitherto unknown regularities”, at least if we restrict ourselves
to an induction on situations of a given type. Note, however, that an induction on
contexts already seems to provide something more complex than a bare regularity.

Remember that contexts encapsulate properties of interest and degrees of preci-
sion. Take for example a model of optics that predicts that light rays are reflected
by surfaces at the same angle as the incident angle. After having observed that the
model is accurate for incident rays of 32 degrees, and 56 degrees, and so on, it
seems that we can infer, by induction on contexts, that it will be accurate whatever
the angle of the incident ray. This already looks like a “connection between known
regularities”, if each angle is associated with one regularity. The same could be said
about the model of a star orbiting around a black hole if the mass of the black hole
and initial velocity and position of the star are left unspecified, and determined by
the context. Furthermore, in the case of our optical model, after having observed that
it is accurate for a precision of one degree in our measurements, we could be tempted
to infer, by induction, that it would be accurate for higher degrees of precision, too.
So, it could seem that an induction on contexts can already help us respond to one
version of the no-miracle argument: the one that concerns the successful extension
of models to new contexts, and notably to new standards of precisions.
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I think that this type of induction on contexts is common in scientific reasoning.
One example of this is Galileo who proposes to “observe what happens in the
thinnest and least resistant media, comparing this with what happens in others less
thin and more resistant” so as to infer what would happen in a medium completely
devoid of resistance, to which he had no access (see Sect. 5.2.3). This is an induction
on contexts.

However, inductions of this kind seem suspicious, in particular when it comes to
degrees of precision. In the case of light reflection, our model postulates a simple
linear relation between incident rays and reflected rays, but there is an infinite
number of curves that could fit the data available so far, and they are all equally
justified by the same induction. Why think that the right curve is a line? Does it not
amount to assuming that the right curve is simple? Then should it not be considered
an instance of inference to the best explanation?

A partial response to these questions lies in the approach towards induction
presented in Sect. 5.3.1. I assume that a statement is justified by induction in so
far as no legitimate competitor that is as well confirmed is currently available. Some
competitors are illegitimate. I had framed this idea in the context of projectible
predicates, assuming that grue, blite (white before t and black after t) and the like
are not projectible predicates, so that “all swans are blite” does not constitute a
legitimate competitor to “all swans are white”. We could propose a similar rationale
in the context of curves: maybe not any random curve is a legitimate competitor
to a line, because some of them are contrived. In this respect, note that a general
model incorporates norms of relevance that should be consistent across uses and
avoid ad-hoc postulates, which already eliminates potential curves, such as positing
a particular result for only one range of initial conditions. In effect, we are providing
a response to a problem of underdetermination that is similar to the ones examined
in Sect. 6.2.1.

However, this response is not sufficient, because we could suspect that legitimate
competitors remain. For example, a sinusoid approximates a linear relation for
small values. Perhaps assuming a sinusoid or a line makes no difference when
it comes to interpolating between values if they are small enough, so that an
induction on contexts can justify a bit more than simple regularities, but at least
it makes a difference when increasing degrees of precision. So, there is no inductive
justification that a model will continue to be empirically adequate for higher degrees
of precisions. How, then, shall we explain that scientific models continue to be
successful?

I would simply respond that they do not always continue to be successful.
Very often, linear relations are postulated to account for empirical phenomena, and
then second-order corrections are added when the precision of measurements is
increased. An inductive justification of empirical adequacy correctly predicts that
successful models could well necessitate corrections for new levels of precision. If
simplicity is involved, it is merely a strategic or pragmatic criterion of choice, but
no particular expectations should be made concerning the extension of our simple
curves to new contexts involving higher levels of precision.
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The problem with this response is that we can no longer account for the
impressive cases of continuing success that are put forth by realists. One example
is the prediction of the emission spectrum of various elements mentioned in the
introduction of this chapter. Note that these are not cases of curve fitting problems.
The mathematical structure of a spectrum is not that simple, and it was motivated
by quantum theory (arguably, curve fitting by statistical methods is involved in the
construction of data models rather than in the construction of theoretical models).
This means that the response just given is still correct: in the case of mere curve
fitting, there is no justification for the belief that a model would still be adequate for
higher levels of precision, and very often, they are not. However, models constructed
on the basis of a theory often continue to be adequate at higher and higher levels of
precision. It is not surprising that a simple induction involving a single model cannot
do justice to this kind of success if theories are involved, but we still lack an account
of it.

The other kind of success that cannot be accounted for by an induction on
contexts is the case of novel predictions, because they do not involve the application
of the same model in new contexts, but the construction of new models adapted to
new types of situations. So, an induction on contexts and situations for a single
model will not do. We need something more to do justice to the no-miracle
argument.

6.3.3 Induction on Models

It seems that simple induction can justify the continuing empirical success of models
for the type of phenomena that they were designed to account for, but that it cannot
be used to justify much more. This limitation makes this kind of induction unable
to address the examples put forth by scientific realists.

The solution that I propose in order to solve this problem is quite simple: let
us just push induction one step further. We are looking for a justification of the
empirical adequacy of theories. A theory is empirically adequate if all its models
are. So, let us proceed to an induction on models. We have a sample of models
respecting the norms (laws and principles) of the theory, and they are empirically
adequate. By induction, we could expect other models respecting these same norms
to be adequate as well. This predicts that the theory will be successfully extended to
new domains of application, at least if the sample is large enough (if the theory has
already made novel predictions,8 for instance).

8I agree with Hitchcock and Sober (2004) that successful novel predictions are desirable only in so
far as they guarantee that the theory did not overfit the new data. That is, the novelty of predictions
is not desirable for its own sake when it comes to justification.
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This solution can be combined with van Fraassen’s explanation, so as to explain
why, in general, theories have a sample of successes that is large enough. We could
think of the confirmation of a new theory as occurring in three stages (this is, of
course, schematic):

1. Several candidate theories are proposed in order to account for some phenomena.
All are good explanations.

2. A selection occurs on the basis of experiments designed to test the candidates
(a “fierce competition”, which can involve novel predictions), and only the theory
that passes all the tests is retained (this is part of van Fraassen’s explanation).

3. The winning theory has a good sample of models that are empirically successful
(even more so if it was designed to account for the empirical successes of its
predecessors), and it continues to be successfully extended to new domains.

In stage two, we already have a sample of successful models from which we can
infer, by induction, that other models of the same theory are also successful. The
more numerous the successes during stage three, the more future successes are to be
expected. So, we can justify empirical adequacy by induction.

Contrarily to the case of simple induction, our samples are not situations, but
models, and the property that is predicated is model adequacy (empirical success
for all contexts). These models are representative of their population because they
respect the meta-norms of representation associated with the theory, for example
in physics, its fundamental laws.9 The conclusion of the induction is that all the
models of the theory are likely to be adequate, which is to say, per our definition
from Sect. 4.3.3, that the theory itself is likely to be adequate. We can reinforce
this conclusion by recalling that there is a certain flexibility in model construction.
A theory, understood as a family of models, can evolve to accommodate new
phenomena, which takes the form of an integration of new models respecting the
laws of the theory and incorporating domain-specific postulates. This makes the
successful extension of the theory even more likely, because it only has to have one
adequate model for new situations (assuming that the uniformity of the theory can
be preserved, that is, avoiding ad-hoc postulates: see Sect. 4.3.3). The conclusion of
the inference is not that all models respecting the laws of the theory and constraints
of coherence are adequate, but that they are more likely to be adequate, so that in
general, it will be possible to account for new phenomena by adapting the theory.

This kind of induction also justifies the fact that theoretical models will continue
to be successful at higher levels of precision. The problem of underdetermination
that affected us previously, due to the fact that many curves can fit the same data
points, is resolved, because theoretical selection eliminates all the competitors of
the model. Other curves are not as well justified, because they are not part of an
overarching theory that is successful in various contexts. For this reason, it is rational
to expect that the model will continue to be empirically adequate with higher levels
of precision, and only a whole new theory can cast doubt on this inference.

9I say a bit more about representativeness in Sect. 6.4.3.
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Concerning the need, mentioned in the previous section, of accounting for the
success of conjunctions of successful theories, I am confident that a similar rationale
can be given (although an analysis of concrete examples would be advisable, instead
of the abstract framing usually found in the literature). Note that a simple conjunc-
tion of successful theories is not necessarily always successful. As van Fraassen
(1980, ch. 4.3) notes, combining theories generally requires correcting them. These
corrections require empirical verification before being accepted. However, given the
remarks previously made on the fact that unification can be empirically confirmed, it
should not come as a surprise that a theory that unifies two successful theories turns
out to be successful as well. The unifying theory already accounts for the range
of phenomena of the theories that it unifies, and by induction, we can expect it to
be successful in new domains. This rationale could also justify the success of the
combination of simple models into complex ones.

We have successfully extended van Fraassen’s explanation: the “fierce com-
petition” to which theories are submitted entails that the theories we retain are
successful for a range of phenomena, and by induction on these first successes,
we can infer that it is likely that these theories will be able to make new predictions
and to be successfully extended to unprecedented levels of precision.

However, I should say more about induction on models, because this is an
induction of a peculiar kind.

6.4 Objections to the Inductivist Response

In this section, I wish to examine some challenges to the proposal of the previous
section. They have to do with the fact that the induction involved is not an induction
on worldly entities, but an induction on representational entities: theoretical models.
This is a second-order induction, so to speak, or what is often called a meta-
induction.

6.4.1 Sample, Population and Modalities

A first issue with regard to induction on models concerns the right delimitation of
the class of entities on which the induction operates. Do they constitute a legitimate
population?

A first worry is that there can be latency in the identification of models. A model
can be more or less abstract: some dynamical parameter can be fixed, and we get a
new model. I do not think that this is a problem for the kind of induction proposed
here. One could assume, as Giere (1999, ch. 6) does, that there is a privileged level
of abstraction in representation, corresponding to the models that are sufficiently
abstract to be useful in various contexts, and sufficiently concrete for the various
potential targets of the model to share a high degree of similarity. This could be
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associated with the coherence of norms of relevance: the privileged level would be
the highest level at which norms of relevance for model application can be made
coherent. Alternatively, one could consider that the induction on models operates at
various levels of abstraction in a hierarchical way, so as to provide a finer picture of
what is or is not justified in a theory.

There is a more serious difficulty, however. Following the account of scientific
representation proposed in Chap. 3, general models are abstract entities constituted
of a structure and norms of application (Sect. 3.3.3). The properties that are
predicated of them in our induction concern their relation to worldly phenomena:
their conditions of accuracy are satisfied by the situations to which these models are
applicable. These models seem to constitute a legitimate population for inductive
reasoning because they are all models of the theory, which means that they all
respect the same theoretical laws and principles (Sect. 3.4.1). This is the sense in
which these models can be considered representative of their population. However,
theoretical models also incorporate their own norms of application, associated
with factual knowledge and domain-specific postulates, which determine the set
of situations that they are apt to represent. For example, it is part of our factual
knowledge that a model of the solar system should incorporate eight planets.

The problem is the following. Given a model, we cannot necessarily know a
priori which situations it could represent, or if it can represent any actual situation
at all. However, it does not seem to make much sense to infer, by induction, that all
models that respect the laws of the theory are adequate if some of these models are
not apt to represent anything in the universe. The predicate “either being adequate
or not representing anything” is not clearly projectible. So, we should restrict our
population to the models that do have targets of representation. However, then,
our inductive reasoning is problematic, because we are not in a position to specify
which models are part of the population by means of well-defined criteria. A model
can only be known to be part of the population in retrospect, once it has been
constructed and tested. In this context, it is not certain that we can account for novel
predictions: assuming, by induction, that the model used for novel predictions had
to be empirically adequate before it was actually applied requires assuming that the
model was already apt to represent something in the world, which was not certain.

A possibility could be to perform a simple, first-order induction on situations
instead of a meta-induction on models: all situations of the world are such that
the models of the theory that can represent them are accurate. There would be no
problem if general conditions of accuracy for the theory were given once and for
all at the theory level. This idea could be based on Craig (1956)’s approach in the
context of a syntactic conception of theories (Sect. 2.2): Craig showed that it is
always possible to construct a sentence that expresses all and only the empirical
consequences of an axiomatic theory. Perhaps every situation of a very generic
type, corresponding to being in the domain of application of the theory, satisfies
the Craig sentence of the theory, and this could be justified by a simple induction on
situations of this type. If this were practicable, the empirical adequacy of theories
would be justified in the same way as that of models, as if theories were merely
very abstract models. However, invoking Craig’s theorem means moving away from
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a model-based approach towards theories, assuming a strict distinction between
theoretical and observational vocabulary, and this is idealistic, precisely because the
conditions of application of the theory to new phenomena are not necessarily known
in advance. If accepting the latter point, the scope of situations on which we can
project empirical adequacy would be the ones for which conditions of application
of the theory have already been identified, but then, again, the induction could be
too limited to account for novel predictions. So, an induction on situations instead
of models is not a viable solution.

Let us go back to our initial meta-induction on models. The fact that the relevant
population is ill-defined, because we do not know which models apply or not in
the world, is a serious problem for a non-modal version of empiricism. However, a
modal version of empiricism does have the resources to address it. Take the model
of the solar system with Neptune. Prior to the observation of Neptune, scientists did
not know whether the model was apt to represent the solar system, so it was not
clear whether the model should be part of the population on which the induction on
models is performed. However, a modal empiricist can say that this model applies
to some possible situations, even if it does not apply to the solar system, so it
should be part of the population of models on which the induction is performed.
The conclusion of the induction is that the model would be accurate in these possible
situations, and as it happens, the solar system is one of them.

Scientists sometimes perform experiments in order to test intriguing conse-
quences of the theory. An example of this is the implementation of an EPR-type
experiment by Aspect et al. (1982). Before that project was formed, it could
have been unclear to a non-modal empiricist whether or not the adequacy of
the corresponding model should be inferred, because perhaps the model did not
represent anything in the world. For the modal empiricist, it is clear that it can
be inferred, in so far as there are alternative ways actual situations are that can
be represented by the model of an EPR-type experiment (or perhaps sub-parts of
alternative situations: the ones where the experiment is performed by scientists, see
Sect. 4.2.5). There is no need to identify worldly situations that an EPR-type model
could represent, so long as we are confident that the model does represent a possible
situation.

The assumption that these situations are indeed possible is not always reliable.
As explained in Sect. 4.2.5, it can often be considered plausible that a model
representing a type of situation that was never encountered before does apply to
a possible situation, and the more similar this hypothetical situation is to already
encountered situations, the more plausible it is. However, this kind of inference is
less secure than the induction involved in justifying the adequacy of a single model:
it is conditioned on the principled realisability of experimental situations that the
model would be apt to represent. Experimentation can be full of surprises. However,
we can be confident that a range of models sufficiently similar to the ones that have
already been tested would be applicable, and by induction on models, we can infer
that these models would make correct predictions.

We can see that the modal empiricist has an important advantage over non-
modal empiricists when it comes to addressing the no-miracle argument. Novel
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predictions could be considered possibilities prior to their realisations, at least
assuming that the corresponding experiment was realisable, and their successes were
therefore warranted by induction, which means that they are no miracle. Since novel
predictions are often brought about by controlled interventions, this is related to the
considerations made in Sect. 4.4.3 with regard to the interventionist component of
experimentation.

6.4.2 The Base-Rate Fallacy and Fallibilism

Another objection against meta-inductive arguments of the kind proposed in the
previous section is provided by Magnus and Callender (2004). Their objection is
directed against the no-miracle argument, but it could apply here as well. They argue
that inferring theoretical truth from empirical success is a base-rate fallacy. Let us
sketch a version of their objection for the case of empirical adequacy. In a Bayesian
framework,10 the probability that a theory is empirically adequate (EA) given that
it is successful (S) is:

p(EA|S) = p(S|EA)p(EA)

p(S)

Let us assume that the probability of success given adequacy p(S|EA) is equal
to 1. The remaining term p(EA)/p(S) is the ratio of empirically adequate theories
among the theories that would be successful for the phenomena that we have
observed so far. The argument is that this ratio is unknown (we cannot really count
all possible theories), and that it could be very low, so that we are not justified in
believing that our theories are empirically adequate.

The argument has more force against realism, because truth and success are not
homogeneous properties. Evaluating the ratio of true theories among successful ones
would require mysterious abilities that, arguably, we cannot have if we only access
truth by means of empirical success (note that the objection targets the naive version
of the no-miracle argument). In contrast, empirical adequacy is just ideal success,
so we have a more standard form of induction. We have a sample of models of a
theory, and they are all adequate, so the question boils down to whether this sample
is representative of its population, all models of the theory, or whether there is a bias
in the way it was selected.

The models of our sample are selected on the basis of the types of situations
on which scientists choose to experiment. I do not think that scientists can be
blamed for only choosing experimental situations where the theory is likely to
succeed. However, there could be a bias due to our situation in the universe and
our technological capacities. Take for example Newtonian mechanics: we know,

10See footnote 14 of the previous chapter on the use of this framework.
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in light of relativity theory, that it is adequate in flat spacetime (away from very
massive bodies). As it happens, we live in flat spacetime regions, and almost all the
situations of the universe to which we have easy access are located in flat spacetime.
Before relativity theory was proposed, scientists had almost only tested models of
Newtonian mechanics whose targets of representation were located in flat spacetime
regions (with the exception of Mercury). So, the impressive history of success of
Newtonian mechanics prior to relativity theory was biased in favour of a particular
class of models (the ones without very massive bodies) that happen to have a much
higher success rate than other models, and they were selected for contingent reasons.

Looking at the history of science, we can see a pattern: initially successful
theories can usually be extended to new domains that are not too different from
the ones where they have proved successful, up to a point where they fail and a
new theory is needed. If we were to associate these with meta-inductions, one meta-
induction would be optimistic and the other one pessimistic, and interestingly, this
corresponds to the two main arguments in the epistemic debate on scientific realism:
the no-miracle argument builds on the observation that extensions of theories usually
work, at least up to a point, so it is somehow analog to an optimistic meta-induction,
and the pessimistic meta-induction, which will be examined in the next chapter, rests
on the observation that eventually, such extensions fail and theories get replaced by
new ones.

What lesson shall we draw from this? I would say that this plays in favour of a
fallibilist approach. An induction on models is not infallible. We have every reason
to believe that our best theories are not absolutely empirically adequate. This is
obviously the case because there are many types of phenomena for which scientists
have not yet constructed any model. They do not know which model of the theory
is relevant. But we can be confident that our theories will evolve and adapt to these
new domains. However, we also have every reason to believe that there are domains
of experience for which no adequate model can be found, because these domains lie
beyond the capacities of extension of the theory. A new theory would be needed
to account for them. We can already delimit some of these domains for certain
theories: we already know that quantum mechanics and the theory of relativity
are incompatible in some circumstances that are presently beyond the reach of our
technological capacities, and that a theory of quantum gravity would be required to
account for the corresponding domains. Nevertheless, it is still rational to assume
that our best theories can be extended to a reasonable range of phenomena that are
not too remote from the ones for which they have proved successful.

The eventual failure of the extension of theories is much less dramatic for an
empiricist than it is for a realist. Discovering that the scope of empirical adequacy
for a theory is limited does not amount to rejecting the claim that this theory is
empirically adequate within a limited domain. In general, this domain can be better
circumscribed in light of its successor. It is thus possible to amend the theory
by restricting its relevance function, so as to maintain that the old theory is still
empirically adequate, and still useful. Newtonian mechanics, although superseded
by more “fundamental” theories, is still used and developed in a large range of
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applications. Furthermore, there is a clear notion of progress, since the domain of
adequacy of new theories is in general larger than that of their predecessors.

On the other hand, claiming that a theory is true only in a domain is much
more problematic, at least assuming a robust notion of truth such as correspondence
truth. For example, claiming that there are forces of gravitation far away from very
massive bodies, but not near them, seems to contradict the claim that deformations
of spacetime explain gravitational phenomena everywhere: in light of general
relativity, Newtonian forces of gravitation appear to be superfluous in our ontology.
The realist could claim that a certain approximate notion of gravitational force that
is derivative from space-time deformations corresponds to “emergent” entities that
actually exist far away from massive bodies. However, even assuming that this
kind of “approximate existence” makes sense, this precise notion is only available
retrospectively. So, the implication seems to be that we do not have a precise notion
of what our current theoretical terms actually refer to: our current concepts are
probably ill-defined or not defined at all, or only empirically (see Nola 1980).

To sum up, the base-rate fallacy objection is valid, because we have no reason
to think that our sample is not biased. However, this only means that we should not
pretend that we have already reached universal empirical adequacy, and we can still
be confident that our theories are still empirically adequate for a rather large domain
of experience.

I will return to the problem of theory change in the next chapter, and examine
the solutions that the realists have proposed. However, let us first examine a final
objection against induction on models.

6.4.3 Uniformity of Nature and Relativity

A final challenge for the induction on models can be presented by examining
what simple induction must assume. Hume talked about the uniformity of nature.
Goodman (1954) talked about the projectibility of predicates. We have seen in
Sect. 5.4.1 that in a Bayesian framework, an assumption of uniformity can take the
form of prior probabilities that give equal weights to distributions (for projectible
predicates) instead of sequences. In sum, induction is warranted assuming that there
are regularities in nature for properties that are denoted by a privileged class of
predicates. These regularities ground the notion of representativeness that was used
in this work.

Now let us consider the induction on models: what could ground the assumption
that theoretical models are representative of other models of the same theory? What
kind of uniformity, or what kind of projectibility is at stake? This uniformity or
projectibility cannot simply concern the observable features of situations that allow
scientists to categorise them into types and confirm their predictions, because a
theory implies more than simple regularities. It unifies the regularities observed in
various types of objects and various configurations. What unites theoretical models
is a shared theoretical vocabulary, and a set of laws and principles expressed in this



6.4 Objections to the Inductivist Response 177

vocabulary. We could be tempted to say that what an induction on models implies is
not simply that there are regularities in nature, but rather that there is some kind of
structure of second-order regularities.

Another way of formulating this point is the following. Simple induction is
warranted assuming that there is a right distribution for a class of phenomena, and
the aim of inductive inference is to find the right one (for example, if a certain
proportion of swans are white, we can infer this proportion by induction). Similarly,
an induction on models is warranted assuming that there is a right theory capable of
unifying a variety of observable phenomena, and the aim of inductive inference is
to find the right one.

A theory classifies situations by means of its vocabulary, and constrains the possi-
ble states for these situations. Arguably, the way the theory categorises phenomena
by means of theoretical posits, for example, the way elements are categorised in
chemistry by their atomic number, must be projectible for an induction on models
to be warranted. Just as we have to assume that white is a more relevant property
than blite, we have to assume that atomic number is a more relevant property than
others: elements to which we associate the same atomic number will display similar
observable regularities, or modal characteristics for a modal empiricist. Not only
that, but the connection between atomic number and other properties will be similar
for other atomic numbers. The regularities associated with various atomic numbers
are connected in a unified way. A simple induction can confirm a simple regularity,
and an induction on models can confirm that the connections between them are
correctly accounted for by the theory.

At this point, it would seem that modal empiricism is just a version of standard
scientific realism, because the projectibility of the theoretical predicates by which
a theory classifies phenomena of interest would imply that these predicates “carve
nature at its joints”, which is to say that these theoretical predicates refer to natural
properties. Since the theory is empirically adequate in a modal sense, one could
say that it attributes shared modal characteristics to the “natural kinds” classified
by the theory, so we have something that superficially looks like a dispositional
essentialism of the kind proposed by Bird (2007), for instance (this argument is
related to Boyd (1985)’s contention that projectibility is theory-laden). According
to dispositional essentialism, our theories describe the dispositions associated with
natural kinds, which are modal characteristics (a “causal profile”) necessarily
possessed by exemplars of these natural kinds.

However, crucial differences remain between modal empiricism and scientific
realism, even assuming that all the aspects mentioned above are required for the
induction on models to be warranted.

First, I assume that the projectibility of theoretical predicates that are directly
connected, in experimentation, to the phenomena (which must be established
before induction) is itself justified by an induction on experience rather than by
an inference to the best explanation. I assume that it is the role of norms of
experimentation (which are not part of a theoretical models, see Sect. 3.4.2) to
ensure this projectibility. To the extent that there would be an interplay between
a new theory and its operationalisation for new theoretical terms that are not
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directly connected to experience, an induction on models would confirm both the
projectibility of these new theoretical terms and the adequacy of the theory. This
is not a problem in so far as the new theory and its operationalisation rest on
past theories, theoretical terms and experimental practices that have already proved
adequate or projectible. If there is circularity, it is never complete. Giving a full
account of this process is beyond the scope of this work, but one can have a look at
Chang (2004)’s treatment of the establishment of temperature scales as an example
of this process.

The fact that the theoretical terms of successful theories are projectible ultimately
rests on the stability and coherence of their various operationalisations, or that
of the terms to which they are related by theoretical principles, and on the prior
projectibility of the predicates of past theories and natural language. If this was
enough to claim that theoretical terms “carve nature at its joints”, or refer to natural
properties, then at least we would have a justification of realism that does not imply
problematic inferences to the best explanation, and that would be an improvement.
However, there is no reason to infer as much. As mentioned earlier for Newtonian
forces of gravitation, the validity of a concept could be restricted to a range of
situations. Furthermore, even if we can extend this range of situations by exploring
more contexts, the content of a concept ultimately bears on the way it constrains
manipulations and expectations concerning our observations in various contexts, so
theoretical concepts remain relative to our technical and cognitive abilities and to
our epistemic position. After all, many terms of natural language, such as colour
terms, are projectible, but they do not correspond to objective categories of nature
that would be independent of our cognitive abilities. Finally, the fact that theoretical
terms are interpreted in terms of possible manipulations, and not only possible
observations, reinforces the idea that they are not merely descriptive.

The same arguments apply to the assumption that our theories correctly unify
various regularities. This is justified by induction, not by inference to the best
explanation, and there is no reason to assume that this unification gives us the laws of
nature, however these are interpreted. The same reasons can be invoked: the validity
of the structure of modal regularities given by the theory is presumably restricted to
a limited domain, it is expressed in terms of relations between theoretical terms,
which are ultimately relative to our epistemic position, and this structure does
not appear to be merely descriptive, because it is interpreted in terms of possible
manipulations as well as observations. Recall that the notion of necessity associated
with possible situations is relative (see Sect. 5.2.2). So, there is no reason to assume
that the structure of theories correspond to mind-independent laws of nature or to
dispositional essences associated with an absolute notion of necessity.11

11These remarks are particularly relevant for addressing the case of structural realism, which is
the position according to which our scientific theories correctly describe the structure of the world.
Arguments regarding domain limitation will be developed in the next chapter, so as to explain why
modal empiricism is not a version of structural realism. I will return to the idea that theories are
not merely descriptive in Chap. 8.
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In sum, an induction on models is apt to account for the successful extension of
theories to new domains of experience without having to assume that our theories,
when interpreted realistically, are true. This should be clear, given that nothing in
the structure and norms of application of theoretical models implies that one realist
interpretation or the other (in the sense given in the introduction of this chapter) must
be true. This conclusion is reinforced by the fact that the space of possible theories
is much larger, and much less graspable, than the space of possible distributions for
a simple property, so that an induction on models is much less secure than a simple
induction. This means that many theories could account for the phenomena observed
so far without being indefinitely extensible to new domains, which supports the
fallibilist approach mentioned earlier.

The main difference between induction and inference to the best explanation
is that induction does not allow us to reach a new ontological level that would
lie beyond the level on which the induction is performed: the inference bears on
the same kind of entities and properties as the ones that are present in our initial
sample. According to modal empiricism, theoretical terms and laws are nothing
but elaborate systematisations of possible observations and manipulations, and
empirical adequacy is nothing but a norm of ideal success for these systematisations.
For this reason, even assuming that an induction on models, which is required to
justify empirical adequacy, presupposes a stronger form of uniformity of nature than
simple induction does, a uniformity that allows such systematisations to operate
successfully, it is still insufficient to reach realist conclusions.

6.5 How Far Are We From Realism?

We have seen that the main line of defence for realist positions consists in
assuming that the non-empirical criteria that make theories good explanations of the
phenomena they predict are indicators of truth. This assumption is itself justified by
an inference to the best explanation: this is what explains the impressive empirical
success of science, and in particular, the successful extension of theories to new
domains of experience. However, there are many reasons to doubt that non-empirical
criteria are truth-conducive. They are more likely to be pragmatic or strategic, or
desirable for their own sake if the aim of science is to provide unified theoretical
frameworks that are empirically adequate.

We have seen that justifying empirical adequacy, including the capacity of
theories to make novel predictions, does not require assuming that theories are true,
so long as we accept the validity of a particular form of induction: an induction on
models. Only the theories that are initially more successful than their competitors
are retained by scientists, and since these theories already have a record of successes
for a variety of their models, one can expect, by induction, that their other models
will be successful as well.
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This kind of induction is peculiar. If simple induction presupposes the uniformity
of nature and the projectibility of observational predicates, this one presupposes
a unified structure, and the projectibility of theoretical predicates. It could seem,
then, that modal empiricism is not very different from standard realism. However,
there is a crucial difference, which lies in two related assumptions: first, that the
projectibility and success of a theory is not unrestricted, but limited to a domain
(which, as we have seen, is problematic for a realist), and secondly, that the content
of our theories is not purely descriptive, but relative to a perspective on reality
associated with our position as active epistemic agents.

The fact that theoretical terms are projectible and that theories correctly describe
the structure of modal regularities between possible manipulations and observations,
as categorised by these theoretical terms, all this within a domain, is enough to save
most of the intuitions that motivate realism. It gives us an ersatz version of realism,
so to speak. Modal empiricism has all the surface features of standard realism. It
makes no real difference with regard to what we could practically expect from our
scientific theories, at least not until the limits of applicability of these theories is
reached. However, it is not a realist position in the standard sense of the term, which
would include its semantic component, because no metaphysical conclusions are
drawn from these surface features.

In the next chapter, I will give more details concerning these differences, by
comparing modal empiricism to the closest version of realism: structural realism.
I will argue that these differences play a crucial role in addressing the problem of
theory change that affects scientific realism.
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Chapter 7
Theory Change

Abstract The induction on models presented in the previous chapter brings modal
empiricism close to structural realism in some respects. In this chapter, I examine
the differences between the two. I review the main motivation for structural realism,
which is to account for a continuity in theory change, and the main objection
against structural realism: Newman’s objection. Modalities are invoked by structural
realists as a solution to the problem. I show that they are confronted with a
dilemma: assuming too strong a notion of modality, the position cannot account
for continuity in theory change, and assuming a notion that is weak enough, the
position cannot be qualified as realist. This reveals the two main differences between
modal empiricism and structural realism: first, the fact that empirical success is
not explained by appealing to real entities, and second, the fact that modalities are
relative to our epistemic position. The conclusion is that modal empiricism is not
structural realism, and that it is better equipped to confront the problem of theory
change.

7.1 The Pessimistic Meta-Induction

I have explained in the previous chapter how modal empiricism can account for the
empirical success of scientific theories. Scientific realism resorts to theoretical truth
to explain this success. I have already presented various arguments against this idea,
but I now wish to turn my attention to what is often considered the most serious
one: the so-called pessimistic meta-induction (Laudan 1981). In this chapter, I will
examine how modal empiricism fares with respect to this argument in comparison
with various strands of realism, and in particular, in comparison with a position that
was specifically designed to respond to this argument: structural realism.

The pessimistic meta-induction can be seen as a direct refutation of the no-
miracle argument for scientific realism presented in the previous chapter. Remember
that according to the no-miracle argument, scientific realism is the only philosophy
that does not make the empirical success of science a miracle. Theories work
because they are true or approximately true. Theoretical terms refer to natural
properties, and theoretical structures correctly describe the relations between these
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properties. However, there seem to be many counterexamples to this idea: many
theories of the past were very successful, including for making novel predictions,
and yet they were eventually abandoned and replaced by better ones. This would
not be a problem if the new theories were mere extensions of the past ones, but
this is not the case: there is no ontological continuity between them. Scientists once
postulated that a caloric fluid was responsible for heat phenomena, that phlogiston
was responsible for combustion phenomena, and that light was constituted of
waves propagating in the ether, but today, scientists do not consider that “caloric”,
“phlogiston” and “ether” refer to anything in the world. These counterexamples
are enough to undermine the no-miracle argument, but we can even go further: by
induction on past theories, we have good reasons to think that our current theories
will eventually be abandoned and replaced by better ones, and that their theoretical
terms do not refer to anything in the world. This idea is related to Stanford (2010)’s
argument that current theories are probably underdetermined, because unconceived
alternatives could account for the same phenomena (Sect. 6.2.1).

The standard realist responses to the pessimistic meta-induction consist in
limiting realist claims. For example, theoretical truth can be restricted to some
theories only (“mature” theories, the ones that allowed for novel, unexpected
predictions), and to parts of these theories (the components that were essentially
involved in novel predictions) (Psillos 1999). Stanford (2010) argues that this move
is only available in retrospect. Lyons (2017) also argues against this strategy by
giving numerous examples of successes on the basis of false posits in the history
of science. In response, one could understand realism as a “stance” towards science
(in van Fraassen 2002’s sense) that should be applied on a case-by-case basis, rather
than as a general theory about science (Saatsi 2017). This would mean adopting a
piecemeal approach instead of attempting to provide general recipes for extracting
realist commitments from scientific theories, and this would be a better strategy
for dealing with counterexamples. It is hard to argue against stances, so I will not
discuss this proposal here, but it should be clear that the stance adopted in this book
is different.

More radical departures from standard realism that still purport to give us
“general recipes” for extracting realist commitments consist in restricting truth to
some aspects of theories only. This is the case for entity realism, according to which
we can be realist about postulated entities in so far as we can causally interact
with them (Cartwright 1983; Hacking 1983). Entity realists focus on local causal
relations rather than on laws of nature, thus rejecting the idea that the structure of
theories corresponds to the nomological structure of reality. Furthermore, they do
not necessarily resort to an inference to the best explanation to justify their position,
but rather to causal reasoning. The fact that experimental techniques generally
survive theory change supports the idea that the pessimistic meta-induction does
not affect this kind of realism. Note, however, that Herschel thought he had isolated
caloric with a prism (today we would say that it was infrared radiations) (Chang and
Leonelli 2005), so one could wonder if causal interactions are enough for being a
realist.
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One criticism of entity realism (which is a bit of a caricature) is that we cannot
be committed to entities without entertaining beliefs about them, so that believing
in the existence of theoretical entities without being a realist about theories would
be incoherent. More subtly, it can be argued, on the basis of historical cases, that
the stabilisation of background theories generally participates in the consolidation
of our beliefs that real entities are being manipulated in experiments, and sometimes
(for example in astronomy), manipulations are not even required (Morrison 1990).
This might undermine entity realism as a faithful account of scientists’ inferences,
but this does not make the position incoherent. Entity realists do not deny that
theories serve as reliable guides for local causal interactions with theoretical entities,
and this does not require being a realist about the full theories. Cartwright is realist
about phenomenological laws, for instance, but not about fundamental laws (see
Clarke 2001).

I am sympathetic to the arguments of entity realists, but I do not think that
they warrant a realist semantics, according to which theoretical terms directly refer
to real entities. Scientific models have a modal structure which relates possible
observations and manipulations, and this might be enough to interpret them in terms
of a causal structure (for example, assuming a counterfactual theory of causation,
and assuming that models are empirically adequate in the modal sense). This
causal structure is vindicated by our successful interactions with concrete targets.
It might also be convenient to put names on the nodes of this causal structure.
However, I would not draw too many ontological conclusions from this. I suspect
that the stability of our causal interactions with reality is in general relative to
background conditions and to intentional attitudes, so that the entities that we
name do not necessarily exist in an absolute sense, that is, independently of our
conceptualisation, activities and contingent position in the world.

Another position that restricts realist claims to one aspect of theories is structural
realism. It takes the opposite view to entity realism: postulated entities do not exist
(or we should be agnostic about their existence), but the structures of theories
correctly describe the nomological structure of reality. This structure is said to be
modal, causal, or simply extensional depending on the version.

The term “structural realism” was coined by Maxwell (1970) in reference to
a position first proposed by Russell (1927). Drawing inspiration from a similar
position proposed by Poincaré (1902), Worrall (1989) has re-introduced structural
realism in the contemporary debate in order to address the pessimistic meta-
induction specifically. Two versions of this position are often distinguished: an
epistemic version and an ontic version. According to the epistemic version, we can
know the structure of reality, but not its nature. So, we should remain agnostic about
the nature of the world beyond its structure: we should not interpret theoretical
terms. We should not assume, for example, that they refer to natural properties.
According to the ontic version (Ladyman and Ross 2007; French 2014), the nature
of the world is structural: structure is “all there is”.

According to its proponents, structural realism can respond to the pessimistic
meta-induction because there is a continuity of structure between successive
theories: the structure of abandoned theories is generally retained in theory change.
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For example, although there is no caloric fluid, the caloric theory correctly described
the relations involved in heat phenomena. Therefore, we can claim that past
theories, although they were eventually abandoned, are still “structurally true”, or
approximately so, and we can be confident that our current theories are also true in
this sense. Or so the argument goes. Structural realism also does justice to the no-
miracle argument because a correspondence of structure between our theories and
the world is enough to explain their empirical success. Thus we can have, to borrow
Worrall’s words, the “best of both worlds” between realism and empiricism.

Ontic versions of structural realism are also motivated by their ability to
address issues in the metaphysics of contemporary physics, in particular, ques-
tions related to the identity of particles in quantum mechanics. The probabilities
derived from quantum-mechanical models are more naturally attributed to physical
configurations, independently of the objects that realise these configurations, than
to identifiable particles (a permutation of two particles of the same kind is not
“counted” as a different configuration for probability attributions). This would make
an ontology of particles superfluous, hence, we should adopt a structuralist ontology.

Modal empiricism is not very far from structural realism in some respects.
Note that the positions of Poincaré and Russell from which structural realism
originates followed a distinct argumentative strategy from the one that contemporary
philosophers adopt. It did not consist in weakening scientific realism in order to
respond to anti-realist arguments (although Poincaré did provide an argument to this
effect), but rather in starting from an empiricist position, and answering the question:
what can we know about reality? According to Poincaré, only structural aspects
can be communicated, so only structural aspects are susceptible of constituting
public knowledge.1 According to Russell, the relations between the basic units of
perception, or sense-data, reflect the relations between unknowable worldly entities,
so we can know the form of these real relations, but nothing more. These approaches
correspond to what Psillos (2001) calls an upward, as opposed to a downward, path
towards structural realism.

In one sense, the present work is the proposal of an upward path towards modal
empiricism, which makes the position close to structural realism. Starting from
contextual representational activities, the question that I wish to answer is: what can
we know, or what can we rationally accept? And the answer is: we can accept that
our best scientific theories are modally adequate, in the sense defined in Chap. 4.
This upward path was completed in Chaps. 5 and 6, with the suggestion that an
induction on situations, contexts and models can justify this notion of empirical
adequacy. However, I refrain from referring to the resulting position as a version of
structural realism. One of the reasons for this is that there is an influential objection
against structural realism called Newman’s objection, which affects all its versions,
and I believe that this objection renders structural realism untenable. According to
it, structural realism would either be trivial or collapse into empiricism: it is merely
committed to relations between our observations. Interestingly enough, it has been

1Schlick (1932) entertained similar views.
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claimed that thinking of these relations as modal would constitute a way out of this
conundrum. However, I believe that this move does not work.

In this chapter (which is based on Ruyant 2019), I wish to show precisely how
modal empiricism differs from structural realism. I will start from an examination of
Newman’s objection and the responses that have been proposed, and this will soon
lead us back to the pessimistic meta-induction and to the problem of theory change. I
will argue that it is impossible to escape Newman’s objection without falling prey to
the pessimistic meta-induction. Talking about modal relations does not help: either
these relations are not “real”, or they do not survive theory change. This depends
on the interpretation of modalities, and this is exactly where the difference between
modal empiricism and structural realism lies. It entails that structural realism is
unable to respond to the pessimistic meta-induction, contrarily to what its defenders
claim.

7.2 Structural Realism and Newman’s Objection

Structural realism purports to be a position of compromise, capable of responding
to the pessimistic meta-induction while doing justice to the no-miracle argument.
Objections against the position can be broadly classified into two types: the
objections to the effect that it cannot answer the pessimistic meta-induction any
more than standard realism does, either because it is indistinct from standard
realism, or because there is no structural continuity in theory change, and the
objections to the effect that it cannot do justice to the no-miracle argument any
more than empiricism does. Let us examine these objections.

7.2.1 The Objections Against Structural Realism

Regarding the first type of objection, Psillos (1995) claims that the nature versus
structure dichotomy employed by structural realists is unclear. Psillos is a realist,
and he believes that standard realism has the resources to answer the pessimistic
meta-induction, but that structural realism is not a consistent alternative since there
is a continuum between nature and structure rather than a strict dichotomy. On the
one hand, the structure of a theory informs us about the nature of the entities it posits.
For example, how Newtonian mass relates to force and acceleration informs us about
the nature of mass. On the other hand, structure must be interpreted for a theory
to make any prediction, so structure alone cannot explain empirical success. In a
similar vein, Papineau (1996, p. 12) claims that a restriction of realism to structure is
no restriction at all. In response, Votsis (2004) notes that structural realism does not
say that structure is not interpreted at all, but that it is only interpreted empirically.
Frigg and Votsis (2011) propose to explicate the distinction between nature and
structure in terms of intension and extension. However, this proposal does not work
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for the modal versions of structural realism that will be examined later, because
they are not extensional. Alternatively, the emphasis can be put on the distinction
between structuralist and object-based ontologies, instead of the distinction between
nature and structure (Ladyman and Ross 2007, p. 156–157). This approach fits well
with versions of structural realism that are motivated by contemporary physics.

In any case, as noted by Newman (2005), the structural realists must explicate
what exactly structural continuity amounts to, beyond the intuitive idea that
equations are somehow transposed from one theory to the other. Without any
such account, they cannot claim to respond to the pessimistic meta-induction.
Some authors argue that there is no real continuity of structure between successive
theories, apart from empirical structures. Psillos (1999, ch. 7) claims that not
all structures are retained in theory change. Stanford (2003) takes the example
of Galton’s law in biology, where the structural continuity is only empirical
with Mendel’s theory, but no relations between posited entities (here the genetic
characteristics of ancestors of an organism) are retained. Although they do not take
it to undermine scientific realism, Saatsi and Vickers (2011) give the example of
Kirchhoff’s theory of diffraction, which was empirically successful despite being
inconsistent and positing a wrong structure, in light of Maxwell’s theory. Redhead
(2001) takes the example of the commutativity of observables in classical and
quantum mechanics to argue that structural transformations are too important in
theory change to really talk about structural continuity (However, see Thébault
2016). Bueno (2008) provides other examples of structural loss in theory change.
Pashby (2012) uses the example of the discovery of the positron to show how shifts
in the metaphysical commitments of a theory may also be displayed in terms of
changes in theoretical structure. This supports Psillos’s contention that the nature–
structure dichotomy is not so clear.

A common strategy for the structural realist facing this type of difficulty is to
concentrate on well-confirmed empirical relations between phenomena that are very
unlikely to disappear in theory change. Structural realists can refer to the principle
of correspondence (Post 1971, p. 228) for their purpose. According to this principle,
“any acceptable new theory L should account for the success of its predecessor S by
‘degenerating’ into that theory under those conditions under which S has been well
confirmed by tests”. However, then, the ultimate benchmark for structural continuity
between theories is their predictive success, and it is not so clear that anything
is retained in theory change beyond empirical structures that are approximate and
restricted to a limited domain of experience: an empiricist would readily agree.

This brings us to the second family of objections against structural realism: that
it does not say anything beyond what empiricism already says. The most influential
objection to that effect is dubbed “Newman’s objection”, after Newman (1928)’s
argument against Russell’s version of structural realism. The argument can be
expressed intuitively as follows: if relations are conceived of in purely extensional
terms (a relation is defined by the objects it relates), then it suffices that some
objects exist for all relations that could be defined between these objects to exist
as well, mathematically speaking. So, for any mathematical structure to exist, it is
sufficient that there exist enough objects in the world to bear that structure, and
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structural realism is a trivial position that is only committed to a cardinal claim (the
existence of a certain number of objects in the world). To block this objection, the
structuralist must say more, and qualify the kind of relations that she is talking about
to differentiate them from purely mathematical relations, but then, the position is not
purely structural: the structure must be interpreted.

As already noted, structural realism can accept that the structure be interpreted
empirically. If such is the case, this position is only committed to a structure of
observations (and a sufficient number of inaccessible objects to bear that structure),
and the position is only superficially different from empiricism.

7.2.2 How to Escape Newman’s Objection?

A useful framework to examine this objection is the Ramsey sentence formalism. It
starts from the assumption that the cognitive content of a theory can be expressed
as a logical sentence

∏
in a vocabulary comprising observational terms Oi and

theoretical terms Ti .

T =
∏

(O1,O2, . . . , On, T1, T2, . . . , Tm)

The idea that theoretical terms should not be interpreted can be implemented by
replacing theoretical terms by variables ti over which one quantifies existentially:
this is the Ramsey sentence of the theory.

(∃t1, t2, . . . , tm)
∏

(O1,O2, . . . , On, t1, t2, . . . , tm)

The difference with the former formulation is that while the Ti , as part of
our vocabulary, are interpreted, the ti are not. According to Maxwell (1971), the
commitments of structural realism can thus be expressed by “ramseyfying” theories:
only the observational terms are interpreted, but the structure of the theory is
retained. In particular, one does not have to assume that the ti refer to natural
properties: they could be multiply realisable in light of a new theory (French 2014,
ch. 5.9). This is how structural realism, thus formulated, can answer the pessimistic
meta-induction: if these terms do not refer to natural properties, it is not necessarily
a problem if they are eventually abandoned. But following Newman’s objection, the
position cannot do justice to the no-miracle argument, because it does not explain
observable regularities: it is a mere synthetic statement of these regularities, plus a
cardinal claim.

In this framework, Newman’s objection takes the form of a theorem of second-
order logic (Demopoulos and Friedman 1985): the Ramsey sentence of a theory is
true if and only if all the empirical consequences of the theory (the observational
sentences that can be deduced from the theory) are true, and if there exist a certain
number of objects.
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Some authors, such as Worrall and Zahar (2004), claim that this is sufficient for
structural realism. The Ramsey sentence expresses all the empirical consequences
of a theory, for all past, present and future phenomena in the universe, in the most
compact way possible, and this, in itself, is informative. Note that constructive
empiricism is also committed to our theories being empirically adequate for all
past, present and future phenomena. Van Fraassen also claims that theories must
be informative. If it were not for the Ramsey formalism employed here, a modal
empiricist could make a similar claim: theories are conceptual schemes that account
for all observable phenomena in a compact (unified) way. So, it is far from clear
what “informative” means here, and why this would be enough for realism. It is not
obvious that this compact formulation is retained in theory change, in particular if
the theoretical terms of past theories no longer appear in new theories. If saying that
the formulation is informative is a way to claim that the properties and relations the
ti refer to are “natural” rather than fictitious, then we are back to standard realism,
and we have not solved anything.

Being a theorem of second-order logic, Newman’s objection is inescapable if one
assumes that a Ramsey sentence is the right way to express the content of a theory to
which structural realism is committed. But perhaps this formalism unduly attributes
implicit commitments to the structural realist. Among these implicit commitments
are (i) the assumption of a dichotomy between observational and theoretical terms,
(ii) the assumption that a theory quantifies universally over objects, properties and
relations, and (iii) the assumption that the content of a theory is extensional.

Melia and Saatsi (2006) suggest different ways of departing from this formalism
to escape Newman’s objection by rejecting one or the other of these assumptions.
For example, one can relax assumption (i) by adding mixed predicates to the
vocabulary: predicates that apply indifferently to observable or unobservable objects
(for example, an atom is smaller than a molecule just as a cat is smaller than a dog).
This is the solution envisaged by Cruse (2005).2 One can also relax assumption
(ii) by restricting the intended domain of the theory instead of assuming universal
quantification. This can apply either to objects (for example, the theory applies
only to concrete or physical objects, not all objects) or to properties and relations.
However, Melia and Saatsi argue convincingly that none of these solutions works.
Introducing mixed predicates is too limited a solution. Restricting the domain
of objects merely amounts to introducing a new predicate into the theory, and
Newman’s objection also applies to the new ramseyfied theory. Finally, restricting
the domain of properties and relations, which amounts to introducing a second-order
predicate, either brings us back to standard realism if the qualification is too strong,
and structural realism cannot respond to the pessimistic meta-induction anymore, or
it is not sufficient to block Newman’s objection. For example, invoking qualitative

2It could be associated with transduction, which, according to McGuire (1970), is a mode of
inference that played a role in Newton’s atomism. It amounts to extending characteristics of
observable objects to hypothetical, unobservable objects.
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properties, which would correspond to combinations of natural properties, would
lead to triviality, because quite any structure of qualitative properties can be realised.

This leaves us with one option: rejecting assumption (iii) and incorporating non-
extensional logic, such as modal logic, to express the fact that theoretical relations
express nomological relations rather than mere universal regularities. This would
be the sense in which the structure posited by scientific theories is “real”. Melia
and Saatsi claim (but do not prove) that this would block the theorem supporting
Newman’s objection. This is part of what motivates many structural realists to
assume that the structure of reality that theories describe is a modal structure.

7.2.3 Transposition to the Semantic View

This debate is framed in a statement view of theories. One could wonder how
it translates to a semantic view, where theories are not construed as statements,
but rather as families of models (see Sect. 2.2.2). French and Ladyman (2003)
suggested that Newman’s objection is an artefact of the statement view. In the
context of a semantic view, structural correspondence between theories and the
world could be expressed in terms of isomorphism, or partial isomorphism, between
the models of the theory and their targets of representation, assuming that the
domain of application of various models is specified. This apparently constitutes
a more radical departure from the Ramsey sentences formalism than the ones just
examined. However, Newman’s objection was initially framed independently of the
Ramsey sentences formalism. It is quite general (and it is presented as such by
Cei and French 2006). Ainsworth (2009) shows that Newman’s objection can be
transposed to the semantic view. This was later acknowledged by French (2014,
p. 126).

This point was already briefly mentioned in Sect. 2.2.3. The general idea is
that isomorphism only makes sense if one gives a set of “important” properties
and relations that are preserved by isomorphism. In our two-stage account of
representation, or in the realist variant sketched in the introduction of Chap. 6,
these important properties and relations are the ones that are mapped to properties
and relations of the target of representation when the model is interpreted. In
order to avoid the problem of theory change, this mapping must not involve the
assumption that theoretical terms directly refer to natural properties. This suggests
that only observable features of the target are mapped to components of the model:
the model is only interpreted empirically. Assuming this, having an isomorphism
between the model and the target only means that the model correctly describes the
regularities between these observable features, and structural realism is indeed just
a version of empiricism. This roughly amounts to opting for our two-stage account
of representation instead of its realist variant.

Melia and Saatsi’s proposals can easily be transposed to this approach. One
could interpret the model by including unobservable entities in the mapping, in
so far as the corresponding symbols could also be mapped to observable entities
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in other contexts, which is equivalent to introducing a mixed predicate. One could
also restrict the domain of quantification by qualifying the “important” properties
and relations, which, again, amounts to including them in the mapping. And for the
same reasons, this will not do: either too many properties and relations will act as
potential truth-makers for the model, which trivialises theoretical truth, or they will
not survive theory change, and we cannot answer the pessimistic meta-induction
anymore.

An interesting option for the structural realist could consist in focusing on higher-
level relations: relations between the models of the theory, instead of the structure
of models themselves. These higher-level relations correspond to the laws and prin-
ciples of the theory, or what I have called meta-norms of representation. This option
fits nicely with French (2014)’s approach, and notably, his emphasis on theoretical
symmetries. Theoretical symmetries, such as space-time translation symmetries, are
transformations of theoretical models that preserve parts of their structures, notably
the fact that they still respect the laws of the theory, and these symmetries often
serve as a guide for developing new theories. They are sometimes called “meta-
laws”. In the standard model of particles in physics, fundamental particle kinds and
their interactions are characterised by means of symmetry groups. Ontic versions
of structural realism generally claim that theoretical symmetries correspond to the
fundamental structure of reality. Since symmetries are characterised in terms of
invariance under change, this approach is similar in spirit to the time-honoured
association between perspective invariance and objectivity (which one can find in
the work of Husserl, for instance).

Could focusing on the structure that relates the models of a theory help escape
Newman’s objection? There is not enough space here to analyse this solution in
detail, but taking an empiricist stance, I do not see any reason to consider that
theoretical symmetries are anything more than syntheses of empirical regularities.
There is an ongoing discussion about the empirical status of symmetries (Kosso
2000; Greaves and Wallace 2014). In yet unpublished work (Ruyant 2020), I argue
that assuming that scientific models are indexical, and that the aim of theories is not
to represent the whole universe, but to successfully apply to bounded situations, all
theoretical symmetries have an empirical status, for example, regarding the equiv-
alence of various possible operationalisations on the same object. In this respect,
symmetries, contrarily to models, do not seem to have a direct representational
status, and I think that it is a mistake to reify them. Furthermore, if higher-level
relations merely encapsulate what all models of the theory have in common, then the
solution offered to Newman’s objection amounts to picking “important” relations
(the ones that ensure the empirical stability of various applications). So, we are
back to the same problem: the question is to what extent this higher-level structure
survives theory change, for example, to what extent the space-time symmetries of
Newtonian mechanics can be considered approximations of that of general relativity.
The arguments of the next section will be relevant in this respect.

The final solution proposed by Melia and Saatsi is quite similar to adopting modal
empiricism. The idea is that a model does not only describe extensional regularities
between observable aspects of the target, but also intensional regularities, that is,
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regularities between possible observations. In this sense, modal empiricism is very
similar to the versions of structural realism that adopt this solution, if not identical.
Ladyman (2004) suggests that a version of empiricism committed to modalities
would be nothing but structural realism.

However, it remains to be shown that this solution works, and there is an impor-
tant aspect that remains unspecified, and that plays a crucial role: the interpretation
of modalities. Depending on how modalities are interpreted, the structure presented
by scientific models could count as real or not, and it could survive theory change
or not, and I will argue that it has to be one or the other.

7.3 “Real” Relations and Theory Change

Newman’s objection threatens to make structural realism indistinct from empiri-
cism: the relational structure that theories describe would merely correspond to
observational regularities. As we have just seen, the standard response to this
problem consists in talking about modal relations, as opposed to merely extensional
relations. If this solution works, then should modal empiricism not be classified as
a version of structural realism? In this section, I will argue that this is not the case.

7.3.1 Newman’s Objection in Modal Logic

In order to make this point, let us see how modal logic affects Newman’s objection
when this objection is expressed as a theorem of second-order logic in the
Ramsey-sentence formalism. It is well-known that one can mimic modal logic in
extensional logic by quantifying over possible worlds. If we follow Melia and
Saatsi’s suggestion, we can express the cognitive content of a theory as follows,
where the wi are possible worlds:

(∃t1, t2, . . . , tm)(∀w1, w2, . . . , wp)
∏

(O1,O2, . . . , On, t1, t2, . . . , tm, . . . , w1, w2, . . . , wp)

Perhaps a theory also has existential quantifiers on possible worlds, not just
universal quantifiers, to express possibilities. Perhaps quantifiers are embedded into
its formulation rather than appear at the beginning. But this does not matter for
the sake of the argument. In any case, we can see that this Ramsey sentence is
not formally different from the previous one, and there is no reason why the same
theorem would not apply. The conclusion of the theorem would be slightly different,
though, since possible worlds are interpreted objects that should not be ramseyfied.
The conclusion would be the following: the modal Ramsey sentence of a theory is
true if and only if all the empirical consequences of the theory are true in all possible
worlds, and if there are enough objects in possible worlds to bear the structure of
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the theory.3 In sum, this version of the Ramsey sentence merely says that our theory
is empirically adequate in all nomologically possible worlds, plus a cardinal claim.

This formulation does not say how possible worlds should be interpreted
metaphysically speaking. At the very least, we are talking about natural necessity,
not conceptual or logical necessity, but modal relations could be causal relations, or
primitive laws, or relations between universals. Or perhaps nomologically possible
worlds are just as concrete as the actual world. In all these cases, possible world
semantics can be considered appropriate as a formal tool. Therefore, the conclusion
we reach is neutral with regard to the metaphysics of modalities, at least assuming
possible world semantics. If we used a possible situation semantics, with the notion
of possible situation introduced in Chap. 5, it would differ slightly: the theory would
be empirically adequate for all possible situations. However, we can ignore this
difference for now.

At this point, the question is the following: should a structural realist be satisfied
with such an account? Is it enough to get “real” relations? The answer to this
question depends on what criteria we use: what do we mean by “real” relations?

On a first approach, we could stick to the arguments that structural realism
purports to answer. We can claim that this solution does the job if (i) modal relations
survive theory change and (ii) they are sufficient to explain the empirical success of
theories. Point (ii) is crucial to know if modal structural realism is distinct from
modal empiricism, since one of the characteristic differences between realism and
empiricism, as we have seen in Chap. 6, is that the latter does not pretend to explain
empirical success while realism, including structural realism in its different guises,
does (see for example Ladyman and Ross 2007, p. 79). Let us examine this. Then
we will return to point (i).

7.3.2 Are Modal Relations Real?

In what sense would the modal Ramsey sentence (or its transposition to the semantic
view) constitute an explanation for the empirical success of theories? According
to scientific realism, the entities postulated by a theory explain the observable
phenomena the theory accounts for. But here, rather than positing real entities, it
seems that we have merely extended empirical adequacy to other possible worlds,
and it is dubious that such an extension could constitute an appropriate explanation
(see Sect. 5.3.2).

Rather than focusing on possible worlds, one could claim that we are postulating
nomological constraints on the phenomena, and that these constraints are the entities
that explain observable regularities in the actual world. But in what sense are such
nomological relations real? Reality is generally cast in terms of mind-independence:

3I will not engage here in the debate between possibilism and actualism, that is, if we should
quantify over the same objects or different objects in all possible worlds.



7.3 “Real” Relations and Theory Change 195

what is real is what does not depend on the way it is represented. We have two
options here: either these relations are real because they are relations between real,
mind-independent entities, or they are real “in themselves”, that is, the relations
themselves are mind-independent.

The first option corresponds to how epistemic versions of structural realism,
following the lead of Poincaré and Russell, traditionally conceive of real relations.
We saw that Newman’s objection undermines this view: inaccessible objects play
no role in structural realism, since they only have to be in sufficient number to bear
the structure of the theory, so the relevant relations to which structural realism is
committed are actually relations between our observations only. As we saw, the
same argument applies to modal structural realism as well: the relations to which
modal structural realism is committed are only relations between our observations,
and inaccessible objects play no particular role.

Perhaps, though, possible observations could count as real entities? One could
argue that possible observations are mind-independent, because they are never
actually observed. If such was the case, modal relations would qualify as relations
between real objects. But note that past, future or remote observable phenomena
are also mind-independent in this sense. They do not have to be actually observed
to exist. However, an empiricist like van Fraassen would accept that our theories
are empirically adequate for all observable phenomena in the universe, including
phenomena that are not actually observed.

The crux here is that mind-independence can be understood in two ways:
something is mind-independent either if it does not depend on actually being
observed or represented, or if its nature is independent of our conceptualisation of
it (but could still correspond to it). We can get the first kind of mind-independence
with possible observations, but not the second kind, since possible observations are
still conceptualized as observations, and if constructive empiricism is not a brand of
realism, the first kind of mind-independence is insufficient for genuine realism.

Now, perhaps van Fraassen is a realist about all observable phenomena, including
actually observed ones: perhaps he assumes that their nature is independent of our
conceptualisation of it. This would mean that constructive empiricism is a version
of structural realism as well. However, this does not look like a helpful way of
putting things, given the divergence between these respective positions and the
argumentative strategies employed to defend them. It makes more sense, given how
the debate is framed, to reserve the term “realism” for the kind of postulated entities
that are not directly accessible by their very nature, but that purport to explain our
observations.4

If modal relations are not real in virtue of their relata, this leaves us with the
second option, which is to assume that they are real in themselves. In other words,
the solution is to move to an ontic version of structural realism, following the lead

4In any case, as explained in Sect. 4.4.3, modal empiricism is not committed to the notion
of observable phenomena entertained by van Fraassen, so it is not realist about observable
phenomena, not even in this sense.
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of Cassirer (1937) and Eddington (1955) rather than Poincaré and Russell, whereby
relations are primitive, and either the relata are fully determined by the relations in
which they take part, or the two are in a co-determination relationship (see French
2014 for a review). Cassirer and Eddington conceived of relations as mental entities,
but a realist can conceive of these relations as primitive ontological entities, and
assume a correspondence between the structure of our representations and reality.
However, there are problems with this move.

A problem that has been discussed at length in the literature is that it is hard
to make sense of relations without relata, and still make a distinction between
mathematical and physical structure (see for example Cao 2003; Psillos 2015).
Defenders of ontic structural realism want modalities to be the distinctive feature,
and at the same time, they assume that the relata of the structure are fully determined
by their position in the structure. But how shall we make sense of this? Take the
example of a probabilistic law that would say that if A is the case, then B will occur
with probability p and B ′ will occur with probability 1 − p, where A, B and B ′ are
observable states of affairs. If following ontic structural realism the modal structure
is “all there is”, then something is obviously missing in our ontology: the fact that
in such a situation, B actually occurs rather than B ′ is not entailed by the law
itself. This objection applies notably to an interpretation of probabilistic theories,
such as quantum mechanics. A natural response consists in reducing this aspect
to an indexical component by being a modal realist in the sense of Lewis (1973)
(here restricted to nomologically possible worlds): B and B ′ both occur in different
concrete possible worlds, and the fact that B actually occurs only means that we
are located in a world where B occurs. In the context of quantum mechanics, this
means adopting a many-world interpretation (with potential problems associated
with the interpretation of probabilities). But with this solution, it seems that the law
is no longer primitive: it supervenes on real states of affairs distributed in different
possible worlds. Or if the nature and distribution of these states of affairs are fully
determined by the laws themselves, it’s not clear that structural realism does not
collapse into some form of Pythagoreanism: all we are left with is a mathematical
structure of concrete, possible worlds.

In light of these remarks, it seems that we must assume that actual relata exist on a
par with a primitive modal structure for this structure to be “modal” in a meaningful
sense, and not a pure mathematical abstraction. These actual relata must not be
entirely determined by the structure. Psillos (2015) makes a similar point, noting
that laws of nature do not determine the initial conditions of the universe. According
to Cao (2003), a structure must concern “physical inputs” described qualitatively in
order to count as physical.

In response, French (2014, p. 105) implies that this discussion stems from
a misunderstanding: “the structure that the structural realist is concerned with
should not be, and never should have been, construed as ‘pure’ logico-mathematical
structure”. The distinction between mathematical and physical structure could
be understood in terms of manifestation: a physical structure is manifested by
“existential witnesses” that exist on a par with the structure (this draws on the
distinction between determinable and determinate) (French 2014, ch. 8.2, 8.5, 10.7).
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The inclusion of these existential witnesses into our ontology gives us a sense of
what being a modal structure amounts to. But is it enough to distinguish between
mathematical and physical structure?

The problem is reminiscent of Newman’s objection. In order to count as real,
a relation, whether it is modal or not, needs to be interpreted. However, if it is
only interpreted empirically, if, for example, existential witnesses are potential
observations, then we are back to square one: the structure is qualified in mind-
dependent terms, and what we have is a modal empiricism. Ontic structural realism,
in French’s eliminativist version, does not take existential witnesses to be real,
inaccessible objects, and rightly so: such a position would not be informative, for the
reasons given by Newman’s objection. At this point, the only remaining option in
order to maintain a realist position and eschew Pythagoreanism seems to qualify
the structure itself, and in a sense, being “manifested” and “primitively modal”
could be viewed as mere qualifications. The risk, as we saw in Sect. 7.2.2, is for
this qualification to be either too strong to survive theory change, or too weak to
escape triviality.

This leads us back to point (i) above. In the following, I wish to show that if
relations are qualified, so as to be considered real “in themselves”, then they cannot
survive theory change.

7.3.3 Which Modal Relations Are Retained in Theory Change?

There are intuitive reasons to believe that (i) is true, that is, that modal relations
survive theory change. If anything is retained in theory change, it is what Duhem
(1906) called “experimental laws”. Theories of light have changed several times
since the seventeenth century, but they all had to account for light reflection and
refraction: they have just embraced more and more types of phenomena with time
(diffraction, interference, . . . ). Now, assuming that such experimental laws express
constraints of necessity in the phenomena they describe apparently does nothing
to alter this continuity. At most, new theories will restrict the domain to which the
old theory is applicable, so that the constraints of necessity between observable
phenomena expressed are only approximate (for example, old theories of light
neglect magnetic influences, and are only valid when there is no magnetic field).
But if the new, wider-range constraints are considered physically necessary, then
one could think that the old, narrower constraints are physically necessary too, at
least restricted to their domain of application.

All this seems intuitively true, and I have defended similar claims in the previous
chapters, assuming the notion of relative necessity defined in Sect. 5.2.2. However,
it does not go without saying if one assumes a notion of necessity that is strong
enough to qualify as “real”, for example, nomological necessity.

Let us start from the premise that a new, wide-range constraint on phenomena
is a matter of nomological necessity, and that it entails some constraint between
phenomena A and B in the narrow context where background conditions C are
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present. A could be the fact that there is an incident ray, B the fact that there is a
reflected ray with the same angle, and C the fact that there is no magnetic field. This
can be expressed as follows, with modal operators indicating nomological necessity:

�(C → (A → B))

However, it is not possible, from this premise, to deduce the following:

C → �(A → B)

This could only be deduced if C was necessary (in which case �(A → B) could
also be deduced!), but unless all facts are necessary, which would trivialize our
position, we cannot assume it: the fact that there is no magnetic field at some place
in the universe is not necessary, but contingent.

In other words, if the new theory says: “It is necessary that with background
conditions C, there is a relation between A and B”, that does not entail that with
background conditions C, there is a necessary relation between A and B. This is not
so much of a problem for a modal empiricist, who could say that the old theory is
still modally adequate if we pragmatically restrict the range of possibilities to the
ones where C is the case. This is permitted once one adopts a possible situation
semantics instead of a possible world semantics: the statement can be made true
by restricting the range of situations considered to the ones where C holds. C

is considered necessary in context, in virtue of the way relevant situations are
identified (so, the notion of necessity involved for fixing C is not metaphysical,
but conventional: see Sect. 5.2.1). But for a structural realist who would like the
necessity involved to be nomological, the fact that there is no necessary relation
between A and B, but only between A, B and C, is problematic because the
relation between A and B does not correspond in any sense to the fundamental,
modal structure of the world: it only corresponds to the structure of phenomena in
situations where C holds. In other words, it is relative to a context where C is the
case. But the fact that C holds in some places, and not others, is contingent, not
necessary.

Perhaps the law of the old theory could be seen as an approximation of the new
law. Let us say that a modal statement approximates a law of necessity if it is true in
“most possible contexts”, where the context refers here to background conditions.
The problem with this strategy is that it requires one to provide a measure on
contexts, and it is not obvious how to do so, and whether it makes sense at all.
Different background conditions could correspond to different models in the new
theory, and a theory does not provide a measure on its models. Even granting that it
makes sense, it does not seem that the law of an old theory of light that, say, does
not take into account magnetic influences, would approximate the law of the new
theory, except if we chose an ad-hoc measure on contexts. Arguably, there are many
more possible configurations of the magnetic field where the old law would fail
than configurations where the old law would succeed. In light of theory change, the
success of the old law is better accounted for by the fact that we live in places where
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the magnetic field is weak than by the fact that it could approximate a strict law of
necessity. So the relations that are retained in theory change are either contingent,
or if modal, they are so only in a relative sense, such as the sense adopted by modal
empiricism, but they are not absolutely modal, nor do they approximate absolutely
modal relations.

Maybe this will be clearer with an example. Take Galileo’s law of free fall,
according to which all falling objects accelerate at 9.8 m/s2. The law is certainly
retained in contemporary physical theories in the sense given by Post’s principle
of correspondence mentioned above. However, there is no sense in which it is a
modal relation pertaining to the fundamental structure of the world: the number
“9.8”, although it is part of the mathematical structure of this law, does not appear
in contemporary physics, and not even the idea of constant acceleration is retained.
Arguably, this law only approximates contemporary ones in a tiny range of possible
contexts with specific background conditions. This law is rather, in light of new
theories, a contingent empirical consequence of the fact that we live on the surface
of the Earth, and that the Earth has a given mass and a given size, but all these
contextual aspects, and the way they are involved, are only accessible through the
new theories.

There is no problem, from an empiricist perspective, in making this kind of
relation relative to our epistemic situation in the world, since, after all, an empiricist
is often willing to accept that the content of our representation is not absolute but
relative to our epistemic position. But this epistemic relativity is not compatible
with a realist stance towards these relations of necessity. This is where the main
difference between modal empiricism and structural realism lies. Postulating a
relation of correspondence between Galileo’s law and the modal structure of the
world is problematic given that it appears to be merely contingent. It is not true that
modal relations are retained in theory change, or at least, not the kind of modal
relation a realist would call for. Either the relations that survive theory change
are not modal, but contingent, or if they are modal in a restricted sense, they are
not primitive nor nomological, but relative to our specific epistemic position. The
structural realist can accept that the laws of past theories, such as Galileo’s law
of free fall, are not fundamental, of course, but then, by meta-induction on past
theories, there is no reason to think that the laws of contemporary theories are
fundamental either.

French (2020) addresses this argument, and provides a fallibilist answer. I will
examine it later, together with other responses to the pessimistic meta-induction.

7.4 Relativity and Fundamentality

I have argued in the previous section that modal relations only survive theory change
if one adopts a notion of relative necessity, and that it is incompatible with realism.
This analysis applies quite straightforwardly to versions of structural realism that
maintain that our physical theories represent the fundamental modal structure of
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the world, given that a relatively modal relation �R cannot count as fundamental
in a world where �(C → R) is the case. This applies in particular to French’s
version and its repeated emphasis on fundamentality (French 2014, p. 44, p. 114,
ch. 10). However, structural realism, even in its ontic version, is not a monolithic
doctrine, and one could wonder whether less metaphysically inclined versions could
accommodate relative modalities.5

7.4.1 Real Patterns and Locators

According to Ladyman and Ross (2007), the modal relations science describes need
not be fundamental. In particular, the “real patterns” discovered by special sciences
are specific to certain domains or scales and are relative to (“projectible under”)
perspectives (Ladyman and Ross 2007, ch. 4.4). Ladyman and Ross go as far as
claiming that they can make sense of relative necessity (Ladyman and Ross 2007,
p. 288). This seems at odds with our contention that modal relations that are relative
to our epistemic context cannot count as real.

Note that the relativity invoked by Ladyman and Ross is not enrolled in discus-
sions on theory change, but rather on scales and fundamentality and the relationship
between physics and the special sciences. In their account, the perspective to which
modal relations are relative can be specified by “locators”. However, the problem
we are confronted with is not so much a problem of fundamentality. The notion
of locators Ladyman and Ross employ seems inappropriate for our purpose. This
notion is apparently extensional (Ladyman and Ross 2007, ch. 2.3.4). It amounts to
limiting the domain of a theory to part of the actual universe. The parthood relation
involved need not be spatio-temporal: it could be, for example, “at a certain scale”,
or “for a particular set of actual phenomena”. However, old and new theories of light
both apply to the same type of phenomena, at the same scale, and as we have seen in
the previous section, limiting the domain of a theory to parts of the actual universe
where C is the case will not make its modal statements true, unless C is necessarily
the case in those parts of the universe. For example, limiting the domain of an old
theory of light to parts of the universe where there is no magnetic field will not make
its laws true as a matter of nomological necessity, in so far as there could have been
a strong magnetic field in those places. Or limiting the domain to situations near the
surface of the Earth does not make Galileo’s law necessarily true, because the Earth
could lose part of its mass following a cosmic disaster. What needs to be fixed, if
one wants to have relations that survive theory change, is not the location, but the
background conditions.

To say it differently, the appropriate limitation for our modal statements is
not extensional, but intensional: it is a limitation in terms of possible contexts,
where some background conditions that are not specified by the theory must hold

5I am thankful to anonymous referees for pressing me on this issue.
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in all relevant possibilities. Invoking locators might be fine for the prospect of
understanding the role of special sciences with respect to more fundamental theories
(although I suspect that intensional constraints are involved as well), but in the
context of theory change, the relevant intensional context is only accessible in light
of a new theory, and so, we are in no position to claim that contemporary theories are
structurally true relative to specific background conditions. All we can do is allude
to our epistemic position.

One could argue that locators “point” to the relevant background conditions,
by selecting situations of interest and assuming a ceteris paribus clause. I have
proposed something along this line in Sect. 5.2.1. The problem is that pointing to
background conditions does not make them explicit, and an ineliminable epistemic
relativity remains. Indeed, claiming that the relations that our theories describe are
“relatively modal” without specifying the background conditions to which they are
relative would lead to triviality in the context of Newman’s objection, since quite any
relation can be considered modal relative to some (possibly contrived) conditions.
This shows that relatively modal relations understood in this way cannot count as
real.

Schurz (2009) argues against the pessimistic meta-induction by proving a
theorem according to which under some conditions of empirical success, old
theories refer “indirectly” to entities posited by new theories. This is taken to support
a form of structural continuity between theories. This notion of indirect reference,
and the associated notion of partial truth that Schurz employs, incorporate a domain-
relativity of the kind examined here: the idea is that the old laws can be expressed
as the restriction of the new laws to a particular domain of experience. It is thought
that ultimately, our theories indirectly refer to the entities posited by a true theory.
However, this notion of indirect reference is insufficient for realism for the reasons
just given: relative laws cannot count as real. Indeed, by the standards set up by
Schurz, the structure of Galileo’s law of free fall would count as an indirect reference
to the structure of general relativity. It might be true that all the laws of contemporary
physics are expressible as the restriction of the laws of a true theory to a particular
domain. However, since this domain remains unspecified by our current theories,
this is not informative.

In sum, the patterns discovered by special sciences could count as real if the
background conditions to which they are relative could be specified, presumably
in a more fundamental theory. In other words, we still need a more fundamental
level that is not relative to our epistemic position if we want to make sense of
Ladyman and Ross’s position. Ladyman and Ross are consistent in this respect: even
though they assume that special sciences describe real patterns that are only present
at certain scales, they entertain a more ambitious stance towards physics. According
to them, fundamental physics discovers structures of a “higher level of necessity”.
It is responsible for supporting counterfactuals across the entire actual universe: the
residual relativity of modal statements is a relativity to contingent “structural facts
about the whole universe”, such as its initial conditions. This is why fundamental
physics “gives the modal structure of the world” (Ladyman and Ross 2007, p. 288).
Such a stance towards physics seems necessary for structural realism to qualify as a
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version of realism. The problem is that the arguments of the previous section apply
to this view: this modal structure does not survive theory change.

7.4.2 Fallibilism

Ladyman and Ross (2007, p. 99)’s claim that “ontic structural realism ought to be
understood as modal structural empiricism” is instructive. Why classify this position
as a brand of realism? For them, “[modal empiricism] is a form of structural realism
because according to it the theoretical structure of scientific theories represents
the modal structure of reality” (Ladyman and Ross 2007, p. 111) (I will take the
faithfulness of this representation to be implicit here). What a faithful representation
is, and how it latches onto reality, can be understood in different ways in a
structuralist context (see French 2014, ch. 5.10), but one would expect that a notion
of truth (perhaps partial or approximate truth) that is not epistemically constrained,
such as correspondence truth, would be involved at some point. Arguably, an
epistemically constrained notion of truth, such as pragmatic truth, is incompatible
with realism as generally understood.6 For example, Ladyman and Ross take a
pragmatic stance towards individual objects, the existence of which they deny.

This adoption of a strong notion of truth should hold even within a fallibilist
approach, wherein structural realists would grant that theoretical modal statements
are revisable and that contemporary theories of fundamental physics are not at the
stage of composing a “grand unified theory” (as exemplified by French 2014, p.
163) (French 2020).

As observed in Sect. 6.4.2, this fallibilist approach can be adopted by an
empiricist, because in light of new theories, one can easily claim that old theories
are still empirically adequate within a limited domain of application (in a range
of possible situations). Past theories are still modally adequate in this domain and
science advances by accumulating empirical knowledge. Scientific progress can be
viewed as an extension of the range of epistemic contexts available to us, which
does not mean that we could be free of any epistemic context at any point in time, or
that we could claim to have access to “most possible epistemic contexts”, whatever
that means.

However, fallibilism is much more problematic for a structural realist. I assume
that this stance makes sense if the fallibilist assumes that contemporary theories
still approximately capture part of the modal structure of reality, but as we have
seen previously, there is no sense in which a statement �R could strictly, partly or
approximately correspond to a modal structure described by �(C → R), so it does

6Some positions that adopt an epistemically constrained notion of truth are labelled realism. This
is the case, for example, of Putnam’s internal realism. Modal empiricism could qualify as realism
if the term is understood in this very broad sense, but this is not the general acceptation of the term.
This is a terminological issue that will be addressed in Chap. 8.
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not make much sense to claim that old theories are still true in a limited domain.
By meta-induction on past theories, we have every reason to assume that current
theories are as false as past ones. An honest fallibilist should therefore consider that
it is likely that our theories are not even approximately true (whereas they can be
approximately adequate), but then it is not clear what realist component remains.

I should make a remark on the idea briefly mentioned above that we would have
access to “most possible epistemic contexts”. In response to the pessimistic meta-
inductions, various authors have argued that science has grown exponentially, that
we are now much better at making observations than before, that we have explored
more alternative theories, and so, that contemporary theories are much more likely
to be true than the ones of the past (Ruhmkorff 2013; Fahrbach 2011; Devitt 2011;
Doppelt 2007). The main problem with this argument is that we lack an external
viewpoint in order to evaluate this idea. A few centuries ago, the universe was
thought to be much smaller than it is thought to be now, and scientists of the past
could entertain the idea that they had explored most of it. I see no reason to assume
that we are in a different position now, and I do not think that we have any means of
knowing that. This is a good reason for suspending our judgment in these matters
(see also Wray 2013; Müller 2015).

In light of this, we should assume, at most, that our theories capture the modal
structure of observations that are accessible from our epistemic context, which
corresponds to modal empiricism. This ineliminable reference to an epistemic
context associated with unknown background conditions that we are in no position
to specify any further until a new theory arrives is precisely what makes modal
empiricism a version of empiricism rather than realism: only an epistemically
constrained notion of truth, such as pragmatic truth, will account for it.7

In sum, Ladyman and Ross’s version of ontic structural realism might be as close
to modal empiricism as structural realism can get, but their contention that physics
gives us the modal structure of the world makes it a distinct position, and unless
they provide an account of partial or approximate truth for relative modalities that
solves the problems mentioned here, their position cannot be sustained in the face
of the pessimistic meta-induction.

7.5 Modal Empiricism: The Best of Both Worlds

The aim of this chapter was to highlight the main difference between modal
empiricism and scientific realism. This was done by comparing modal empiricism
to the closest version of realism: structural realism. As we can see, the difference

7There is a further and more radical difference between modal empiricism and structural realism
that was not addressed in this chapter. The normative component of communal representations,
associated with the performative component of contextual representation, could imply that
scientific models and theories are not purely descriptive. I will develop this theme in the next
chapter.
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between the two lies in the interpretation of modalities. Modal empiricism is
committed to the existence of situated possibilities, in the sense developed in
Chap. 5. It entails that the relations of necessity that are discovered are only relative
to the situations of the world to which we have access, and to the aspects of these
situations that are accessible to us. In sum, according to modal empiricism, (1)
relations of necessity are not absolute, but relative to an unspecified background
context associated with our epistemic position, and (2) they are relations between
possible observations and manipulations, which are also relative to our cognitive
abilities and (in contexts) particular purposes. Since neither the relations nor the
relata to which modal empiricism is committed can be considered real, modal
empiricism is not realism. It does not purport to explain the empirical success of
theories by appealing to real relations: it merely states this success.

This makes a crucial difference when addressing the pessimistic meta-induction.
An empiricist stance is compatible with a fallibilist approach towards theories,
because failures are easily accommodated by restricting the domain of application
of our theories. I am not convinced that fallibilism really makes sense for a realist if
failure means that theories are false simpliciter, and not approximately or partly true.
As we have seen, a commitment to “real” relations, be it nomological or “primitively
modal” relations, has this consequence.

Worrall claimed that structural realism offers us the “best of both worlds”
between scientific realism and empiricism, because it can respond to the two
main arguments in the debate: the pessimistic meta-induction and the no-miracle
argument. We have seen in the previous chapter how modal empiricism could
respond to the no-miracle argument, and in this chapter, we have seen that it does not
fall prey to the pessimistic meta-induction in the same way realism does. I believe
that structural realists are right that one can have the best of both worlds by focusing
on the modal structure of theories, and I would say that it is what modal empiricism
achieves. The only mistake of structural realists is to position themselves in the
realist camp, while if they want to address problems of theory change, they simply
have to be empiricists.

The notion of truth and its various conceptions came up during the discussions
of this chapter. The difference between realism and modal empiricism could indeed
be addressed in terms of truth: what makes a statement of necessity true, according
to a modal empiricist, is not a correspondence to a nomological structure, because
it is dependent on a perspective. Perhaps then modal empiricism could be expressed
differently. Instead of claiming that theories are not true, but merely empirically
adequate (or that the aim of science is to produce such theories), we could say that
theories are true, but in a pragmatist sense. I will explore this proposal in the next
and final chapter of this book.
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Chapter 8
Semantic Pragmatism

Abstract Modal empiricism can simultaneously provide a faithful picture of the
functioning of science and respond to the epistemic challenges of the debate on
scientific realism. If we accept it, why maintain a gap between our semantic theories
concerning the content of scientific theories and what we take to be the achievements
of science? Why not equate theoretical truth with modal empirical adequacy,
and theoretical meaning with conditions of ideal modal empirical success? This
concluding chapter examines the issue of semantic realism, and suggests that an
alternative pragmatist conception, based on modal empirical adequacy, could well
account for the semantics of scientific discourse. As a consequence, a metaphysician
should not shy away from being a modal empiricist if she accepts reinterpreting her
activity. The main advantage of this proposal is that it is able to bring pragmatic
relevance to metaphysical discourse.

8.1 Anti-Realism, Acceptance and Belief

In this book, I have presented and defended modal empiricism, which is a position
of compromise in the debate on scientific realism. According to modal empiricism,
there are possibilities in the world, and natural constraints on these possibilities.
The aim of science is to produce theories that correctly account, in a unified way,
for the way these constraints affect our possible observations and actions. Science
is generally successful in this aim, and scientific theories thus allow us to navigate
successfully in this world: this is the kind of undestanding that science has to offer.

Modal empiricism puts the contextual aspects of scientific practice at centre
stage, and understands communal aspects in relation to the former rather than
the other way around. Scientific theories and theoretical models are understood as
conveying communal norms for their possible contextual applications, so the aim of
science is to give us ideally successful norms of representation. This stance towards
theories is motivated by recent debates on scientific representation, which were
presented in Chap. 2, and it is articulated in the form of an account of epistemic
representation, which was developed in Chap. 3.
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In the course of this book, I have defended modal empiricism against its main
opponents, constructive empiricism, scientific realism and structural realism, by
examining the arguments of the axiological and epistemic debates on scientific
realism. In Chap. 4, I developed the notion of empirical adequacy that characterises
modal empiricism and compared it to the one proposed by van Fraassen, in order to
argue that modal empiricism is better apt to make sense of scientific practice as a
rational activity. This is the axiological component of the debate, the one concerned
with the aim of science. The main difference between constructive empiricism
and modal empiricism is that modal empiricism expresses empirical adequacy in
terms of situated uses, and in modal terms: an ideally successful theory should
account for merely possible observations and manipulations in particular situations.
An adequate theory gives us a reliable map of what it is or is not possible to do
and observe in this world in what circumstances, from our perspective. This helps
account for the interventionist component of scientific experimentation. In Chap. 5,
I presented in more detail the situated modalities to which modal empiricism is
committed. I gave a few semantic, pragmatic and empirical reasons to accept them,
and rebutted sceptical arguments against the possibility of modal knowledge by
proposing an inductivist epistemology for situated modalities. This result supports
the soundness of taking modal empirical adequacy to be the aim of science, and
constitutes a first step in the epistemic debate, concerned with the achievements of
science and the justification of our attitudes towards scientific theories. It warrants
believing in the modal empirical adequacy of successful theoretical models.

In Chap. 6, I examined critically the realist argumentative strategy, and I argued
that modal empiricism can respond to the no-miracle arguments and account for
successful novel predictions in so far as empirical adequacy can be justified, since
novel predictions are among the possibilities for which the theory is adequate. I
provided an inductivist justification for empirical adequacy at the theory level, based
on an induction on models. Invoking this form of induction threatens to bring modal
empiricism very close to scientific realism, since it seems to presuppose that nature
is not only uniform, but structured. In Chap. 7, I compared modal empiricism to
the closest version of realism, structural realism, and explained that an important
difference remains between the two positions. This difference lies in the epistemic
relativity of situated modalities. The relations of necessity that are warranted are
not absolute, but relative to our position in the universe, and they are presumably
intensionally limited. This makes modal empiricism distinctively empiricist, and
better apt to respond to problems of theory change. Modal empiricism thus comes
out as the best position of compromise in the debate on scientific realism.

This whole debate on whether science aims at truth and whether theories are
true presupposes semantic realism. As explained in the introduction of this book
(Sect. 1.2), semantic realism assumes that scientific theories should be interpreted
“at face value” or “literally”, which is taken to imply a robust conception of truth,
such as correspondence truth. The arguments in favour or against epistemic realism
only make sense assuming such a notion of truth.
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Semantic realism is accepted even by some anti-realists. For instance, van
Fraassen accepts that scientific theories should be interpreted literally, even though
he does not think that the aim of science is to produce true theories in this sense.
One could wonder why one should maintain a gap between semantic and epistemic
aspects, as van Fraassen does. According to his constructive empiricism, the
cognitive content of a theory consists in descriptions of reality, but at the same time,
the aim of science is not to describe reality. So, when a scientist presents a theory,
we should interpret the content of what she says in terms of literal descriptions of
the world, but without presupposing that she actually aims at describing anything,
except observable phenomena. This is rather counterintuitive.

In order to make sense of this gap, van Fraassen introduces a distinction between
acceptance and belief. According to van Fraassen (1980),

To accept a theory is to make a commitment, a commitment to the further confrontation
of new phenomena within the framework of that theory, a commitment to a research
programme, and a wager that all relevant phenomena can be accounted for without giving
up that theory. (p. 88)

Acceptance also has a linguistic dimension:

The language we talk has its structure determined by the major theories we accept. That is
why, to some extent, adherents of a theory must talk just as if they believed it to be true.
(p. 202)

However, accepting a theory does not require believing that it is true: “acceptance
of a theory involves as belief only that it is empirically adequate” (p. 12), and
this belief can be a matter of degree (p. 9). Such acceptance is associated with
an empiricist stance towards science. Van Fraassen does not claim that we should
accept theories in this sense, nor that we should not believe in more than empirical
adequacy. A stance, unlike a philosophical thesis, involves a voluntary element, and
because of this, stances cannot be evaluated on purely neutral grounds. They should
be tolerated as long as they are not irrational. This aspect is part of van Fraassen’s
voluntarist epistemology (van Fraassen 1989, ch. 7.5).

I agree with Horwich (1991) and Mitchell (1988) that van Fraassen’s notion of
acceptance is not very different from belief. In general epistemology, the difference
between acceptance and belief is characterised by the following criteria: acceptance,
contrarily to belief, is context-dependent; it is subject to voluntary control; it does
not come in degrees, and it need not be shaped by evidence (Buckareff 2010). A
certain notion of acceptance that corresponds to this understanding of the term can
be found in scientific practice: it is the attitude a scientist adopts when performing
an empirical test of a theory without presupposing that the theory will pass the test
(Maher 1990). However, this does not require believing that the theory is empirically
adequate, so this notion is not the one van Fraassen has in mind. Van Fraassen’s
notion of acceptance is not context-dependent, because a research programme is not
restricted to particular contexts. It comes in degrees. It must be shaped by evidence
since a belief in empirical adequacy is involved. Finally, it is not entirely subject to
voluntary control if this belief is involved.
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There might be a meaningful distinction between van Fraassen’s notion of
acceptance and belief assuming a correspondence theory of truth. However, the idea
that it involves “a wager that all relevant phenomena can be accounted for without
giving up that theory” makes it very close, if not identical, to the idea that theories
are true in the pragmatist sense. In what follows, I will argue that we should adopt
such a conception of truth, thus removing the gap between our semantics and our
epistemic assumptions, and the need for a distinction between acceptance (in van
Fraassen’s sense) and belief.

8.2 Correspondence and Pragmatic Truth

As already explained, semantic realism involves a conception of truth that is not
epistemically constrained, like correspondence truth. According to this conception,
something is true if it corresponds to reality. Such a “verification-transcendent”
notion of truth introduces a principled gap between what makes a statement true and
our capacities to know that it is true on the basis of empirical evidence, and this gap
can be held responsible for the sceptical arguments examined in this book, such as
the underdetermination of theories by experience (see Sect. 6.2.1). So, why maintain
such a gap between semantic and epistemic aspects? Why is semantic realism so
widely accepted?

One reason to be a semantic realist could stem from the idea that correspondence
truth is the most natural and intuitive conception of truth. However, correspondence
truth has been criticised on various grounds. I will not present all these criticisms
here (see Khlentzos 2016), but generally speaking, invoking a transcendental
relation between our representations and reality legitimately brings suspicion. When
trying to make sense of this idea of correspondence between representations and
reality, the best we can do is bring in more representations: one might, for example,
represent an agent’s belief as a model, and then represent the target of this agent’s
belief as another model. Then, one will observe that when the represented belief
is true, there is a relation of correspondence between these two models, which
could be, for example, an isomorphism. Call this representation of a representation
relation a second-order representation. By doing this, we are not stepping outside of
our representations of the world: this isomorphism is still part of a representation.
So, claiming that truth is correspondence is not merely holding this second-order
representation: one must also claim that this represented isomorphism somehow
corresponds to a real relation of correspondence between the agent’s belief and
reality. But again, we could wonder how to analyse this claim, and our only way
to do so consists in invoking a third-order representation, which leads to an infinite
regress. This transcendental notion of correspondence seems intractable, and one
could wonder whether it makes sense at all.

Admittedly, talking about correspondence is an intuitive way of analysing truth,
but we need not abandon it. The lesson of these remarks is that we should resist
interpreting this intuitive way of talking in a way that transcends our representational
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abilities. A scientific description is considered true if it corresponds to its object,
but in order to verify if there is correspondence, what we do is compare two
representations, and not a representation and reality directly (assuming this idea
makes any sense at all). One representation could be a data model, or perhaps
a perceptual representation of the target, and the other a theoretical model or a
statement. Many times, in particular in ordinary contexts, this kind of comparison is
enough to claim that a belief is true and that it constitutes knowledge. Sometimes,
we say or presume that a description is true without being in a position to verify it,
or we consider that its conformity with data is merely an indicator of truth, but that
the description might still be false. This merely means that we consider or imagine a
comparison between the description and an ideal representation of the object that we
do not actually possess. In any case, there is no reason to assume that there is more to
correspondence than this kind of comparison between various representations with
different sources. In this regard, the correspondence theory of truth seems to trade
on an ambiguity between a mundane and a transcendental notion of correspondence.

Does it mean that we should adopt a coherence conception of truth, according to
which the truth of a belief is only a matter of coherence with other beliefs? Should
we assume that all there is to say about truth is that our various representations of the
world all fit in a coherent conceptual scheme? Coherence truth is often associated
with idealism. Understood in a minimalist way, it seems to lead to a problematic
form of relativism, according to which what is true depends on what one believes.
Many incompatible conceptual schemes could be internally coherent, and we seem
to lose sight of the world by adopting such a conception of truth. So, we should say
more.

This is where pragmatic truth enters the picture. According to the pragmatist,
what is important, in order to understand truth, is to focus on the norms of inquiry.
We should have a look at how our representations are used, and on what grounds
they are accepted or rejected. In this respect, the coherence of our conceptual
scheme certainly matters, but not all representations are on an equal footing. In
scientific experimentation, the relation between theoretical models and data models
is asymmetric: theories are tested against data, and not the other way around.
Representations that are closer to experience generally take (or should take) priority.
Concrete representations, which are rooted in experience, enjoy a form of authority
over more abstract representations.

Of course, as is well known, experimental data is revisable. Just as we can
doubt that our senses are reliable under some circumstances, particularly if they
contradict prior assumptions, we can put into question the accuracy of experimental
data in light of a well-established theory. This is what happened during the OPERA
experiment, for example, whose results seemed to contradict relativity theory (Reich
2011). However, when experimental data is put into question, correcting data
involves checking the experimental setup and the way data was produced, that
is, bringing in more information from experience, and not simply adjusting the
data to the theory by fiat. Furthermore, a scientific theory only gains this kind of
relative authority on particular data when it is highly confirmed, which means that
this authority has been gained from many other observations. Being a pragmatist
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does not mean being a foundationalist. Coherence matters. However, when deciding
how to restore coherence in the face of a contradiction, experience ultimately takes
priority over theory (for a similar view, see Israel-Jost (2015)).

This does not mean that truth should be identified with actual empirical success,
because of course, we could be wrong even when our theories are successful.
According to a pragmatist, truth should rather be identified with ideal empirical
success. A belief is true if it corresponds to an ideal representation of its object, one
that could not be defeated by any possible experience. So, we can make sense of
the intuitive idea that truth involves correspondence even without being a semantic
realist, if we understand correspondence as relating our actual representations to
ideal ones. This alternative to semantic realism will be presented in Sect. 8.4.

8.3 Why Semantic Realism?

I guess that the reasons why semantic realism about scientific theories is often
uncritically accepted in contemporary philosophy of science have historical roots.
Logical empiricists proposed various reductive analyses of the content of scientific
theories in terms of observables that did not stand up to scrutiny (see Sect. 2.2). It
is much harder to find positive arguments for semantic realism in the philosophy
of science literature than it is to find arguments against the reductive semantics
of logical empiricists. However, these criticisms sometimes seem to convey the
idea that semantic realism would offer the most natural way of interpreting
scientific discourse, because scientists would be implicit semantic realists. I have
the impression that this is what is implicitly meant when semantic realism is
characterised as the idea that we should interpret theories “literally” or “at face
value”.

Here is the kind of rationale that is typically offered in the literature. When
a scientist talks about electrons, she seems to be talking about real entities
that populate the world, and not about detection instruments or their outcomes.
Instruments are normally conceived of as means of detecting electrons, not as
determining the nature of electrons, and their outcomes are normally understood as
being caused by electrons. This is how scientists talk, and this way of talking should
be taken “at face value”. So, electrons exist. This is an argument against reductive
semantics, not against pragmatic truth. A pragmatist can agree that electrons should
not be identified with detection instruments, nor with their outcomes, since there
are many possible ways, direct or indirect, of detecting electrons, and they are
generally context-dependent. Modal empiricism actually accounts for these aspects
quite nicely. I will say more about modal empiricism’s interpretation of theoretical
terms in the next section. In any case, the failure of particular reductionist attempts
does not entail that truth is verification-transcendent, and maybe philosophers have
been too fast in their adoption of semantic realism.
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One reaction to the failure of the reductionist semantics entertained by logical
empiricists has been to move to a model-based approach towards scientific theories
(see Sect. 2.2). The idea that such a move would be naturally associated with a
correspondence conception of truth is far from obvious. In a model-based approach,
theories are not linguistic entities, so theoretical truth must be fleshed out by
providing a relation between the models of the theory and reality. Even assuming
that there is a well-defined relation of correspondence between particular models
and what they represent in particular contexts, it is not obvious how to understand
theoretical truth in general.

Claiming that a theory is true if all its models are, or if some of its models
are, only makes sense if models are assigned particular targets of representation.
So, a theory, in order to be truth-apt, should come with norms that specify how
its models can be applied. One can presume that these norms of application rest
on a categorisation of phenomena by the theory. The content of a theory will be
ultimately expressed in terms of relations between these categories of phenomena
and theoretical posits, so a semantic realist must maintain that the way targets of
representation are identified and categorised is not epistemically constrained if truth
is not epistemically constrained. This is quite hard to swallow: sound norms must
be applicable in principle, and their applicability seems to rest on our epistemic and
cognitive abilities, so there are prima facie good reasons to assume that scientific
categories are based on accessible features of phenomena, and that theoretical truth
is epistemically constrained. Otherwise, it would be hard to understand how theories
can be used at all.1 User-centred accounts of scientific representation, with their
emphasis on the purposes of epistemic agents in theory application, also plead
against this view (see Sect. 2.3.2).

A positive argument for semantic realism can be found in the work of Kripke
(1980) and Putnam (1975). Since theoretical terms often survive theory change,
their meaning cannot be identified with the way particular theories describe them:
whales are still whales, whether we classify them as fishes or as mammals. We
should therefore interpret theoretical terms in terms of direct reference to natural
properties. This reference would be first secured by direct ostentation to particular
instances of these properties, and then transmitted from locutor to locutor. The
idea that reference to natural properties would be secured by direct ostentiation
looks plausible in the case of biological species, but less so in the case of physical
properties, such as mass or charge. So, this kind of argument for semantic realism is
not necessarily conclusive. One could also argue, following LaPorte (2004), that the
meaning of theoretical terms does change with theories, but that there are pragmatic
reasons to keep a given term in a new theory, for example because the new meaning
only makes the old meaning more specific. LaPorte notes, in favour of his thesis,
that there were discussions about whether the term “species” should be retained in
evolutionary biology after Darwin proposed his theory of evolution, or if we should

1This is related to Dummett (1978)’s arguments against semantic realism in philosophy of
language. See Ruyant (2020) for a more detailed argument. See also Sect. 2.3.2.
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assume instead that species do not exist, given that species were often thought not to
evolve before Darwin. The way theoretical terms are operationalised often survives
theory change, at least in approximation, which could be another pragmatic reason
to retain them, since they roughly play the same functional roles in experimentation
independently of theories.

The main problem with semantic realism as it is often presented is that the
locution “at face value” is inherently vague, and the very idea that interpreting
scientific discourse “at face value” implies a form of semantic realism is far
from obvious. I am not convinced that scientists or ordinary speakers are implicit
semantic realists. Actually, I am not even convinced that they entertain strong views
on the semantics of their utterances, let alone strong metaphysical interpretations of
these utterances, as the realist usually does.

There is not always one straightforward realist interpretation of a theoretical
framework. Take quantum mechanics, for instance. This theory presents us with
abstract mathematical structures with different co-existing formulations (wave
mechanics versus matrix mechanics), and realist metaphysicians have proposed
various incompatible ontologies in order to make sense of the theory, such as
point particles, matter-density fields, events or multi-fields: the so-called “primitive
ontologies” (Belot 2012).2 A consistent semantic realist should say that these
proposals are all different scientific theories, and that quantum theory is not a theory
at all, because its transcendental truth conditions are underspecified. Calling these
proposals scientific theories is counterintuitive, because scientists do not seem as
interested in these ontological questions as metaphysicians are. Nevertheless, this
conclusion is endorsed by Maudlin (2018). Coffey (2014) also argues for such a
notion of interpretation on the basis of limitations of formal accounts of theory
equivalence. But some of Coffey’s conclusions seem at odds with ordinary ways of
speaking in science. For example, he believes that assuming two different accounts
of laws of nature (say, a Humean and a dispositionalist account) when interpreting
a given theoretical framework gives rise to two inequivalent theories (footnote
40). The question is: where will interpretation stop? Should different metaphysical
conceptions of natural kinds imply a plethora of different theories in chemistry or
biology? Semantic realism seems to lead us astray.

Perhaps there is a meaningful way to draw the line between theoretical content
and metaphysical content in the context of semantic realism. However, I believe
that in order to know what interpreting a theory “at face value” means, it makes
more sense to have a look at how the theory is actually interpreted in context, when
applied to concrete targets of representation by actual scientists, and I suspect that
it would give us the notion of equivalence that scientists generally have in mind.

Admittedly, empirical equivalence is too weak to account for the way scientists
distinguish between theories. However, the account of representation developed
in this work allows for finer pragmatic distinctions (see also Nguyen 2017). For

2Note that these proposals are independent from the interpretative issues associated with the
measurement problem.
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example, empirically equivalent theories that “permit” the same possible states for
targets of representation in all possible contexts could classify contexts differently,
by means of general models with different domains of application, which could
make a difference in the way these theories can be extended to new domains.3 To
give another example, Bohmian mechanics implies that all measurements should
be reinterpreted as position measurements, while the standard formulation of
quantum mechanics allows for other properties to be measured. Although these two
formulations are generally considered to be empirically equivalent, the contexts in
which Bohmian models can be interpreted are not delineated exactly in the same
way as the ones where standard quantum mechanical models can be interpreted:
sometimes, parts of measuring instruments must be represented in a Bohmian model
to yield position predictions. So, it seems possible to develop an intuitive notion of
theory equivalence and of “face-value” interpretation that is finer than empirical
equivalence without resorting to a transcendental relation between theories and
reality.4

Other observations cast doubt on the idea that ordinary scientific discourse is
implicitly realist. Scientists are presumably competent interpreters of their own
theories, but at times you can hear physicists claiming that Newtonian mechanics
is true “within its domain of validity”. This relativisation of truth to a domain of
experience is not clearly compatible with semantic realism. Finally, the standard
textbook formulation of quantum theory explicitly mentions measurement, an
epistemically loaded notion, while so-called realist interpretations often attempt to
complete this standard formulation with additional structure in order to eliminate
this dependence on measurements. Invoking an epistemically loaded notion does
not seem to cause much trouble from a scientific point of view, and it is far from
clear who, in these matters, is really interpreting the theory at face value, and who is
imposing reinterpretations that fit their agenda. So, if the idea is to make good sense
of scientific discourse in general, to take it “at face value”, semantic realism might
not be our best option after all.

As I said earlier, semantic realism can be held largely responsible for under-
determination arguments, since it introduces a principled gap between truth and
our epistemic abilities. This is what motivates invoking problematic modes of
inference, such as inference to the best explanation, as analysed in Chap. 6.
Arguably, the pessimistic meta-induction presented in Chap. 7 also arises because
of semantic realism. A pragmatist notion of truth does not entail the same kind of
ontological discontinuity between successive theories, since various ontologies can
be considered equivalent if they have the same practical implications. In light of all
this, we would be much better off if we abandoned the problematic (and unhelpful)
thesis of semantic realism, at least as far as scientific theories are concerned.

3This kind of analysis could match the notion of categorical equivalence that has been recently
proposed (Barrett and Halvorson 2016).
4Of course, this would deserve more analysis, in particular assuming that the models licensed by
a theory evolve with time, which could be a difficulty for understanding theory equivalence. See
Sect. 3.4.1 on theory identification.
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8.4 A Pragmatist Alternative

According to Peirce (1931, 5.565), “Truth is that concordance of an abstract
statement with the ideal limit towards which endless investigation would tend to
bring scientific belief.” Another way to express this idea is to claim that a belief is
true if it would withstand doubt, were we to inquire as far as we fruitfully could on
the matter. In sum, pragmatic truth can be associated with a notion of ideal success.
A complementary account associates truth with norms of assertion and inquiry:
asserting something (and so, claiming that it is true) commits us to providing reasons
in support for our claims and being held accountable for its implications, for instance
(see Misak 2007).

Restricting our consideration to the context of science (which, according to
Peirce, is continuous with everyday inquiry), there are reasons to think that the
modal understanding of empirical adequacy proposed in this book is fit for being
identified with theoretical truth. Empirical adequacy is a notion of ideal success,
and it is associated with the aim of science, and thus plays a normative role for
inquiry, just like pragmatic truth. It is also a modal notion, which fits well with
the pragmatist emphasis on interventionist aspects, as explained in Sect. 4.2.4. The
modal empiricist accepts that there are possibilities in the world, and this can also
help make sense of the conditionals used in pragmatist accounts of truth (“it would
withstand doubt”).5 If a theory correctly accounts for all possible manipulations
and observations we could make in a domain of experience, then it would indeed
“withstand doubt, were we to inquire as far as we fruitfully could on the matter”,
and believing that a theory is empirically adequate is nothing more than believing
that it would do so.

Another reason to identify empirical adequacy with truth stems from the strong
analogies between the account of representation used in this book and aspects of
philosophy of language.

There is a tight association between the notions of truth and meaning. Meaning
is often understood in terms of truth conditions: the meaning of a statement is
identified with the set of conceivable states of affairs that would make this statement
true, also called its intension. This notion of meaning applies to particular utterances

5This modal aspect seems to be one of the reasons why van Fraassen does not endorse a pragmatist
notion of truth, and opts for a distinction between belief and acceptance instead. He writes:
“Whether belief that a theory is true, or that it is empirically adequate, can be equated with belief
that acceptance of it would, under ideal research conditions, be vindicated in the long run, is
another question. It seems to me an irrelevant question within philosophy of science, because an
affirmative answer would not obliterate the distinction [between belief and acceptance] we have
already established by the preceding remarks. (The question may also assume that counterfactual
statements are objectively true or false, which I would deny.)” (van Fraassen 1980, p. 13, my
emphasis). Contrarily to van Fraassen, I do not think that the question mentioned is irrelevant,
because as argued earlier, his notion of acceptance appears to be very close to a pragmatic notion
of belief, so accepting the latter does obliterate the distinction between acceptance and belief. And
of course, I am not bothered by the idea that counterfactual statements are objectively true.
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in context, but not necessarily to sentence types. The truth conditions of a sentence
like “I am hungry” depend on who utters the sentence, so the sentence has no truth-
condition outside of a context of use. However, its meaning can be captured by
means of a character, which is a function from context to intension (Kaplan 1989):
in each context, the sentence is true if the speaker is hungry.

The two-stage account of epistemic representation presented in Chap. 3 is a
direct transposition of these accounts of meaning into a model-based conception of
scientific theories. A model, interpreted in context, is the analog of an utterance, and
its “meaning” or cognitive content is given by an interpretation, which determines
its accuracy conditions (Sect. 3.2.2). This corresponds to the notion of intension.
An abstract theoretical model presented outside of any context of use is analogous
to a sentence type, and its “meaning” is given by a function from context to
interpretation, which corresponds to a character (Sect. 3.3.3).

We could push the analogy between scientific and linguistic representation
further, and observe that the laws and principles of a theory, what I have called
meta-norms of representation, are quite analogous to grammatical rules, in that
they constrain model construction in the same way grammatical rules constrain
the construction of sentences. One could understand the theory of evolution as
providing a “grammar” for representing a class of biological processes, and the
formalism of quantum theory as a “grammar” for representing physical phenomena.
The grammatical rules of natural languages are not purely conventional or arbitrary:
they serve an aim, which is efficient communication, and not any rule can serve this
aim (think of the way tenses allow us to talk about time). So, the fact that theoretical
laws are revisable and responsive to experience rather than purely conventional is no
objection to this comparison.6 As for theoretical terms, my suggestion is to identify
their meaning with the functional roles that they play in representation, as captured
by experimental and theoretical norms.7

In sum, the account of scientific representation provided in Chap. 3 is also an
account of the “meaning” or cognitive content of scientific theories, and from a
pragmatist perspective, there is no need to invoke any kind of realist interpretation

6Admittedly, the analogy between science and natural languages breaks down at some point,
because the aim of scientific models is not efficient communication, but efficient experimentation.
This might imply that theoretical laws are a bit more substantial than grammatical rules.
7Brandom (1994) has proposed to understand the meaning of linguistic terms in terms of introduc-
tion and elimination rules. The former correspond to the conditions in which it is appropriate to
introduce the term, and the latter correspond to the inferences to which we commit by introducing
the term. This account could possibly be adapted to our framework, with experimental norms
playing the role of introduction rules and theoretical norms that of elimination rules. Note that this
stance is compatible with a form of externalism about meaning, since norms are not necessarily
perfectly known by the users of the theory. The correct application of a theoretical term can be
deferred to the community. It could even be deferred to a future potential community, or to an
ideal state of knowledge, assuming that these norms are not always clearly specified and can be
improved upon. This is the case notably when these norms are tacit rather than explicit and rest on
practical knowledge, as is often the case for experimental norms. This provides another response
to Kripke and Putnam’s arguments mentioned in the previous section.
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on top of this account. Assuming the traditional connection between truth and
meaning, we can say, accordingly, that an interpreted model is “true” or veridical
if it is accurate. At the level of theoretical models, we can understand truth in terms
of ideal success: a theoretical model is “true” if its interpretations are accurate in
all possible contexts. Finally, if theories are capable of being true or false, which
is suggested by the way the term “theory” is commonly used, we can say that a
theory is true if all its models are. These notions of truth correspond exactly to our
definitions of empirical adequacy for models and theories (Sects. 4.2.6 and 4.3.3).
I think that this notion of truth, combined with the idea that theories categorise
contexts in certain ways, and are therefore disposed to evolve in particular ways
when extended to new domains of experience, does justice to the way scientists
identify equivalent theories. If two theories are applied in the same way in all
contexts, support the same empirical inferences in these contexts, and are extended
in the same way to new domains, then they are equivalent.

From this pragmatist perspective, modal empiricism becomes the position
according to which the aim of science is to produce true theories, and science is
generally successful in this aim. Our best theories are at least approximately true.
So, modal empiricism is a form of realism if realism is understood minimally as a
commitment to theoretical truth, irrespective of one’s conception of truth. Of course,
all the arguments of this book can be carried over to this new version of modal
empiricism. Theoretical truth can be justified by induction; the position accounts
for scientific practice as well as for scientific success without resorting to inference
to the best explanation, and it does not fall prey to the pessimistic meta-induction.

This notion of pragmatic truth does not have the same implications as the one
that a semantic realist would adopt. However, it offers exactly the same linguistic
resources. The modal structure of interpreted models can easily be described as
a causal structure if one adopts a counterfactual theory of causation, for example
Woodward (2003)’s interventionist theory of causation. One could go as far as to talk
about unobservable objects acting as causes and effects when referring to specific
nodes in this structure, even when the associated symbols are not directly interpreted
empirically. These nodes are associated with theoretical terms which play specific
functional roles in the models of the theory, and theoretical models are associated
with types of targets which can also have a theoretical name. If scientific theories
are modally adequate, a superficial analysis of theoretical content in terms of kinds
and properties associated with dispositions, causal relations and laws of necessity
seems available.

This kind of interpretation can help make sense of scientific discourse, where
causal talk is ubiquitous, and where the existence of unobservable entities is not
questioned. It is a crucial advantage for modal empiricism that it can make sense
of this kind of discourse quite directly (see the arguments of Sect. 5.2.3). Without
it, identifying empirical adequacy and truth would be problematic. However, we
have seen reasons to doubt that scientific discourse is metaphysically loaded, so one
should not put too much ontological weight on this way of talking.

For a modal empiricist, the “causal relations”, “objects”, “properties”, “disposi-
tions” or “laws” that can be read off of the structure of scientific theories do not
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describe the fabric of the world. These terms do not have the ontological meanings
usually attributed to them in metaphysics. This is because the modal structure of a
model interpreted in context is ultimately a structure of possible manipulations and
observations. The accuracy of an interpreted model does not depend exclusively on
the way the target of representation is independently of the user. It rather depends on
the success of the user’s interactions with this target. Particular purposes limit the
range of possibilities considered for the target (Sect. 5.2.1). This relativity entails
that the causal structure that an interpreted model describes is not a structure of
“real relations” (Sect. 7.3), and by extension, the nodes of the causal structure
that are only interpreted in terms of their positions within this structure are not
“real objects”. The types associated with theoretical models are more appropriately
understood as types of contexts or activities than as natural kinds (see Sect. 3.3.3),
and the functional roles played by theoretical terms only make sense relative to
these types. But these differences in interpretation between modal empiricism and
scientific realism do not appear at the surface level of scientific discourse. They only
appear when one starts discussing semantic or metaphysical issues.

8.5 Scientific Objectivity

I wish to emphasise that the anti-realist stance presented here should not be
associated with relativism, nor with a denial of scientific objectivity. The pragmatist
notion of truth is objective. Scientific objectivity is sometimes understood in terms
of context invariance, or in terms of value neutrality. Ideal norms of representation
have both features: they should be reliable in all contexts, and therefore, they
should not depend on local purposes and values. This is the case for norms
of experimentation, which ensure the cross-contextual stability of experimental
outcomes, as well as for theoretical norms.

Now, if scientific theories are objective, or tend towards objectivity, what
prevents a realist interpretation?

There are two aspects that block an inference from objectivity, thus understood,
to reality. The first one is that the kind of objectivity that is practically attainable
is not necessarily absolute. We have seen that local purposes have the effect of
limiting the range of possibilities considered in a given situation: some possibilities
(including possibilities of discrimination) are excluded by stipulation because they
are considered irrelevant in context (which can imply physical controls on the
represented object). This could result in the fact that some patterns of relative
necessity are “seen” in a context, but cannot be generalised to all contexts, which
is a form of subjectivity. The fact that a norm is adequate in a large variety of
contexts means fewer limitations for the range of possibilities considered, and
more objectivity. However, this does not mean no limitations at all. As observed
in Sect. 7.4, even if scientific theories embrace a large variety of potential contexts,
there is no sense in which we can pretend having access to all possible contexts,
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and our representations ultimately depend on our cognitive constitution and on our
situation in the universe.

Now, even if theoretical models could embrace an unlimited range of possible
contexts and thus achieve an ideal form of objectivity, I would still refrain
from identifying the notion of objectivity implied with correspondence to mind-
independent facts. The second reason to resist this move is that this particular notion
of objectivity is actually orthogonal to the fact–value dichotomy. It rather follows
the concrete–abstract dichotomy.

Concrete, contextual uses of theories are in general performative, and not only
descriptive, in the sense that applying a model in context requires appropriate
controls of the target, and that the inferences that the model affords guide the
actions of its users when interacting with the target of representation. Contextual
representational activities generally impact the world. For this reason, model choices
in context can be guided by local values associated with particular purposes. In
comparison, abstract representation, associated with the construction of what I have
called general models in Chap. 3, is an “armchair” activity, and it does not have
the same direct impact on the world. However, this does not mean that abstract
representation is purely descriptive. We could rather say that if contextual represen-
tation is directly descriptive and performative, abstract representation is indirectly
descriptive and performative, with the mediation of concrete representation.

An interpreted model is directly performative in the sense that it tells its users
how they should interact with the target of representation. A general model or a
theory is indirectly performative in the sense that it tells its users how they should
represent target systems. It affects our representations rather than the external world.
This impact is not local, but communal, so the process of abstraction, by which
we gain objectivity, can indeed be associated with a form of value neutrality, or
perhaps with a focus on abstract values that are more likely to be widely shared than
local ones. The most abstract values might be identified with epistemic values. For
this reason, I tend to agree that the ideal of value neutrality entertained by some
philosophers in order to distinguish between theoretical and applied science makes
sense to some extent, at least as a regulative ideal.8 However, abstracting away from
local values is not the same as adopting a purely descriptive approach, and this
does not warrant a realist perspective. Embracing more potential contexts actually
brings us further away from local facts as much as it brings us further away from
local values. Therefore, objective truth should not be equated with correspondence
to the facts, but with ideal instrumental reliability when handling local purposes
and local facts, whatever the purposes and facts involved. This blocks any tentative
interpretation of scientific laws in terms of factive laws of nature, or in terms of
dispositional essences of real entities.

8On this debate on scientific objectivity and the “value-free ideal”, see for instance Ruphy (2006),
Elliott and McKaughan (2014), Longino (1996).
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As we can see, one of the main characteristics of the pragmatist stance outlined
here lies in its understanding of abstraction. An abstract representation, such as
a scientific theory, does not float freely in a Platonic space. Its content can only
be interpreted in terms of its potential applications. In this sense, indexicality is
a defining characteristic of abstraction. This has implications for the interplay
of values and facts: an abstract representation is no less “fact-free” than it is
“value-free”, and performative and descriptive aspects are potentially mixed at any
level of abstraction. The fact that abstract representation is grounded in concrete
representation also means that the process of abstraction does not free us from
being situated in this universe, nor from having a certain perspective on this universe
associated with our cognitive constitution. Or to say it more pedantically, the ascent
from the particular to the general that characterises abstraction is intensional rather
than extensional.

As a consequence, adopting this pragmatist stance and claiming that scientific
theories are objectively true if they are empirically adequate does not have any of the
implications that a realist interpretation would afford. Nevertheless, it can directly
account for causal discourse or discourse about unobservable objects, thanks notably
to the commitment to modalities that characterises modal empiricism. It actually
gives us exactly the same linguistic resources as a realist interpretation, at least if
we remain at the level of scientific discourse and refrain from speculating about the
fundamental nature of reality.

This leads us to questioning the status of metaphysics, a theme to which we now
turn, by way of conclusion for this book.

8.6 Modal Empiricism and the Role of Metaphysics

The pragmatist stance endorsed by modal empiricism is an attempt to bring
practical relevance to the way scientific theories are interpreted, by connecting this
interpretation to practical uses. This stance could be adopted reflexively: what is the
practical relevance of modal empiricism? In so far as modal empiricism purports to
make sense of scientific practice and discourse, it cannot really have any impact on
the way science is done, at least when this practice and discourse does not overlap
with philosophy. I would say that endorsing modal empiricism should mainly affect
the way we inquire into metaphysical questions.

For a modal empiricist, there is no reason to endorse a realist interpretation
of a theory in so far as it does not make any difference in the way the theory
is used. Scientific theories do not really inform us about what the world is like
independentlly of us. Does it mean that metaphysical discourse is futile, or is there
still room for metaphysics?

Metaphysics has not always been understood realistically. Kant viewed it as
being about the conditions of understanding. Carnap viewed it as a matter of
language choice. Others view it as a matter of conceptual clarification, which
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is a rather neutral qualification.9 Assuming that a notion of pragmatic truth,
conceptualised on the model of modal empirical adequacy, applies not only to
scientific theories, but also to metaphysical discourse, the traditional metaphysical
project which consists in inquiring about the fundamental nature of reality must be
revised, but it does not necessarily mean abandoning all metaphysical discourse. It
only means that metaphysics must be connected to experience in one way or another.

To be sure, interpreting metaphysical claims by means of pragmatic truth is a
revisionary project, in the same way that Ladyman and Ross (2007, ch. 1)’s proposal
of a “radically naturalistic metaphysics” is revisionary. Many metaphysical disputes
are so disconnected from empirical considerations that it does not make much
sense to claim that they will be resolved “at the end of inquiry”. Ladyman and
Ross do not think that all metaphysical claims are worthy of consideration. On the
basis of Kitcher (1989)’s unificationist account of explanation, they propose that
only the metaphysical claims that are capable of unifying two or more scientific
hypotheses should be considered seriously. They also assume a principled “primacy
of physical constraints”, so that at least one of the hypotheses they unify should
come from physics. Besides, they explicitly exclude “projects that are primarily
motivated by anthropocentric (for example, purely engineering driven) ambitions”
(p. 36). The notion of unification they employ matches quite well with the approach
I advocate, given the important role that the notion of unification plays for modal
empirical adequacy, hence for pragmatic truth. However, this account appears to
be quite restrictive from a pragmatist perspective. It seems to ignore that there is
a rich life outside of theoretical science, without which science would probably
be meaningless. Putting contextual practice at centre stage implies that this rich life
should not be construed as derivative and devoid of interest for metaphysical inquiry.

Let me suggest a way of doing justice to one of the motivations of Ladyman
and Ross’s naturalistic metaphysics, which is to connect metaphysics to empirical
considerations, in a less restrictive way. What I suggest is to apply a pragmatist
methodology, and to examine the function played by various metaphysical concepts
in philosophical inquiry, so as to propose a pragmatic reinterpretation of these
concepts, in the same way causal discourse was interpreted in the previous
section. This reinterpretation should be based on the previously mentioned idea
that abstract concepts are indexical: they must be interpreted in terms of their
potential application to concrete representational uses. However, because of their
metaphysical nature, they will not be tied to particular domains of experience or to
particular types of activities. They will enjoy a greater level of generality. This is
the unificatory aspect. I suspect that this pragmatic reinterpretation of metaphysical
concepts will generally reduce these concepts to reflexive principles that regulate
our way of representing the world in general, as will be illustrated shortly. Science
has a special place in this project, because it aims at pragmatic truth. However, this
place is not necessarily exclusive.

9Guay and Pradeu (2020) propose a taxonomy of various approaches.
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This project is undoubtedly revisionary. A pragmatic reinterpretation of meta-
physical debates is unlikely to satisfy most metaphysicians engaged in traditional
projects. However, I think that it has the capacity to endow these debates with more
tangible implications.

Let me illustrate this approach with the debate on free will and determinism.
Entertaining an idealistic notion of free will that is opposed to the idea of
metaphysical determination is very problematic from a pragmatist perspective, since
it is not clear that the concept has practical implications. On what grounds shall
we say that a particular decision was free in the metaphysical sense? However,
the concept of free will can be elucidated in terms of its functional relations to
other, more tangible concepts, such as moral responsibility, associated with social
norms, or the absence of external constraints on one’s decisions. This is precisely
the approach followed by compatibilists. According to some compatibilists, we have
free-will in so far as we are able to do what we wish without impediments in our
way. They argue, on the basis of this interpretation of the concept, that free will is
actually compatible with determinism: whether our wishes are or are not determined
by an underlying reality is simply irrelevant.

This interpretation of free will is perfectly compatible with a pragmatist stance.
The compatibilist notion of free will has potential applications in concrete repre-
sentational uses: it can easily be interpreted in context. However, one could go even
further, since the concept of determinism is also problematic for a pragmatist. We
do not have epistemic access to putative laws of nature. So, the concept also needs
to be reinterpreted in a tangible way, and a natural reinterpretation is one in terms
of ideal predictability: a system is deterministic, in a pragmatist sense, if an ideal
empirical knowledge of the system by an external agent at a given time allows for
perfectly accurate predictions of any relevant property of the system in its future.

Assuming this reinterpretation, we can positively assert, on the basis of quantum
mechanics for instance, that physical systems are not always deterministic. “Hidden
variables” that would restore a deterministic interpretation of quantum mechanics at
the metaphysical level are by definition excluded, because they are not accessible to
external agents. However, some systems are deterministic. Remember that in our
account of scientific representation, physical systems are identified relative to a
context, assuming variables of interest and standards of precision, and some isolated
systems, such as the ones represented in Newtonian mechanics, can be considered
deterministic in the pragmatist sense, because given relevant degrees of precision,
the properties of the system can be predicted with perfect accuracy. Coarse-graining
a situation, that is, lowering standards of precision, actually ensures that one
will reach a deterministic system at some point. So, the question “Is free will
compatible with determinism?” is not settled by a compatibilist reinterpretation of
free will, since this notion of free will might well be compatible with metaphysical
determinism, but it could still be incompatible with our pragmatist reinterpretation
of it. The question becomes: “Is it possible, for an external agent, to predict
systematically and with perfect accuracy the decisions of a person when this person
does what she wishes without external impediments?” Standards of accuracy should
of course be adapted to the kind of decisions that interest us.
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This question has more practical relevance than the original one. It seems to
matter whether our decisions can or cannot be predicted in principle by external
agents, since this predicability can be associated with a valuable notion of privacy.
It also has interesting ramifications, because being able to predict the decisions of a
person with perfect accuracy seems to give us a greater ability to imped the actions
of this person. The answer to this question could even have social implications. And
as far as I know, this is an open question. If living organisms are chaotic systems,
the answer could be negative, because measuring the initial state of an organism
with sufficient precision for prediction would require controls that would impede
the freedom or integrity of the organism, for instance, or because it would require
isolating the organism in a way that impedes free decisions. It is a priori conceivable
that the functioning of complex organisms, and their agency in particular, rests on
a certain “privacy” of internal states that is disrupted by external measurements,
as a matter of (situated) necessity. If this was the case, it would make sense to
define agency in terms of this notion of privacy. The answer to our question lies
in life sciences and cognitive sciences, but also in an epistemological analysis of the
notion of predictability, which is a more reflexive aspect (however, no hypothesis
from physics seems required).

Note that if the decisions of a person can in principle be predicted with perfect
accuracy by an external agent, then the concept of free will understood in terms of
the idea that a person “could have done otherwise” is undermined, since this kind
of predictability implies that there is a model of the person where only one possible
decision for the person is represented. If this model is empirically adequate, then
there is no possible situation where the person does otherwise. So, this reformulation
of the debate is not entirely foreign to traditional philosophical analyses of free will,
and it could explain why some have the impression that the compatibilist solution
dodges the real issue instead of addressing it. We can see that the modal component
of modal empiricism plays a valuable role here, because it allows us not to fall back
on an impoverished interpretation of metaphysical concepts.

The main advantage of this approach is that we have traded a somehow
intractable metaphysical problem that could only be answered a priori, if at all,
for an empirical question. We have empirical means of identifying persons who
act according to their wishes, and we have theoretical and empirical resources to
inquire into a potential relation of (situated) necessity between free human agency
and unpredictability, or at least we might have them in the future. Furthermore, as
just said, our commitment to natural modalities allows for a relative proximity with
the traditional formulation of the debate, at least in some respects.

Let me present a second example: the debate on reduction and emergence. This
debate concerns the possible causal autonomy of higher-level entities with respect to
lower-level entities. Kim (2000) has proposed an influential, a priori argument, to the
effect that assuming certain premises, such as supervenience, the causal closure of
the lower level and the absence of overdetermination, emergence is impossible: the
lower level does all the “causal work”, so to speak. However, this debate also needs
to be reformulated, because according to a modal empiricist, causal attributions are
always relative to a context of representation. A tangible question is whether the
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model of a situation interpreted in a fine-grained context always supervenes on a
model of the same situation using a coarse-grained context by means of systematic
rules connecting the two. The idea is, again, to connect the metaphysical notion of
reduction to potential representational uses.

Assuming this reformulation of the debate, Kim’s argument is not necessarily
applicable. Having a low-level description of a target system, for example, a physical
description, implies having a context where low-level (physical) properties are
empirically accessible. From a pragmatist perspective, representation is not passive.
Making these properties accessible generally requires experimental interventions. In
the case where we could show that observing higher-level properties, for example,
biological properties, is incompatible with observing their lower-level constitution
(because it would disrupt the system), it would make sense to talk about emergent
properties, simply because a fine-grained and a coarse-grained context are mutually
exclusive. There could be cases where making accessible the exact position of
microscopic particles composing a system could not be done without disrupting the
higher-level causal structure of the system, which would mean changing the context
of representation. In such a case, the high-level description of this causal structure
does not supervene on any low-level description, or only on a coarse-grained one,
thus blocking Kim’s argument. A metaphysician could entertain the idea that there
is an underlying causal structure that explains the higher-level one, but the higher
level does not reduce to the lower level in the pragmatist sense, and we could talk
about practical emergence. Whether there are such cases is an empirical question
(quantum mechanics could have this kind of implication for entangled systems).
Again, we have turned an a priori issue into one that is answerable by empirical
means.

I leave it as an exercise to the reader to apply the same approach to other meta-
physical debates, for example in the philosophy of time (where I strongly suspect
that Putnam (1967)’s relativist argument against presentism becomes inapplicable)
or concerning the interpretation of quantum mechanics (where the pragmatist stance
could be similar to Healey (2012)’s approach).

This is a crude presentation, since my purpose here is not to dwell on these
metaphysical questions, nor to engage in empirical speculations. The main message
of these illustrations is that a careful pragmatist analysis makes it possible to connect
metaphysics with experience, and that the results of metaphysical inquiry, once
focused on practical aspects, might be significantly different from what we obtain
by adopting a traditional metaphysical stance. This approach blurs the separation
between metaphysics and science, in the spirit of naturalised metaphysics, because
metaphysical questions become partly empirical. However, as the illustrations show,
even when they are reformulated, metaphysical questions are not purely empirical.
They require that we reflect on our representations and on the relations between
various contexts of representation. They demand that we clarify the relationship
between our concepts and experience, or that we establish links between various
concepts, including concepts, such as predictability, which are “meta-empirical”.
This reflexive aspect could be the main characteristic of metaphysics, and since the
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connection with experience plays a crucial role in pragmatic reformulations, one
could say that a pragmatist approach also blurs the distinction between metaphysics
and epistemology.

I doubt that a traditional metaphysician will be totally satisfied with these
reformulations: she would say that we are now answering different questions.
It is also likely that some metaphysical questions are not susceptible of being
reinterpreted in this way, because they are embedded in an approach that is at
odds with a pragmatic stance. Philosophical thought experiments that call for
us to imagine other metaphysically possible worlds do not make much sense in
this approach. Can we conceive a world populated with “phenomenal zombies”,
that is, people who are like us in all physical respects but have no phenomenal
consciousness (Chalmers 1996)? In our account of representation, someone else’s
phenomenal consciousness cannot be represented pragmatically, since it is, by
definition, inaccessible to external agents, so the representation of a zombie world
and the representation of our world would be identical. On the other hand, applying
this representation could imply that the user of the representation has phenomenal
consciousness while being located in that zombie world, which contradicts the
premises of the thought experiment. In any case, this kind of thought experiments
cannot tell us anything about what is possible or not in this world, since the notion
of possible world has no practical implication. So, no conclusion follows.

Perhaps modal empiricism lacks resources to address “deep” metaphysical
questions. But we could be suspicious about the relevance and soundness of these
questions and associated thought experiments.10 The description of a zombie world
seems to make sense on the surface of it, but are we really capable of representing
such a world? Does it not rest on a dubious semantics?

My verdict in this matter is that we should be careful with abstract representation.
Abstraction should not be construed purely descriptively and a-contextually, but also
normatively and indexically: an abstract representation is a norm for possible con-
crete representations. Situated representation, potential or actual, should always take
centre stage in philosophical analysis. Good concepts tell us how we should think in
particular contexts. I strongly suspect that some metaphysical questions, which have
all the appearances of legitimate conceptual analyses, only occur because we take
our abstract representations too seriously, and forget their normative dimension with
regard to concrete representation. The purpose of a pragmatist stance is to remind
us that this normative dimension is always present. Because inapplicable norms are
useless, this dimension implies that some ways of asking metaphysical questions are
more valuable than others: the ones that have practical implications. This defiance of
unrestrained metaphysics is a general characteristic of empiricist positions (and it is
also shared, to some extent, by Ladyman and Ross’s naturalisistic metaphysics), but
I believe that modal empiricism and the pragmatist stance associated with it, when

10This is a point where modal empiricism in philosophy of science agrees with the homonymous
position in the epistemology of metaphysics. See Sect. 1.3.
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compared with traditional non-modal versions of empiricism, put epistemic agents
in a less passive position that is better apt to serve as a useful guide for philosophical
inquiry.

The main obstacle to adopting a pragmatist stance could be that it apparently
clashes with a naturalistic world-view. This, of course, depends on how naturalism
is understood. The pragmatist stance does not oppose the idea that philosophy
is continuous with science, which is a traditional theme of naturalism. Quite the
contrary actually, as we have seen. However, it requires abandoning the idea that
there is a “view from nowhere”, that is, that there can be representational content
without any tie to an epistemic agent, not even an abstract (indexical) one (this
perspectivist stance that opposes the “view from nowhere” is shared by other author
who call themselves realists, such as Massimi (2018) and Giere (2010)). There is no
reason to think that epistemic agents are “unnatural”, and they can be represented
by other epistemic agents, but it is true that the representation relation itself is not
entirely naturalised in this approach. This could be seen as a problem. I see it as a
mark of modesty (after all, attempts to naturalise intentionality or values have not
been particularly fruitful), and I am convinced that it is actually an advantage once
one starts running into metaphysical troubles. Thinking in this way forces us to be
relevant. And we ought to be relevant. This could be the most important message of
modal empiricism.
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